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    PhoenixGenApi — Architecture Deep Dive
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1. High-Level Overview
PhoenixGenApi is a framework for building API gateways on top of Phoenix Channels (WebSocket). Instead of defining HTTP endpoints, you define function configurations (FunConfig) that map WebSocket events to function calls — locally or remotely across an Elixir cluster.
┌──────────┐    WebSocket     ┌───────────────┐    RPC / Local     ┌──────────────┐
│  Browser  │ ◄─────────────► │  Gateway Node  │ ◄────────────────► │ Service Node │
│  Client   │  Phoenix Ch.    │  (Phoenix app) │    Erlang dist.    │  (your app)  │
└──────────┘                  └───────────────┘                    └──────────────┘
Key design principles:
	Transport-agnostic business logic — Your service functions don't know or care about WebSocket, JSON, or HTTP.
	Cluster-native — Services register their APIs on remote nodes; the gateway discovers them automatically via pull or push.
	Zero HTTP boilerplate — No controllers, no routers, no serializers. A FunConfig struct is the only thing between a WebSocket message and your function.
	Defense in depth — Rate limiting, permission checking, argument validation, MFA allowlists, and push tokens all layer together.


2. System Topology
There are two node roles:
Gateway Node (Phoenix app)
	Runs the Phoenix web server and Channels.
	Holds the ConfigDb (ETS) cache of all registered FunConfig entries.
	Runs the ConfigPuller (periodic pull from services) and ConfigReceiver (accepts pushes).
	Runs the RateLimiter, WorkerPoolSupervisor, and RelayServer.
	Executes requests by looking up the FunConfig, checking rate limits/permissions, then calling the MFA (locally or via RPC).

Service Node (any Elixir app)
	Runs your business logic (MyApp.Api).
	Optionally runs a Supporter module that returns FunConfig structs.
	Can push configs to the gateway on startup (ConfigPusher) or let the gateway pull them periodically.
	Sets client_mode: true to avoid starting gateway-only processes.

Communication Flow
Service Node                          Gateway Node
    │                                      │
    │  1. Push configs (on startup)        │
    │─────────────────────────────────────►│  ConfigReceiver
    │                                      │
    │  2. Periodic pull (every 30s)        │
    │◄─────────────────────────────────────│  ConfigPuller
    │  3. Return FunConfig list             │
    │─────────────────────────────────────►│
    │                                      │
    │  4. Client sends WebSocket request   │
    │         ──────────────►               │  Channel
    │                                      │  Executor
    │  5. RPC to service node              │
    │◄─────────────────────────────────────│
    │  6. Return result                     │
    │─────────────────────────────────────►│
    │                                      │  7. Push result to client
    │         ◄──────────────               │

3. Supervision Tree
The application supervisor (PhoenixGenApi.Supervisor) uses a :rest_for_one strategy. If a child crashes, it and all children started after it are restarted.
PhoenixGenApi.Supervisor (:rest_for_one)
├── PhoenixGenApi.RateLimiter              (GenServer — ETS-backed sliding window)
├── PhoenixGenApi.WorkerPoolSupervisor     (Supervisor — :one_for_one)
│   ├── PhoenixGenApi.WorkerPool           (GenServer — async_pool)
│   │   └── [N x Worker]                  (GenServer — task execution)
│   └── PhoenixGenApi.WorkerPool           (GenServer — stream_pool)
│       └── [N x Worker]                  (GenServer — task execution)
├── PhoenixGenApi.ConfigDb                 (GenServer — ETS-backed FunConfig store)
├── PhoenixGenApi.ConfigPuller             (GenServer — periodic pull scheduler)
├── PhoenixGenApi.ConfigReceiver           (GenServer — push handler + version tracker)
├── PhoenixGenApi.RelayRegistry            (Registry — :duplicate keys, pid dispatch)
└── PhoenixGenApi.RelayServer              (GenServer — serializes ETS relay ops)
When client_mode: true (on service nodes), the supervisor starts zero children — the node only needs the library's structs and the ConfigPusher module (which is stateless).

4. Core Data Structures
FunConfig
The central configuration unit. Each FunConfig maps one request_type to one function call.
%FunConfig{
  request_type: "get_user",        # Unique identifier for this API endpoint
  service: "user_service",         # Service grouping key
  nodes: [:"node1@host"],          # Where to run (:local for gateway-local)
  choose_node_mode: :random,       # :random | :hash | :round_robin | {:hash, key} | {:sticky, key}
  timeout: 5_000,                  # RPC timeout in ms
  mfa: {MyApp.Api, :get_user, []}, # {Module, Function, Args} to call
  arg_types: %{"user_id" => :string},  # Argument validation schema
  arg_orders: ["user_id"],         # Ordered arg list (or :map for map-style)
  response_type: :sync,            # :sync | :async | :stream
  version: "1.0.0",                # Semantic version for multi-version support
  check_permission: false,         # false | :any_authenticated | {:arg, key} | {:role, roles}
  permission_callback: nil,        # Custom {mod, fun, args} for permission checks
  retry: nil,                      # nil | integer() | {:same_node, n} | {:all_nodes, n}
  before_execute: nil,             # {mod, fun} | {mod, fun, extra_args}
  after_execute: nil,              # {mod, fun} | {mod, fun, extra_args}
  disabled: false                  # Soft-delete flag
}
Request
Created from the WebSocket payload by Request.decode!/1. Includes payload size validation (default 1MB), required field checks, and role sanitization.
%Request{
  request_id: "req_123",    # Client-generated unique ID
  request_type: "get_user", # Matches FunConfig.request_type
  service: "user_service",  # Matches FunConfig.service
  user_id: "user_42",       # From socket.assigns or payload
  device_id: "device_1",    # From payload
  args: %{"user_id" => "42"}, # Function arguments
  user_roles: ["admin"],    # For role-based permissions
  version: "1.0.0"          # Optional version override
}
Response
Returned to the client. Has constructors for each response type:
	Response.sync_response(request_id, result) — Standard success
	Response.async_response(request_id) — Acknowledged, processing async
	Response.stream_response(request_id, result, has_more) — Streaming chunk
	Response.stream_end_response(request_id) — Stream complete
	Response.error_response(request_id, error, can_retry) — Error

ServiceConfig
Tells the ConfigPuller how to reach a service node and pull its configs.
%ServiceConfig{
  service: "user_service",
  nodes: [:"node1@host"],
  module: MyApp.GenApi.Supporter,
  function: :get_config,
  args: [],
  version_module: MyApp.GenApi.Supporter,  # Optional: lightweight version check
  version_function: :get_config_version,
  version_args: []
}
PushConfig
Used when a service node pushes its config to the gateway (instead of being pulled).
%PushConfig{
  service: "user_service",
  nodes: [:"node1@host"],
  config_version: "1.2.3",
  fun_configs: [%FunConfig{...}],
  module: MyApp.GenApi.Supporter,  # Optional: for auto-pull after push
  function: :get_config,
  push_token: "secret"             # Authenticates push to gateway
}

5. Request Lifecycle
The complete path from WebSocket message to response:
Client                    Gateway Channel              Executor
  │                            │                          │
  │  push("api", payload)      │                          │
  │───────────────────────────►│                          │
  │                            │                          │
  │                     ┌──────┴──────┐                   │
  │                     │ handle_in/3 │                   │
  │                     │             │                   │
  │                     │ 1. Override │                   │
  │                     │    user_id  │                   │
  │                     │    from     │                   │
  │                     │    socket   │                   │
  │                     │    assigns  │                   │
  │                     │             │                   │
  │                     │ 2. Request  │                   │
  │                     │    .decode! │                   │
  │                     │    (valid.) │                   │
  │                     │             │                   │
  │                     │ 3. Execute  │                   │
  │                     └──────┬──────┘                   │
  │                            │                          │
  │                            │  Executor.execute!(req)  │
  │                            │─────────────────────────►│
  │                            │                          │
  │                            │                    ┌─────┴─────┐
  │                            │                    │ Phase 1:  │
  │                            │                    │ ConfigDb  │
  │                            │                    │ .get/3    │
  │                            │                    │ (ETS)     │
  │                            │                    └─────┬─────┘
  │                            │                          │
  │                            │                    ┌─────┴─────┐
  │                            │                    │ Phase 2:  │
  │                            │                    │ Hooks     │
  │                            │                    │ .run_     │
  │                            │                    │ before/3  │
  │                            │                    └─────┬─────┘
  │                            │                          │
  │                            │                    ┌─────┴─────┐
  │                            │                    │ Phase 3:  │
  │                            │                    │ RateLimit │
  │                            │                    │ + Perms   │
  │                            │                    └─────┬─────┘
  │                            │                          │
  │                            │                    ┌─────┴─────┐
  │                            │                    │ Phase 4-6:│
  │                            │                    │ sync /    │
  │                            │                    │ async /   │
  │                            │                    │ stream    │
  │                            │                    └─────┬─────┘
  │                            │                          │
  │                            │                    ┌─────┴─────┐
  │                            │                    │ Hooks     │
  │                            │                    │ .run_     │
  │                            │                    │ after/4   │
  │                            │                    └─────┬─────┘
  │                            │                          │
  │                            │  {:push, response}       │
  │                            │◄─────────────────────────│
  │                            │                          │
  │  push(socket, "api", resp) │                          │
  │◄───────────────────────────│                          │
Phase Details
	Phase	Module	What Happens
	1	ConfigDb	ETS lookup by {service, request_type, version}. Returns {:ok, fun_config}, {:error, :not_found}, or {:error, :disabled}.
	2	Hooks	Runs before_execute hook (if configured) in a Task with timeout. Can abort with {:error, reason} or modify request/config.
	3a	RateLimiter	Checks global limits and per-API limits using sliding window. Returns {:error, :rate_limited, details} if exceeded.
	3b	Permission	Checks check_permission mode: disabled, authenticated, arg-based, role-based, or custom callback.
	4	Executor	Sync: Calls MFA locally (apply/3) or remotely (:rpc.call/5). Supports retry with {:same_node, n} or {:all_nodes, n}.
	5	Executor	Async: Spawns on async_pool worker. Sends {:async_call, result} back to the channel when done.
	6	Executor	Stream: Starts a StreamCall GenServer on stream_pool. Sends {:stream_response, result} for each chunk.
	After	Hooks	Runs after_execute hook (if configured). Can transform the result.


6. Config Management
Config management follows a pull or push model (or both).
Pull Model (Gateway-initiated)
The ConfigPuller GenServer runs on the gateway and periodically pulls configs from service nodes.
ConfigPuller (timer-based)
    │
    ├─ For each ServiceConfig:
    │   ├─ Optional: Call version_module.version_function on remote node
    │   │   └─ If version matches stored version → skip (saves bandwidth)
    │   │
    │   ├─ Call module.function(args) on remote node (RPC)
    │   │   └─ Returns list of FunConfig structs
    │   │
    │   ├─ Validate each FunConfig
    │   ├─ Enforce service name
    │   ├─ Ensure version field
    │   └─ ConfigDb.batch_add(configs) → ETS write
    │
    └─ Schedule next pull (with exponential backoff on failures)
Version-based skip: If ServiceConfig.version_module and version_function are set, the puller first makes a lightweight RPC to check if the version changed. If it matches the stored version, the full config pull is skipped entirely.
Exponential backoff: On pull failures, the interval increases (up to a cap) to avoid hammering unreachable nodes.
Push Model (Service-initiated)
On service node startup, ConfigPusher.push_on_startup/3 sends a PushConfig to the gateway's ConfigReceiver.
Service Node                          Gateway Node
    │                                      │
    │  ConfigPusher.push_on_startup        │
    │  (RPC to ConfigReceiver)             │
    │─────────────────────────────────────►│
    │                                      │
    │                               ┌──────┴──────┐
    │                               │ 1. Decode   │
    │                               │ 2. Validate │
    │                               │ 3. Check    │
    │                               │    version  │
    │                               │ 4. Check    │
    │                               │    push_tok │
    │                               │ 5. batch_add│
    │                               │ 6. Register │
    │                               │    puller   │
    │                               └──────┬──────┘
    │                                      │
    │  {:ok, :accepted}                    │
    │◄─────────────────────────────────────│
Auto-pull registration: A PushConfig can include module/function fields. After accepting the push, the ConfigReceiver registers the service with the ConfigPuller for periodic refresh — giving you push-on-startup + pull-for-refresh.
ConfigDb (ETS Store)
ConfigDb is a GenServer wrapping an ETS table. The key is {service, request_type, version} and the value is the FunConfig struct.
Key operations:
	Function	Description
	add/1	Insert or replace a single FunConfig
	batch_add/1	Atomic batch insert (all-or-nothing)
	get/3	Lookup by {service, request_type, version}
	get_fast/2	Lookup by {service, request_type} (any version, fastest path)
	get_latest/2	Lookup the highest-versioned config for a request type
	update/1	Update an existing config
	delete/3	Remove a config
	disable/3	Soft-delete (sets disabled: true)
	enable/3	Re-enable a disabled config
	get_all_functions/0	List all configs grouped by service
	clear/0	Remove all configs


7. Execution Engine
The Executor module is the heart of the framework. It handles three execution modes:
Sync (response_type: :sync)
sync_call(request, fun_config)
    │
    ├─ If nodes == :local → execute_local(mfa, timeout)
    │                        └─ apply(mod, fun, args ++ [request_args])
    │
    └─ If nodes == [...]   → execute_remote_with_fallback(nodes, mfa, timeout)
                             ├─ Try node 1 → :rpc.call(node, mod, fun, args, timeout)
                             ├─ On failure → try node 2
                             └─ On all failures → return last error
Retry logic is configured per FunConfig via the retry field:
	Value	Behavior
	nil	No retry (default)
	3	Retry 3 times on the same node (local retry)
	{:same_node, 3}	Retry 3 times on the same remote node
	{:all_nodes, 3}	Retry on all nodes in the list, up to 3 total attempts

Backoff: Exponential backoff between retries (2^attempt * 100ms, configurable).
Async (response_type: :async)
async_call(request, fun_config)
    │
    ├─ WorkerPool.execute_async(:async_pool, fn ->
    │     result = Executor.sync_call(request, fun_config)
    │     send(receiver, {:async_call, result})
    │   end)
    │
    └─ Immediately returns async_response to client
The client receives an immediate async: true acknowledgment, then gets the actual result later via a {:async_call, result} message pushed to the channel.
Stream (response_type: :stream)
stream_call(request, fun_config)
    │
    ├─ WorkerPool.execute_async(:stream_pool, fn ->
    │     StreamCall.start_link(...)
    │   end)
    │
    └─ StreamCall GenServer:
        ├─ Calls the MFA (which should return a stream/generator)
        ├─ Sends {:stream_response, chunk} for each intermediate result
        ├─ Sends {:stream_response, last_chunk, has_more: false} for the final result
        └─ Sends {:stream_response, stream_end} on completion
The stream process is tracked in the process dictionary under {:phoenix_gen_api, :stream_call_pid, request_id} and can be stopped with PhoenixGenApi.stop_stream(request_id).

8. Rate Limiter
The RateLimiter uses a sliding window algorithm with ETS-backed counters.
Architecture
RateLimiter (GenServer)
├── ETS table :rate_limiter_global   (key → [timestamps])
└── ETS table :rate_limiter_api      (key → [timestamps])
Two Levels of Limits
	Global limits — Apply across all requests. Configured as:
config :phoenix_gen_api, :rate_limiter,
  global_limits: [
    %{key: :user_id, max_requests: 1000, window_ms: 60_000}
  ]

	Per-API limits — Apply to specific service/request_type pairs:
config :phoenix_gen_api, :rate_limiter,
  api_limits: [
    %{key: :user_id, service: "user_service", request_type: "get_user",
      max_requests: 100, window_ms: 60_000}
  ]


Sliding Window Algorithm
For each request, the rate limiter:
	Builds a composite key from the request (e.g., "user_42" for :user_id scope).
	Looks up the ETS table for that key's timestamp list.
	Removes timestamps outside the current window.
	Counts remaining timestamps.
	If count < max → appends current timestamp and allows.
	If count ≥ max → rejects with {:error, :rate_limited, details}.

Sharded Cleanup
A periodic cleanup process (handle_info(:cleanup, ...)) purges expired entries. The cleanup is sharded across rate limiter instances to avoid a single process scanning the entire table.
Fail-Open
If the rate limiter itself encounters an error, it fails open (allows the request through) rather than blocking all traffic. This is configurable.
Multi-Instance Support
For high-throughput deployments, multiple RateLimiter instances can run. Requests are routed to instances via consistent hashing on the key value.

9. Permission System
The permission system checks are performed after rate limiting but before execution.
Permission Modes
	Mode	Config	Behavior
	Disabled	check_permission: false	No permission check (default)
	Any authenticated	check_permission: :any_authenticated	Requires user_id to be non-nil
	Arg-based	check_permission: {:arg, "user_id"}	Compares user_id from socket to the value of the named arg
	Role-based	check_permission: {:role, ["admin", "moderator"]}	Checks if any of the user's roles are in the allowed list
	Custom callback	permission_callback: {MyMod, :check, []}	Calls the MFA; must return :ok or {:error, reason}

Arg-Based Permission Deep Dive
When check_permission: {:arg, "user_id"}, the system:
	Finds the "user_id" value in the request args.
	Compares it to the user_id from the socket assigns (set during channel join).
	If they match → allow. If not → deny.

Security note: The user_id is always taken from socket.assigns (set during join/3), never from the client payload. This prevents a client from spoofing another user's identity.
Role-Based Permission Deep Dive
When check_permission: {:role, ["admin"]}, the system:
	Takes user_roles from the Request struct (populated from socket assigns).
	Checks if any of the user's roles intersect with the allowed roles.
	If intersection is non-empty → allow. Otherwise → deny.

Custom Callback
defmodule MyApp.Permissions do
  def check(request, fun_config) do
    if MyApp.authorized?(request.user_id, fun_config.request_type) do
      :ok
    else
      {:error, :unauthorized}
    end
  end
end

# In FunConfig:
%FunConfig{
  check_permission: false,  # Disable built-in checks
  permission_callback: {MyApp.Permissions, :check, []}
}
When permission_callback is set, it overrides the check_permission field entirely.

10. Worker Pools & Circuit Breakers
Architecture
WorkerPoolSupervisor (:one_for_one)
├── WorkerPool (:async_pool)
│   ├── Worker 1 (GenServer)
│   ├── Worker 2 (GenServer)
│   └── ... (default: 1000 workers)
└── WorkerPool (:stream_pool)
    ├── Worker 1 (GenServer)
    ├── Worker 2 (GenServer)
    └── ... (default: 500 workers)
Task Flow
Executor.async_call/2
    │
    ├─ WorkerPool.execute_async(:async_pool, task_fn)
    │   │
    │   ├─ If idle worker exists → assign task immediately
    │   │   └─ Worker.execute(pid, task_fn)
    │   │       └─ spawn_link(fn -> task.() end)
    │   │       └─ On completion: send(pool, {:worker_done, self()})
    │   │
    │   ├─ If all workers busy → enqueue task
    │   │   └─ Queue (Erlang :queue module)
    │   │   └─ If queue full → reject with {:error, :queue_full}
    │   │
    │   └─ On {:worker_done}:
    │       ├─ Mark worker as idle
    │       └─ Dequeue next task → assign to this worker
    │
    └─ Circuit breaker check (pool-level + worker-level)
Circuit Breaker
Both the pool and individual workers have circuit breakers:
Pool-level: Tracks consecutive failures across all workers. If failures exceed circuit_breaker_threshold (default: 10), the pool opens and rejects new tasks for circuit_breaker_cooldown ms (default: 60s).
Worker-level: Each worker tracks its own consecutive failures. If failures exceed the threshold (default: 5), that individual worker stops accepting tasks for the cooldown period.
Normal:    [task] → [worker] → success/failure → reset counter on success
              │
              └── failures accumulate ──► threshold reached ──► CIRCUIT OPEN
              │                                                      │
              │                                              Reject all tasks
              │                                              for cooldown period
              │                                                      │
              └── success during cooldown ───► CIRCUIT CLOSE ◄───────┘

11. Relay Messages
The relay system enables group-based message broadcasting. A user sends a message to a group, and all members receive it through their Phoenix Channel.
Architecture
RelayServer (GenServer — serializes ETS writes)
├── ETS table :phoenix_gen_api_relay_groups
│   └── {group_id, group_type, members_map}
│
├── Registry (PhoenixGenApi.RelayRegistry, :duplicate keys)
│   └── {group_id} → [{user_id, channel_pid}, ...]
│
└── Process monitors
    └── {{group_id, user_id} → monitor_ref}
Group Types
	Type	Join	Accept	Send	Mute
	:public	→ :active	N/A	Any :active	❌
	:private	→ :pending	Any :active	Any :active	❌
	:strict_private	→ :pending	Only :admin	Any :active (not muted)	Only :admin

Message Flow
Client A (channel)          RelayServer              Client B (channel)
      │                          │                          │
      │  push("api", payload)    │                          │
      │─────────────────────────►│                          │
      │                          │                          │
      │                   ┌──────┴──────┐                   │
      │                   │ handle_relay │                   │
      │                   │             │                   │
      │                   │ 1. Validate │                   │
      │                   │    member   │                   │
      │                   │ 2. Check    │                   │
      │                   │    not muted│                   │
      │                   │ 3. Registry │                   │
      │                   │    .select  │                   │
      │                   │ 4. send(pid,│                   │
      │                   │  {:relay_   │                   │
      │                   │  message})  │                   │
      │                   └──────┬──────┘                   │
      │                          │                          │
      │  {:relay_message, resp}  │  {:relay_message, resp}  │
      │◄─────────────────────────│─────────────────────────►│
      │                          │                          │
      │  handle_info → push      │         handle_info → push
Auto-Cleanup via Process Monitoring
RelayServer monitors every channel process that joins a group. When a channel process dies (client disconnect, crash, etc.), the RelayServer receives a {:DOWN, ...} message and automatically removes the user from the group — cleaning up both the ETS entry and the Registry entry.

12. Hooks
Hooks let you run custom code before and/or after function execution without modifying the function itself.
Hook Lifecycle
Executor.execute_with_config!
    │
    ├─ Hooks.run_before(before_execute, request, fun_config)
    │   ├─ nil → skip
    │   ├─ {mod, fun} → Task.async(fn -> apply(mod, fun, [request, fun_config]) end)
    │   ├─ {mod, fun, extra} → Task.async(fn -> apply(mod, fun, [request, fun_config | extra]) end)
    │   │
    │   ├─ Task.yield(task, timeout)  # default 5s timeout
    │   │   ├─ {:ok, {:ok, new_req, new_config}} → proceed with modified values
    │   │   ├─ {:ok, {:error, reason}} → abort, return error response
    │   │   ├─ nil (timeout) → log error, return timeout error
    │   │   └─ {:exit, reason} → log error, return crash error
    │   │
    │   └─ Telemetry: [:hook, :before, :start/:stop/:exception]
    │
    ├─ [execute the function — sync/async/stream]
    │
    └─ Hooks.run_after(after_execute, request, fun_config, result)
        ├─ nil → skip
        ├─ {mod, fun} → Task.async(fn -> apply(mod, fun, [request, fun_config, result]) end)
        │
        ├─ Task.yield(task, timeout)
        │   ├─ {:ok, new_result} → use modified result
        │   └─ {:error, _} → preserve original result
        │
        └─ Telemetry: [:hook, :after, :start/:stop/:exception]
Common Use Cases
	Before: Quota checking, request enrichment, audit logging, feature flags.
	After: Response transformation, metrics emission, cache invalidation, audit trails.


13. Security
PhoenixGenApi has multiple security layers:
1. Admin Gate
Dangerous runtime operations (updating rate limit config, pushing configs, toggling detail errors) require the action to be in the :admin_actions allowlist:
config :phoenix_gen_api,
  admin_actions: [:push_config, :update_rate_limit_config]
Default: empty list (deny everything).
2. Push Token
When :push_token is configured, all push requests must include a matching token. Comparison uses constant-time binary comparison to prevent timing attacks.
config :phoenix_gen_api, push_token: "my-secret-token"
3. MFA Allowlist
Restricts which {module, function} pairs can be registered as function configs. Supports module-level (all functions) and tuple-level (specific function) entries.
config :phoenix_gen_api,
  mfa_allowlist: [
    MyApp.UserService,                    # All functions allowed
    {MyApp.OrderService, :create_order}   # Only this specific function
  ]
Hardcoded denylist: :os, :file, :code, :erlang, :net, :rpc, :global, :inet are always blocked unless explicitly allowed.
4. Payload Size Limit
Request.decode!/1 validates payload size before deserialization (default: 1MB). Prevents memory exhaustion attacks.
config :phoenix_gen_api, :request, max_payload_bytes: 500_000
5. User ID Override Prevention
The channel's handle_in/3 always takes user_id from socket.assigns (set during join/3), never from the client payload. This prevents impersonation.

14. Telemetry
PhoenixGenApi emits telemetry events at every stage of the request lifecycle. All events follow the pattern [:phoenix_gen_api, category, ...].
Event Categories
	Category	Events
	Executor	:request → :start/:stop/:exception, :retry, :retry → :exhausted
	Rate Limiter	:check, :exceeded, :reset, :cleanup
	Hooks	:before/:after → :start/:stop/:exception
	Worker Pool	:task → :start/:stop/:exception/:rejected, :circuit_breaker → :open/:close
	Config	:pull → :start/:stop, :push, :add, :batch_add, :delete, :clear, :disable, :enable

Attaching Handlers
# Attach to all events
PhoenixGenApi.Telemetry.attach_all("my-app", &MyApp.handle_event/4)

# Attach to specific categories
PhoenixGenApi.Telemetry.attach_executor("my-app-exec", &MyApp.handle_event/4)
PhoenixGenApi.Telemetry.attach_rate_limiter("my-app-rl", &MyApp.handle_event/4)
PhoenixGenApi.Telemetry.attach_hooks("my-app-hooks", &MyApp.handle_event/4)
PhoenixGenApi.Telemetry.attach_worker_pool("my-app-wp", &MyApp.handle_event/4)
PhoenixGenApi.Telemetry.attach_config("my-app-cfg", &MyApp.handle_event/4)

# Built-in debug logger
PhoenixGenApi.Telemetry.attach_default_logger()

# Detach
PhoenixGenApi.Telemetry.detach_all("my-app")

15. Multi-Version Support
A single request_type can have multiple FunConfig entries with different versions. The version is resolved at request time:
Client sends: %{request_type: "get_user", version: "2.0.0"}
    │
    ├─ If version is specified → ConfigDb.get(service, "get_user", "2.0.0")
    │
    └─ If version is nil → ConfigDb.get(service, "get_user", "0.0.0")
                              └─ "0.0.0" is the default/sentinel version
Version management:
	Add a new version: ConfigDb.add(%FunConfig{..., version: "2.0.0"})
	Disable an old version: ConfigDb.disable("user_service", "get_user", "1.0.0")
	Re-enable: ConfigDb.enable("user_service", "get_user", "1.0.0")
	Delete: ConfigDb.delete("user_service", "get_user", "1.0.0")

The "0.0.0" version is a reserved sentinel — it cannot be explicitly registered and serves as the default when no version is specified.

16. Retry & Fault Tolerance
Retry Configuration
# In FunConfig:
%FunConfig{
  retry: 3,                    # Retry 3 times (local)
  retry: {:same_node, 3},      # Retry 3 times on the same remote node
  retry: {:all_nodes, 3}       # Retry across all nodes, 3 total attempts
}
Retry Flow (Remote)
execute_remote_with_fallback([node1, node2, node3], mfa, timeout)
    │
    ├─ Try node1 → :rpc.call(node1, ...)
    │   ├─ Success → return result
    │   └─ Failure → check retry config
    │       ├─ {:same_node, n} → retry node1 (n-1) times with backoff
    │       ├─ {:all_nodes, n} → try node2, then node3
    │       └─ nil → try node2 (no retry, just fallback)
    │
    ├─ Try node2 → ...
    │
    └─ All nodes failed → return last error
Node Fallback
Even without retry, the executor will try all nodes in the nodes list before giving up. This provides basic failover when a service node goes down.
Exponential Backoff
Between retries, the executor waits 2^attempt * base_ms milliseconds (configurable). This prevents thundering herd problems during recovery.

17. Node Selection Strategies
When a FunConfig has multiple nodes, the NodeSelector picks one:
	Strategy	Config	Behavior
	:random	choose_node_mode: :random	Pick a random node (default)
	:hash	choose_node_mode: :hash	Hash the request_id to pick a node
	{:hash, key}	choose_node_mode: {:hash, "user_id"}	Hash the value of the named arg
	:round_robin	choose_node_mode: :round_robin	Cycle through nodes in order
	{:sticky, key}	choose_node_mode: {:sticky, "user_id"}	Same key value always maps to the same node (using ETS for persistence)

Sticky Routing Deep Dive
Sticky routing ensures that all requests with the same key value (e.g., same user_id) always go to the same node. This is useful for:
	Cache locality (user data is cached on one node)
	Session affinity
	Ordered processing per user

Implementation: An ETS table stores {key_value, node} mappings. On lookup, if the key exists and the node is still alive, it's reused. If not, a new node is selected and stored.
# Cleanup stale entries (called periodically)
NodeSelector.cleanup_sticky_table()
Dynamic Node Resolution
Nodes can be specified as a static list or as an MFA tuple that resolves at runtime:
# Static:
nodes: [:"node1@host", :"node2@host"]

# Dynamic (called on each node selection):
nodes: {MyApp.Cluster, :get_nodes, ["user_service"]}
This allows integration with service discovery systems.

What's Next
	FunConfig Reference — Field-by-field reference for the central configuration struct.
	Configuration — Full application-level configuration reference.
	Step-by-Step Guide — Every feature with copy-paste code examples.
	Execute Flow — Line-by-line walkthrough of the complete request execution path.
	Relay Messages Guide — Complete reference for group-based messaging.
	Telemetry Guide — Full event reference and integration patterns.



  

    Configuration Reference

Complete reference for all application-level configuration options.
Table of Contents
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	Service Config (Pull Mode)
	Rate Limiter
	Worker Pool
	Security
	Channel Integration
	Function Versioning
	ConfigDb Runtime API


Gateway Configuration
In the gateway node's config.exs:
config :phoenix_gen_api, :gen_api,
  pull_timeout: 5_000,
  pull_interval: 30_000,
  detail_error: false,
  service_configs: [...]
	Option	Type	Default	Description
	pull_timeout	integer	5_000	Timeout in ms for each pull RPC call
	pull_interval	integer	30_000	Interval in ms between automatic pulls
	detail_error	boolean	false	Include detailed error messages in responses
	service_configs	[map()]	[]	List of service configurations for pull mode

Service Config (each entry)
	Key	Type	Description
	service	String.t() | atom()	Service name (used as lookup key)
	nodes	[atom()] | {m, f, a}	Target nodes or MFA that resolves to node list
	module	module()	Remote module implementing the config function
	function	atom()	Function on the remote module
	args	list()	Extra arguments passed to the config function
	version_module	module() | nil	Module for lightweight version check RPC
	version_function	atom() | nil	Function returning current config version
	version_args	list()	Args for the version check function

Version-based skip
When version_module and version_function are configured, the puller first makes a lightweight RPC to check if the version changed. If it matches the stored version, the full config pull is skipped entirely — saving network bandwidth.
service_configs: [%{
  service: "user_service",
  nodes: [:"app@host"],
  module: MyApp.GenApi.Supporter,
  function: :get_config,
  args: [],
  version_module: MyApp.GenApi.Supporter,
  version_function: :get_config_version,
  version_args: []
}]

Remote Node (Pull Mode)
Mark the node as a client so it doesn't start gateway-only services:
config :phoenix_gen_api, :client_mode, true
When client_mode: true, the application starts with an empty supervision tree and no ETS tables. This is the standard setting for service/worker nodes.
Pull startup behavior
On application start, the ConfigPuller schedules an initial pull after 1 second. If the initial pull fails (service nodes unreachable), it logs a warning and retries with exponential backoff (up to 300s). The gateway starts even if service nodes are down — APIs register on first successful pull.
Supporter module
Define a supporter module that returns FunConfig lists:
defmodule MyApp.GenApi.Supporter do
  alias PhoenixGenApi.Structs.FunConfig

  def get_config(_arg) do
    {:ok, [
      %FunConfig{
        request_type: "get_user",
        service: "user_service",
        nodes: [Node.self()],
        mfa: {MyApp.Api, :get_user, []},
        arg_types: %{"user_id" => :string},
        response_type: :sync,
        version: "1.0.0"
      }
    ]}
  end

  # Optional: version check function
  def get_config_version, do: "1.0.0"
end
Push mode (service → gateway)
Remote nodes can push configs immediately on startup:
alias PhoenixGenApi.ConfigPusher

push_config = ConfigPusher.from_service_config(
  :user_service,
  [Node.self()],
  fun_configs,
  config_version: "1.0.0",
  module: MyApp.GenApi.Supporter,
  function: :get_config
)

ConfigPusher.push_on_startup(:"gateway@host", push_config)
Push is idempotent — if config_version matches, the push is skipped. Use force: true to override.
Verify before pushing:
case ConfigPusher.verify(:"gateway@host", :user_service, "1.0.0") do
  {:ok, :matched} -> :already_registered
  {:ok, :mismatch, _} -> ConfigPusher.push(:"gateway@host", push_config)
  {:error, :not_found} -> ConfigPusher.push(:"gateway@host", push_config)
end
Gateway-side API:
{:ok, :accepted} = PhoenixGenApi.push_config(push_config)
{:ok, :accepted} = PhoenixGenApi.push_config(push_config, force: true)
{:ok, :matched} = PhoenixGenApi.verify_config("user_service", "1.0.0")
PhoenixGenApi.pushed_services_status()

Rate Limiter
Sliding-window rate limiter backed by ETS with multi-instance sharding.
config :phoenix_gen_api, :rate_limiter,
  enabled: true,
  fail_open: true,
  instance_count: :auto,
  routing_strategy: :hash,
  global_limits: [
    %{key: :user_id, max_requests: 2000, window_ms: 60_000},
    %{key: :device_id, max_requests: 10000, window_ms: 60_000}
  ],
  api_limits: [
    %{
      service: "data_service",
      request_type: "export_data",
      key: :user_id,
      max_requests: 10,
      window_ms: 60_000
    }
  ]
	Option	Type	Default	Description
	enabled	boolean	true	Enable/disable rate limiting
	fail_open	boolean	true	Allow requests through if rate limiter errors
	instance_count	:auto | integer	:auto	Number of rate limiter instances
	routing_strategy	:hash | :random	:hash	Instance routing strategy
	global_limits	[map()]	[]	Limits applied to all requests
	api_limits	[map()]	[]	Limits applied to specific service/request_type pairs

Limit schema
	Key	Type	Description
	key	:user_id | :device_id | :ip_address | atom()	Request field to key on
	max_requests	pos_integer	Maximum requests within the window
	window_ms	pos_integer	Window size in milliseconds
	service	String.t() | atom()	(api_limits only) Service name
	request_type	String.t()	(api_limits only) Request type

Runtime API
alias PhoenixGenApi.RateLimiter

# Check a request
RateLimiter.check_rate_limit(request)

# Check a specific limit directly
RateLimiter.check_rate_limit("user_123", :global, :user_id)
RateLimiter.check_rate_limit("user_123", {"svc", "api"}, :user_id)

# Dynamic configuration
RateLimiter.add_global_limit(%{key: :ip, max_requests: 5000, window_ms: 60_000})
RateLimiter.remove_global_limit(:ip)
RateLimiter.reset_rate_limit("user_123", :global, :user_id)
RateLimiter.get_rate_limit_status("user_123", :global, :user_id)
RateLimiter.update_config(%{enabled: true, global_limits: [...], api_limits: [...]})

Worker Pool
config :phoenix_gen_api, :worker_pool,
  async_pool_size: 1000,
  stream_pool_size: 500,
  max_queue_size: 10_000,
  circuit_breaker_threshold: 10,
  circuit_breaker_cooldown: 60_000
	Option	Type	Default	Description
	async_pool_size	integer	1000	Number of workers in the async pool
	stream_pool_size	integer	500	Number of workers in the stream pool
	max_queue_size	integer	10_000	Maximum queued tasks per pool
	circuit_breaker_threshold	integer	10	Pool-level consecutive failures before circuit opens
	circuit_breaker_cooldown	integer	60_000	Cooldown in ms before circuit closes

Worker-level circuit breaker threshold defaults to 5.
Pool status
PhoenixGenApi.pool_status()
# Returns: %{idle_workers: 950, busy_workers: 50, queued_tasks: 0, circuit_open: false, ...}

Security
config :phoenix_gen_api,
  admin_actions: [:push_config, :update_rate_limit_config],
  push_token: "my-secret-token",
  mfa_allowlist: [
    MyApp.UserService,
    {MyApp.OrderService, :create_order}
  ]
	Option	Type	Default	Description
	admin_actions	[atom()]	[]	Allowed admin operations (fail-closed)
	push_token	String.t() | nil	nil	Token for authenticating push requests
	mfa_allowlist	[module() | tuple]	nil	Allowed {module, function} pairs

Admin actions
	Action	Description
	:push_config	Allow receiving config pushes from remote nodes
	:update_rate_limit_config	Allow runtime rate limit config changes
	:change_detail_error	Allow toggling detailed error messages

MFA allowlist
When configured, only listed {module, function} pairs can be registered as function configs. Module-level entries allow all functions in that module. The following modules are always blocked unless explicitly allowed: :os, :file, :code, :erlang, :net, :rpc, :global, :inet.
Payload size limit
config :phoenix_gen_api, :request, max_payload_bytes: 1_000_000
Default: 1MB. Checked before deserialization to prevent memory exhaustion.

Channel Integration
defmodule MyAppWeb.ApiChannel do
  use Phoenix.Channel
  use PhoenixGenApi, event: "api"
end
	Option	Default	Description
	:event	"phoenix_gen_api"	Channel event name for requests and pushes
	:override_user_id	true	Override user_id from socket.assigns.user_id

Injected handlers
use PhoenixGenApi automatically injects:
	handle_in(event, payload, socket) — decodes and executes requests
	handle_info({:push, result}, socket) — pushes sync results
	handle_info({:stream_response, result}, socket) — pushes stream chunks
	handle_info({:async_call, result}, socket) — pushes async results
	handle_info({:relay_message, result}, socket) — pushes relay messages


Function Versioning
Multiple versions of the same API can coexist:
# Register v1
ConfigDb.add(%FunConfig{request_type: "get_user", version: "1.0.0", ...})

# Register v2
ConfigDb.add(%FunConfig{request_type: "get_user", version: "2.0.0", ...})
Clients request a specific version via the version field. If no version is sent, the config with nil version is used.
The value "0.0.0" is reserved as a sentinel and cannot be explicitly registered.
Version management
alias PhoenixGenApi.ConfigDb

ConfigDb.get("user_service", "get_user", "1.0.0")     # Specific version
ConfigDb.get_latest("user_service", "get_user")        # Highest enabled version
ConfigDb.disable("user_service", "get_user", "1.0.0")  # Soft-delete
ConfigDb.enable("user_service", "get_user", "1.0.0")   # Re-enable
ConfigDb.delete("user_service", "get_user", "1.0.0")   # Permanent delete
ConfigDb.get_all_functions()                            # List all

ConfigDb Runtime API
alias PhoenixGenApi.ConfigDb

# Add/update
ConfigDb.add(%FunConfig{...})
ConfigDb.batch_add([%FunConfig{...}, %FunConfig{...}])
ConfigDb.update(%FunConfig{...})

# Lookup
ConfigDb.get("user_service", "get_user", "1.0.0")
ConfigDb.get_fast("user_service", "get_user")
ConfigDb.get_latest("user_service", "get_user")

# Version management
ConfigDb.disable("user_service", "get_user", "1.0.0")
ConfigDb.enable("user_service", "get_user", "1.0.0")
ConfigDb.delete("user_service", "get_user", "1.0.0")

# Listing
ConfigDb.get_all_functions()
ConfigDb.get_functions_from_services(["user_service"])
ConfigDb.get_all_services()
ConfigDb.count()

# Cache management
ConfigDb.clear()

# IEx helper
PhoenixGenApi.cache_status()

What's Next
	FunConfig Reference — Field-by-field reference for the central configuration struct.
	Step-by-Step Guide — Code examples for each configuration option.
	Architecture — How configuration flows through the system.
	Rate Limiter — Feature overview in the README.



  

    Diagnostics & Runtime Monitoring Guide

PhoenixGenApi provides a comprehensive diagnostics module (PhoenixGenApi.Diagnostics) for monitoring, debugging, and tracing the system at runtime. This guide covers all available tools.
Table of Contents
	Quick Start
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	Debug Reports
	Call Flow Inspection
	Cluster View
	Request Inspection
	Listing All Call Flows
	Tracing
	Failed Config Tracking
	IEx Helpers
	Integration Patterns


Failed Config Tracking
PhoenixGenApi automatically tracks FunConfig entries that fail validation during
pull or push. Entries are stored in an ETS table (:phoenix_gen_api_config_failed)
with a 24-hour TTL and include the config, failure reason, source, and originating node.
How It Works
When a FunConfig fails validation at any of these points, it is recorded:
	Pull path: ConfigDb.add/1, ConfigDb.batch_add/1, ConfigPuller.process_fun_list/4
	Push path: ConfigReceiver.prepare_fun_configs/1

Each failure records:
	Field	Description
	:id	Unique monotonically increasing integer
	:service	Service name
	:request_type`	Request type
	:version`	Version string (or nil)
	:source`	:pull or :push
	:node`	Originating node (or nil)
	:reason`	List of error strings
	:config`	The original config as a map
	:inserted_at_ms`	Timestamp when recorded
	:expires_at_ms`	Timestamp when entry expires (24h)

Querying Failed Entries
# List all failed entries (newest first, limit 100)
PhoenixGenApi.ConfigFailed.list()

# Filter by source
PhoenixGenApi.ConfigFailed.list(source: :pull)
PhoenixGenApi.ConfigFailed.list(source: :push)

# Filter by service
PhoenixGenApi.ConfigFailed.list(service: "my_service")

# Limit results
PhoenixGenApi.ConfigFailed.list(limit: 10)

# Oldest first
PhoenixGenApi.ConfigFailed.list(order: :oldest_first)

# Count non-expired entries
PhoenixGenApi.ConfigFailed.count()

# Summary with counts by source and service
PhoenixGenApi.ConfigFailed.summary()
Cleanup
Entries auto-expire after 24 hours. Call cleanup/0 to purge expired entries:
# Remove expired entries (returns count removed)
PhoenixGenApi.ConfigFailed.cleanup()

# Clear all entries regardless of expiry
PhoenixGenApi.ConfigFailed.clear()
IEx Print Helpers
# Print formatted table of failed entries
PhoenixGenApi.failed_configs_print()

# Print summary
PhoenixGenApi.failed_configs_summary()

# Clean up expired entries
PhoenixGenApi.cleanup_failed_configs()

# Clear all entries
PhoenixGenApi.clear_failed_configs()
Example Output
=== Failed FunConfig Entries ===
Showing: 3 entries (limit: 100)

ID      Service              Request Type           Version    Source   Reason
------------------------------------------------------------------------------------------
42      user_service         get_user               1.0.0      pull     request_type must be a non-empty string
41      order_service        create_order           nil        push     MFA not allowed: {BadMod, :bad_fn, []}; service must not be nil
40      payment_service      process                2.0.0      pull     nodes must be a valid list, MFA tuple, or :local

IEx Helpers
Convenience functions are available on the main PhoenixGenApi module:
# Check overall system health
PhoenixGenApi.Diagnostics.health_check()

# Get detailed statistics
PhoenixGenApi.Diagnostics.statistics()

# See how a request flows through the system
PhoenixGenApi.Diagnostics.call_flow("user_service", "get_user")

# View cluster topology
PhoenixGenApi.Diagnostics.cluster_view()

Health Checks
health_check/1 returns a structured report with the overall system status and detailed checks for the VM, Erlang distribution, and all PhoenixGenApi processes.
PhoenixGenApi.Diagnostics.health_check()
#=>
# %{
#   status: :ok,
#   node: :gateway@host,
#   checked_at_ms: 1718000000000,
#   checks: %{
#     vm: %{
#       status: :ok,
#       process_count: 1523,
#       process_limit: 262144,
#       memory: %{total: 45_000_000, processes: 30_000_000, ...},
#       schedulers: 8,
#       schedulers_online: 8,
#       uptime: {120, 500_000}
#     },
#     node: %{
#       status: :ok,
#       node: :gateway@host,
#       alive?: true,
#       connected_nodes: [:"service@host"]
#     },
#     phoenix_gen_api: %{
#       status: :ok,
#       mode: :gateway,
#       checks: %{
#         config_db: %{status: :ok, pid: #PID<0.300.0>, ...},
#         config_puller: %{status: :ok, pid: #PID<0.301.0>, ...},
#         rate_limiter_instances: %{status: :ok, instance_count: 8},
#         ...
#       }
#     }
#   }
# }
Options
	Option	Type	Description
	:max_memory_bytes	pos_integer	If total memory exceeds this, the VM check is marked :degraded

Status Values
	Status	Meaning
	:ok	All checks passed
	:degraded	One or more checks are warning (e.g., high memory, unreachable node)
	:error	One or more critical processes are down


Statistics
statistics/1 returns detailed VM and PhoenixGenApi runtime counters.
stats = PhoenixGenApi.Diagnostics.statistics()

# VM statistics
stats.vm.memory          # %{total: ..., processes: ..., system: ...}
stats.vm.process_count   # 1523
stats.vm.reductions      # {total_reductions, since_last_call}
stats.vm.runtime         # {total_run_time, time_since_last_call}
stats.vm.scheduler_wall_time  # [{scheduler_id, active, total}]

# PhoenixGenApi statistics
stats.phoenix_gen_api.config_db.count        # 42
stats.phoenix_gen_api.config_db.services     # ["user_service", "order_service"]
stats.phoenix_gen_api.rate_limiter.data.instances  # [...]
stats.phoenix_gen_api.worker_pool.async_pool.data  # %{idle_workers: 950, ...}
stats.phoenix_gen_api.relay.data.group_count       # 5
stats.phoenix_gen_api.telemetry_events             # 31

Debug Reports
debug_report/1 returns a snapshot of the top processes by memory usage, ETS table info, and trace status.
report = PhoenixGenApi.Diagnostics.debug_report(process_limit: 10)

# Top 10 processes by memory
report.processes
# [%{pid: ..., registered_name: :async_pool, memory: 1_000_000, ...}, ...]

# ETS table info
report.ets_tables
# %{
#   "PhoenixGenApi.ConfigDb" => %{exists: true, size: 42, memory: 1234, ...},
#   ":rate_limiter_global" => %{exists: true, size: 1000, ...},
#   ...
# }

# Trace status
report.trace.trace_control_word
Options
	Option	Type	Default	Description
	:process_limit	pos_integer	20	Max processes to include
	:include_current_stacktrace	boolean	false	Include stacktraces


Call Flow Inspection
call_flow/3 traces how a request flows from the gateway to its target nodes. This is the primary debugging tool for understanding request routing.
flow = PhoenixGenApi.Diagnostics.call_flow("user_service", "get_user")

# Basic info
flow.config           # %FunConfig{} or nil
flow.local?           # true | false
flow.nodes            # [:"service@host", :"service2@host"]
flow.reachable_nodes  # [:"service@host"]
flow.unreachable_nodes # [:"service2@host"]
flow.response_type    # :sync | :async | :stream | :none
flow.choose_node_mode # :random | :hash | :round_robin | :sticky
flow.timeout          # 5000
flow.mfa              # {MyApp.Api, :get_user, []}

# Rate limit scopes
flow.rate_limit.global  # [%{scope: :global, key: :user_id, max_requests: 2000, ...}]
flow.rate_limit.api     # [%{scope: :api, key: :user_id, max_requests: 10, ...}]

# Permission strategy
flow.permission.strategy    # :none | :authenticated | :arg_based | :role_based | :custom_mfa
flow.permission.description # "Requires authenticated user_id"

# Hooks
flow.hooks.before_execute.configured  # true | false
flow.hooks.before_execute.mfa         # {MyApp.Hooks, :before_get_user}
flow.hooks.after_execute.configured   # true | false

# Retry
flow.retry.configured  # true | false
flow.retry.mode        # :same_node | :all_nodes
flow.retry.attempts    # 3

# Execution steps (ordered)
flow.steps
# [
#   %{phase: :channel, desc: "WebSocket handle_in receives payload on channel"},
#   %{phase: :decode, desc: "Payload decoded into %Request{} via Nestru"},
#   %{phase: :config_lookup, desc: "ConfigDb.get(...) — direct ETS read"},
#   %{phase: :hooks_before, desc: "before_execute hooks (none configured)"},
#   %{phase: :permission, desc: "Permission.check_permission!/2"},
#   %{phase: :rate_limit, desc: "RateLimiter.check_rate_limit/1 — sliding window check"},
#   %{phase: :argument_validation, desc: "ArgumentHandler.convert_args!/2"},
#   %{phase: :node_selection, desc: "NodeSelector picks :random from [service@host]"},
#   %{phase: :execution, desc: "RPC to target node(s) — 1/1 reachable"},
#   %{phase: :hooks_after, desc: "after_execute hooks (none configured)"},
#   %{phase: :response, desc: "Sync result pushed back to client via WebSocket"}
# ]
Call Flow Diagram
Client Request (WebSocket)
    │
    ▼
┌─────────────────────────────────────────────────────────┐
│ 1. Channel handle_in                                    │
│    Decode payload → %Request{}                          │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 2. ConfigDb.get(service, type, version)                 │
│    Direct ETS lookup (no GenServer call)                │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 3. before_execute hooks                                 │
│    Can modify request or abort                          │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 4. Permission.check_permission!(request, fun_config)    │
│    :none | :authenticated | :arg_based | :role_based    │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 5. RateLimiter.check_rate_limit(request)                │
│    Sliding window, multi-instance, fail-open            │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 6. ArgumentHandler.convert_args!(fun_config, request)   │
│    Type checking & conversion                           │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 7. Node Selection (remote only)                         │
│    :random | :hash | :round_robin | {:sticky, key}      │
└─────────────────────┬───────────────────────────────────┘
                      │
              ┌───────┴───────┐
              │               │
              ▼               ▼
     ┌────────────┐   ┌────────────┐
     │ Local Exec │   │ Remote RPC │
     │ Task.async │   │ :rpc.call  │
     └──────┬─────┘   └──────┬─────┘
            │                │
            └───────┬────────┘
                    │
                    ▼
┌─────────────────────────────────────────────────────────┐
│ 8. Retry (if configured and error)                      │
│    {:same_node, n} | {:all_nodes, n}                     │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 9. after_execute hooks                                  │
│    Can modify response or log                           │
└─────────────────────┬───────────────────────────────────┘
                      │
                      ▼
┌─────────────────────────────────────────────────────────┐
│ 10. Response                                            │
│     :sync → push to client                              │
│     :async → push when ready                            │
│     :stream → push chunks                               │
│     :none → no response                                 │
└─────────────────────────────────────────────────────────┘

Cluster View
cluster_view/0 returns the cluster topology from the perspective of the current node.
view = PhoenixGenApi.Diagnostics.cluster_view()

view.self                # :gateway@host
view.connected           # [:"service@host", :"service2@host"]
view.connected_count     # 2

# Registered processes on each node
view.registered_processes
# %{
#   :gateway@host => [PhoenixGenApi.Supervisor, PhoenixGenApi.ConfigDb, ...],
#   :"service@host" => [PhoenixGenApi.ConfigDb, ...]
# }

# PhoenixGenApi services on each connected node
view.phoenix_gen_api_services
# %{
#   :"service@host" => ["user_service", "order_service"],
#   :"service2@host" => ["inventory_service"]
# }

Request Inspection
inspect_request/1 takes a %Request{} struct (or map) and returns the full execution plan.
request = %PhoenixGenApi.Structs.Request{
  request_id: "req_123",
  service: "user_service",
  request_type: "get_user",
  user_id: "user_456",
  args: %{"user_id" => "user_789"}
}

plan = PhoenixGenApi.Diagnostics.inspect_request(request)

plan.request       # Normalized request fields
plan.config        # Resolved FunConfig
plan.nodes         # Target nodes
plan.steps         # Execution steps
plan.local?        # true | false
This is useful for debugging why a request routes to a particular node or fails at a specific phase.

Listing All Call Flows
list_call_flows/1 returns a summary of all registered call flows across all services.
flows = PhoenixGenApi.Diagnostics.list_call_flows()

# Each entry:
# %{
#   service: "user_service",
#   request_type: "get_user",
#   version: "1.0.0",
#   local?: false,
#   nodes: [:"service@host"],
#   response_type: :sync,
#   disabled: false,
#   steps: [...]
# }

# Include disabled configs
flows = PhoenixGenApi.Diagnostics.list_call_flows(include_disabled: true)

Tracing
Tracing is gated behind admin actions to prevent accidental overhead. Configure before use:
config :phoenix_gen_api, :admin_actions, [
  :enable_tracing,
  :disable_tracing
]
Trace Processes
# Trace all processes for calls, returns, and process events
{:ok, result} = PhoenixGenApi.Diagnostics.trace_processes(:all,
  flags: [:call, :return_to, :procs],
  tracer: self()
)

# Trace specific PID
{:ok, result} = PhoenixGenApi.Diagnostics.trace_processes(some_pid)

# Stop tracing
{:ok, result} = PhoenixGenApi.Diagnostics.stop_trace(:all)
Trace Functions (MFA)
# Trace all arities of a function
{:ok, result} = PhoenixGenApi.Diagnostics.trace_functions({MyApp.Api, :get_user, :_},
  tracer: self()
)

# Trace specific arity
{:ok, result} = PhoenixGenApi.Diagnostics.trace_functions({MyApp.Api, :get_user, 1})

# Trace all functions (use with caution!)
{:ok, result} = PhoenixGenApi.Diagnostics.trace_functions(:all)

# Stop tracing
{:ok, result} = PhoenixGenApi.Diagnostics.stop_trace_functions({MyApp.Api, :get_user, :_})
Trace Flags
	Flag	Description
	:call	Trace function calls
	:return_to	Trace return_to events
	:return_trace	Trace return values
	:procs	Trace process events (spawn, exit, etc.)
	:ports	Trace port events
	:timestamp	Add timestamps
	:cpu_timestamp	Add CPU timestamps
	:arity	Include arity in call traces
	:silent	Suppress trace messages

Trace Status
PhoenixGenApi.Diagnostics.trace_status()
# %{node: :gateway@host, trace_control_word: 0}

IEx Helpers
Convenience functions are available on the main PhoenixGenApi module:
# Health & Statistics
PhoenixGenApi.health_check()
PhoenixGenApi.health_check(max_memory_bytes: 100_000_000)
PhoenixGenApi.statistics()
PhoenixGenApi.debug_report(process_limit: 10)

# Call Flow
PhoenixGenApi.call_flow("user_service", "get_user")
PhoenixGenApi.cluster_view()
PhoenixGenApi.list_call_flows()

# Tracing (requires admin action)
PhoenixGenApi.trace_processes(:all, flags: [:call, :procs])
PhoenixGenApi.trace_functions({MyApp.Api, :get_user, 1})
PhoenixGenApi.stop_trace(:all)
PhoenixGenApi.stop_trace_functions(:all)
PhoenixGenApi.trace_status()

Integration Patterns
Periodic Health Monitoring
# In a GenServer or Task
def handle_info(:check_health, state) do
  case PhoenixGenApi.Diagnostics.health_check() do
    %{status: :ok} ->
      :ok

    %{status: :degraded, checks: checks} ->
      Logger.warning("[Monitor] System degraded: #{inspect(checks)}")

    %{status: :error, checks: checks} ->
      Logger.error("[Monitor] System error: #{inspect(checks)}")
      # Alert on-call, page, etc.
  end

  Process.send_after(self(), :check_health, 30_000)
  {:noreply, state}
end
Dashboard Integration
# In a LiveView or controller
def handle_event("refresh_stats", _, socket) do
  stats = PhoenixGenApi.Diagnostics.statistics()
  {:noreply, assign(socket, :stats, stats)}
end
Debugging a Failing Request
# 1. Check the call flow
flow = PhoenixGenApi.Diagnostics.call_flow("my_service", "my_action")
IO.inspect(flow.reachable_nodes, label: "Reachable nodes")
IO.inspect(flow.steps, label: "Execution steps")

# 2. Check if the target node is connected
view = PhoenixGenApi.Diagnostics.cluster_view()
IO.inspect(view.connected, label: "Connected nodes")

# 3. Inspect a specific request
plan = PhoenixGenApi.Diagnostics.inspect_request(%{
  service: "my_service",
  request_type: "my_action",
  user_id: "user_123"
})

# 4. Enable tracing to see the actual calls
PhoenixGenApi.Diagnostics.trace_functions({MyApp.Api, :my_action, :_}, tracer: self())

# ... make the request ...

# 5. Disable tracing
PhoenixGenApi.Diagnostics.stop_trace_functions({MyApp.Api, :my_action, :_})
Production Debugging Workflow
# Step 1: Check overall health
PhoenixGenApi.Diagnostics.health_check()

# Step 2: If degraded, check which component
# Step 3: Look at the specific call flow
PhoenixGenApi.Diagnostics.call_flow("problem_service", "problem_action")

# Step 4: Check cluster connectivity
PhoenixGenApi.Diagnostics.cluster_view()

# Step 5: If needed, enable targeted tracing
PhoenixGenApi.Diagnostics.trace_processes(:existing, flags: [:call, :return_to])

# Step 6: Analyze trace messages, then disable
PhoenixGenApi.Diagnostics.stop_trace(:all)

What's Next
	Execute Flow — Line-by-line walkthrough of the complete request execution path.
	Architecture — Deep dive into the supervision tree, request lifecycle, and all subsystems.
	Telemetry — Full event reference and integration patterns for observability.



  

    PhoenixGenApi — Complete Execute Flow (Line-by-Line)

Entry Point: Channel handle_in/3
File: lib/phoenix_gen_api.ex lines 734–790
handle_in("phoenix_gen_api", payload, socket)
  │
  ├─ 1. Override user_id from socket.assigns (if configured)
  │     └─ Only if socket.assigns.user_id is a non-empty binary
  │
  ├─ 2. Decode payload → Request struct
  │     └─ Request.decode!(params) via Nestru
  │     └─ Validates payload size (default 1MB limit)
  │     └─ Validates required fields (request_type, request_id, service)
  │     └─ Validates user_roles (filters non-binary, empty strings)
  │     └─ On failure: raises DecodeError with structured code
  │        (:invalid_payload or :missing_field)
  │
  ├─ 3. Execute (wrapped in try/rescue)
  │     │
  │     ├─ DecodeError → warning log, "Invalid request: ..." response
  │     ├─ Other exceptions → error log, "Request processing failed" response
  │     │
  │     ├─ Executor.execute!(request)
  │     │
  │     └─ On success: push(socket, event, response)
  │
  └─ 4. {:reply, reply_result, socket}

Phase 1: Executor.execute!(request)
File: lib/phoenix_gen_api/executor/executor.ex lines 168–253
execute!(request)
  │
  ├─ 1. Record start_time (monotonic microsecond)
  │
  ├─ 2. Emit telemetry [:executor, :request, :start]
  │
  ├─ 3. try do
  │     │
  │     ├─ 4. Resolve version: request.version || "0.0.0"
  │     │
  │     ├─ 5. ConfigDb.get(service, request_type, version)
  │     │     │
  │     │     ├─ {:ok, fun_config}
  │     │     │     └─ execute_with_config!(request, fun_config)  ──→ Phase 2
  │     │     │
  │     │     ├─ {:error, :not_found}
  │     │     │     └─ Log warning
  │     │     │     └─ Return error_response("unsupported function: ... version ...")
  │     │     │
  │     │     └─ {:error, :disabled}
  │     │           └─ Log warning
  │     │           └─ Return error_response("disabled function: ... version ...")
  │     │
  │     ├─ 6. Calculate duration
  │     │
  │     ├─ 7. Extract {success, async} from result
  │     │     └─ %Response{success: s, async: a} → {s, a}
  │     │     └─ _ → {true, false}  (fallback for non-Response tuples)
  │     │
  │     ├─ 8. Emit telemetry [:executor, :request, :stop]
  │     │
  │     └─ 9. Return result
  │
  └─ rescue e
        ├─ Emit telemetry [:executor, :request, :exception]
        └─ reraise e
ConfigDb.get/3 — Direct ETS read (no GenServer call)
File: lib/phoenix_gen_api/config_cache/config_cache.ex lines 267–285
get(service, request_type, version)
  │
  ├─ :ets.lookup_element(__MODULE__, {service, request_type, version}, 2)
  │     │
  │     ├─ config when is_map(config)
  │     │     ├─ config.disabled == true  → {:error, :disabled}
  │     │     └─ otherwise                → {:ok, config}
  │     │
  │     └─ _  → {:error, :not_found}
  │
  └─ rescue ArgumentError  → {:error, :not_found}

Phase 2: Executor.execute_with_config!(request, fun_config)
File: lib/phoenix_gen_api/executor/executor.ex lines 255–275
execute_with_config!(request, fun_config)
  │
  ├─ 1. Log debug: request_id, response_type
  │
  └─ 2. Hooks.run_before(before_execute, request, fun_config)
        │
        ├─ {:ok, new_request, new_fun_config}
        │     └─ do_execute_with_config!(new_request, new_fun_config)  ──→ Phase 3
        │
        └─ {:error, reason}
              ├─ Log warning: request_id, reason
              ├─ Build error_response("hook rejected: ...")
              ├─ Hooks.run_after(after_execute, request, fun_config, response)
              └─ Return response   ←── (Fix #8: was previously discarded)
Hooks.run_before/3
File: lib/phoenix_gen_api/hooks/hook.ex
run_before(nil, request, fun_config)
  └─ {:ok, request, fun_config}   (no-op)

run_before({mod, fun}, request, fun_config)
  └─ execute_hook(:before, mod, fun, [request, fun_config])
       │
       ├─ Telemetry :start
       ├─ Task.async + Task.yield(hook_timeout) with try/rescue inside task
       ├─ Timeout: Task.shutdown(:brutal_kill) → {:error, reason}
       ├─ Telemetry :stop or :exception (kind: :error or :timeout)
       │
       ├─ Returns {:ok, {:ok, new_request, new_fun_config}} → proceed
       ├─ Returns {:ok, {:error, reason}} → abort
       ├─ Returns {:ok, _} → proceed with original request/fun_config
       └─ Returns {:error, reason} → abort

run_before({mod, fun, extra_args}, request, fun_config)
  └─ Same but args = [request, fun_config | extra_args]

Phase 3: Executor.do_execute_with_config!(request, fun_config)
File: lib/phoenix_gen_api/executor/executor.ex lines 277–327
do_execute_with_config!(request, fun_config)
  │
  └─ RateLimiter.check_rate_limit(request)  ──→ Phase 3a
        │
        ├─ :ok
        │     └─ try do
        │           │
        │           ├─ Permission.check_permission!(request, fun_config)  ──→ Phase 3b
        │           │     │
        │           │     ├─ true (permission granted) → continues below
        │           │     │
        │           │     └─ raises PermissionDenied
        │           │           ├─ Build error_response("Permission denied")
        │           │           ├─ Hooks.run_after(after_execute, ...)
        │           │           └─ Return error_response   ←── (Fix #7: no longer reraises)
        │           │
        │           ├─ Dispatch by response_type:
        │           │     │
        │           │     ├─ :sync   → do_call(request, fun_config)         ──→ Phase 4
        │           │     ├─ :async  → async_call(request, fun_config)      ──→ Phase 5
        │           │     ├─ :none   → async_call(request, fun_config)      ──→ Phase 5
        │           │     ├─ :stream → stream_call(request, fun_config)     ──→ Phase 6
        │           │     │
        │           │     └─ other
        │           │           └─ Log error
        │           │           └─ error_response("unsupported response type: ...")
        │           │
        │           ├─ Hooks.run_after(after_execute, request, fun_config, result)
        │           └─ Return result
        │
        └─ error (rate limiter returned error)
              ├─ handle_rate_limit_error(error, request, fun_config)  ──→ Phase 3c
              ├─ Hooks.run_after(after_execute, request, fun_config, result)
              └─ Return result
Phase 3a: RateLimiter.check_rate_limit(request)
File: lib/phoenix_gen_api/rate_limiter/rate_limiter.ex lines 357–409
check_rate_limit(request)
  │
  ├─ enabled?() == false → :ok (rate limiting disabled)
  │
  ├─ Select instance (consistent hashing by request_id)
  │
  ├─ GenServer.call(instance, {:check_rate_limit, request})
  │     │
  │     └─ check_request_limits(request, state)
  │           │
  │           ├─ check_global_limits(request, global_limits)
  │           │     └─ For each global limit:
  │           │           ├─ Extract key_value from request (user_id, device_id, etc.)
  │           │           ├─ check_and_record(:rate_limiter_global, key, limit)
  │           │           │     ├─ Within limit → :ok
  │           │           │     └─ Exceeded → {:error, :rate_limited, details}
  │           │           └─ Emit exceeded telemetry
  │           │
  │           └─ check_api_limits(request, api_limits)
  │                 └─ For each matching API limit:
  │                       ├─ build_api_key(key_value, {service, request_type})
  │                       ├─ check_and_record(:rate_limiter_api, key, limit)
  │                       └─ Same :ok / {:error, :rate_limited, details}
  │
  ├─ Emit check telemetry
  │
  └─ rescue e (rate limiter itself crashed)
        ├─ fail_open?() → Log error, return :ok (allow request)
        └─ otherwise    → {:error, :rate_limiter_error, %{message: ...}}
Phase 3b: Permission.check_permission!(request, fun_config)
File: lib/phoenix_gen_api/permission.ex lines 425–441
check_permission!(request, fun_config)
  │
  └─ if not check_permission(request, fun_config) do
        ├─ Log warning: user_id, request_id, request_type, mode
        └─ raise PermissionDenied
     end
     └─ nil (permission granted, returns nil implicitly)
check_permission/2 dispatch order (most specific first):
1. permission_callback: {mod, fun, args}  → execute_permission_callback(mod, fun, [request | args])
2. check_permission: false                → true (public endpoint)
3. check_permission: :any_authenticated   → true if user_id is non-empty binary
4. check_permission: {:arg, arg_name}     → compare request.args[arg_name] with user_id
5. check_permission: {:role, roles}       → check user_roles ∩ allowed_roles ≠ ∅
6. Invalid check_permission mode          → log error, false
7. Invalid permission_callback format     → log error, fallback to check_permission mode
Phase 3c: handle_rate_limit_error/3
handle_rate_limit_error({:error, :rate_limited, details}, request, _)
  └─ error_response("Rate limit exceeded. Retry after N seconds.") + can_retry: true

handle_rate_limit_error({:error, :rate_limiter_error, details}, request, _)
  └─ Log error (fail-closed)
  └─ error_response("Rate limit service unavailable", can_retry: true)

handle_rate_limit_error({:error, :permission_denied}, request, _)
  └─ Log warning
  └─ error_response("Permission denied")

handle_rate_limit_error(error, request, _)  (catch-all)
  └─ Log error (fail-closed)
  └─ error_response("Rate limit service unavailable", can_retry: true)

Phase 4: do_call(request, fun_config) — Sync Execution
File: lib/phoenix_gen_api/executor/executor.ex lines 396–411
do_call(request, fun_config)
  │
  ├─ 1. ArgumentHandler.convert_args!(fun_config, request)
  │     │
  │     ├─ validate_args!(config, request)
  │     │     ├─ check_extra_args!(args, arg_types, ...)  → raises ArgumentError if extra
  │     │     └─ validate_all_args!(arg_types, args, ...)
  │     │           └─ For each arg: validate_arg!(name, type, params, value, allow_nil, request)
  │     │                 ├─ nil + not allow_nil → raises ArgumentError
  │     │                 └─ arg_validation!(type, value, name, request)
  │     │                       ├─ validate_simple_type!  (boolean, string, num, uuid, etc.)
  │     │                       └─ validate_complex_type! (string with max_bytes, list with max_items, etc.)
  │     │
  │     └─ Convert args to final format
  │           ├─ No arg_types → []
  │           ├─ arg_orders: :map → [converted_map]
  │           ├─ Single arg → Map.values(converted_args)
  │           └─ Multiple args → ordered list by arg_orders
  │
  ├─ 2. Build final_args = predefined_args ++ converted_args ++ info_args
  │     │
  │     └─ info_args(request, fun_config)
  │           ├─ request_info: false → []
  │           └─ request_info: true  → [%{request_id, user_id, device_id, stream_pid?}]
  │
  ├─ 3. Normalize retry config
  │     └─ FunConfig.normalize_retry(retry)
  │           ├─ nil → nil
  │           ├─ n (integer) → {:all_nodes, n}
  │           ├─ {:same_node, n} → {:same_node, n}
  │           └─ {:all_nodes, n} → {:all_nodes, n}
  │
  ├─ 4. Execute
  │     │
  │     ├─ local_service?(fun_config)  → execute_local_with_retry(mod, fun, args, timeout, retry)
  │     │     │
  │     │     ├─ execute_local(mod, fun, args, timeout)
  │     │     │     ├─ function_exported?(mod, fun, arity) check
  │     │     │     ├─ Task.async → apply(mod, fun, args)
  │     │     │     ├─ Task.yield(task, timeout) || Task.shutdown(task)
  │     │     │     │     ├─ {:ok, result} → result
  │     │     │     │     ├─ nil → {:error, "local execution timed out"}
  │     │     │     │     └─ {:exit, reason} → {:error, "local execution failed"}
  │     │     │     └─ not exported → {:error, :function_not_found}
  │     │     │
  │     │     └─ apply_local_retry(result, mod, fun, args, timeout, retry_config, request_id)
  │     │           ├─ retryable_error? && has_retry_remaining?
  │     │           │     ├─ Calculate backoff
  │     │           │     ├─ Process.sleep(backoff_ms)
  │     │           │     ├─ Emit retry telemetry
  │     │           │     └─ Recurse with {mode, n-1}
  │     │           ├─ retryable_error? && exhausted → emit :retry, :exhausted telemetry
  │     │           └─ otherwise → return result
  │     │
  │     └─ remote service  → execute_remote_with_retry(mod, fun, args, fun_config, request, retry)
  │           │
  │           ├─ NodeSelector.get_nodes(fun_config, request)
  │           │     └─ resolve_nodes(config) → select_node(nodes, mode, request)
  │           │           ├─ :random → Enum.random
  │           │           ├─ :hash → hash-based selection
  │           │           ├─ {:hash, key} → hash on specific arg
  │           │           ├─ :round_robin → atomic counter
  │           │           └─ {:sticky, key} → ETS sticky table lookup
  │           │
  │           ├─ execute_remote_with_fallback([node | rest], mod, fun, args, timeout, request_id, _)
  │           │     │
  │           │     ├─ :rpc.call(node, mod, fun, args, timeout)
  │           │     │     ├─ {:badrpc, :timeout} → log warning, try next node
  │           │     │     ├─ {:badrpc, {:EXIT, reason}} → log warning, try next node
  │           │     │     ├─ {:badrpc, reason} → log warning, try next node
  │           │     │     └─ result → return result (success, stops fallback)
  │           │     │
  │           │     └─ execute_remote_with_fallback([], ...) → return last_error || {:error, "no target nodes"}
  │           │
  │           └─ apply_remote_retry(state)
  │                 ├─ {:same_node, n} → retry on same nodes
  │                 ├─ {:all_nodes, n} → retry on ALL nodes (re-resolved)
  │                 └─ _ → return result (no retry or exhausted)
  │
  └─ 5. handle_call_result(result, request_id)
        │
        ├─ {:error, reason} → error_response(request_id, get_error_message(result))
        ├─ {:ok, result}   → sync_response(request_id, result)
        ├─ non-tuple result → sync_response(request_id, result) + warning log
        └─ other tuple      → error_response(request_id, "Unexpected execution result") + error log
sync_call/2 — Wrapper around do_call
sync_call(request, fun_config)
  │
  └─ try do
        do_call(request, fun_config)
      rescue e  → error_response(request_id, get_error_message(e))
      catch :exit, reason  → error_response(request_id, get_error_message(reason))
      catch :throw, reason → error_response(request_id, get_error_message(reason))
      catch kind, reason   → error_response(request_id, get_error_message(reason))
     end

Phase 5: async_call(request, fun_config)
File: lib/phoenix_gen_api/executor/executor.ex lines 714–751
async_call(request, fun_config)
  │
  ├─ 1. Capture receiver = self()
  │
  ├─ 2. Build task fn:
  │     │
  │     └─ try do
  │           result = sync_call(request, fun_config)   ──→ Phase 4 (sync_call)
  │           if response_type != :none:
  │             send(receiver, {:async_call, result})
  │         catch kind, reason:
  │           Log error
  │           if Process.alive?(receiver):   ←── (Fix #9: guard added)
  │             send(receiver, {:async_call, error_response})
  │        end
  │
  ├─ 3. WorkerPool.execute_async(:async_pool, task)
  │     │
  │     ├─ :ok
  │     │     ├─ response_type != :none → async_response(request_id)
  │     │     └─ response_type == :none → {:ok, :no_response}
  │     │
  │     └─ {:error, :queue_full}
  │           └─ error_response("Service temporarily unavailable", can_retry: true)
  │
  └─ 4. Caller receives {:async_call, result} via handle_info later

Phase 6: stream_call(request, fun_config)
File: lib/phoenix_gen_api/executor/executor.ex lines 753–829
stream_call(request, fun_config)
  │
  ├─ 1. Capture receiver = self(), request_id
  │
  ├─ 2. Build task fn:
  │     │
  │     └─ try do
  │           StreamCall.start_link(%{request, fun_config, receiver})
  │           │
  │           ├─ {:ok, pid}
  │           │     ├─ if Process.alive?(receiver):   ←── (Fix #9: guard added)
  │           │     │     send(receiver, {:stream_started, request_id, pid})
  │           │     ├─ Process.monitor(pid)
  │           │     └─ receive {:DOWN, ^ref, :process, ^pid, _} -> :ok
  │           │         after timeout → GenServer.stop(pid, :timeout)
  │           │
  │           └─ {:error, reason}
  │                 └─ if Process.alive?(receiver):   ←── (Fix #9: guard added)
  │                       send(receiver, {:stream_response, error_response(...)})
  │         catch kind, reason:
  │           Log error
  │           if Process.alive?(receiver):   ←── (Fix #9: guard added)
  │             send(receiver, {:stream_response, error_response(...)})
  │        end
  │
  ├─ 3. WorkerPool.execute_async(:async_pool, task)
  │     │
  │     ├─ :ok → stream_response(request_id, :init)   ←── (Fix #1: no blocking receive)
  │     │
  │     └─ {:error, :queue_full}
  │           └─ error_response("Service temporarily unavailable", can_retry: true)
  │
  └─ 4. Caller receives messages later via handle_info:
        ├─ {:stream_started, request_id, pid} → Process.put(stream_call_pid, pid)
        └─ {:stream_response, response} → push to client
StreamCall GenServer lifecycle:
StreamCall.start_link(args)
  │
  ├─ init → {:ok, args, {:continue, :start_stream}}
  │
  ├─ handle_continue(:start_stream, state)
  │     ├─ Executor.sync_call(request, fun_config)   ──→ Phase 4
  │     ├─ error? → send(receiver, {:stream_response, error}) → stop
  │     └─ success → send(receiver, {:stream_response, stream_response(result)}) → continue
  │
  ├─ handle_info({:result, data}, state)
  │     └─ send(receiver, {:stream_response, stream_response(result, true)})
  │
  ├─ handle_info({:last_result, data}, state)
  │     └─ send(receiver, {:stream_response, stream_response(result, false)}) → stop
  │
  ├─ handle_info({:error, error}, state)
  │     └─ send(receiver, {:stream_response, error_response(...)}) → stop
  │
  ├─ handle_info(:complete, state)
  │     └─ send(receiver, {:stream_response, stream_end_response(request_id)}) → stop
  │
  └─ handle_cast(:stop, state)  → send completion → stop

Return to Channel: handle_info clauses
File: lib/phoenix_gen_api.ex lines 794–831
handle_info({:push, result}, socket)
  └─ push(socket, event, result)

handle_info({:stream_started, request_id, pid}, socket)   ←── (Fix #1: new clause)
  └─ Process.put({:phoenix_gen_api, :stream_call_pid, request_id}, pid)

handle_info({:stream_response, result}, socket)
  └─ push(socket, event, result)

handle_info({:async_call, result}, socket)
  └─ push(socket, event, result)

handle_info({:relay_message, result}, socket)
  └─ push(socket, event, result)

Complete Flow Diagram
Client WebSocket
  │
  │  handle_in("phoenix_gen_api", payload, socket)
  ▼
┌─────────────────────────────────────────────────────────────────┐
│ 1. Decode payload → Request struct                             │
│ 2. Executor.execute!(request)                                  │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 3. ConfigDb.get(service, type, version) — direct ETS read      │
│    ├─ {:ok, fun_config} → continue                             │
│    ├─ {:error, :not_found} → error response                   │
│    └─ {:error, :disabled} → error response                    │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 4. Hooks.run_before(before_execute, request, fun_config)       │
│    ├─ {:ok, req, cfg} → continue                               │
│    └─ {:error, reason} → after_execute hook + error response  │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 5. RateLimiter.check_rate_limit(request)                       │
│    ├─ :ok → continue                                           │
│    ├─ {:error, :rate_limited, _} → error + can_retry          │
│    ├─ {:error, :rate_limiter_error, _} → error (fail-closed)  │
│    └─ catch-all → error (fail-closed)                          │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 6. Permission.check_permission!(request, fun_config)           │
│    ├─ true → continue                                          │
│    └─ false → after_execute hook + error response (no reraise) │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 7. Dispatch by response_type                                   │
│    ├─ :sync   → do_call → sync_call wrapper → handle_call_result│
│    │           ├─ Local: Task.async → apply(mod, fun, args)    │
│    │           └─ Remote: :rpc.call with node fallback + retry │
│    ├─ :async  → WorkerPool → send({:async_call, result})      │
│    ├─ :none   → WorkerPool → fire-and-forget                  │
│    ├─ :stream → WorkerPool → StreamCall GenServer             │
│    └─ other   → error response                                │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 8. Hooks.run_after(after_execute, request, fun_config, result) │
└──────────────────────────┬──────────────────────────────────────┘
                           │
                           ▼
┌─────────────────────────────────────────────────────────────────┐
│ 9. Telemetry :stop event                                       │
│ 10. Return Response struct to channel                          │
│ 11. Channel pushes Response to client via WebSocket            │
└─────────────────────────────────────────────────────────────────┘

Error Handling Summary
	Error Source	Handling	Response
	Config not found	execute! returns error	"unsupported function: X version Y"
	Config disabled	execute! returns error	"disabled function: X version Y"
	Before hook rejects	execute_with_config! returns error	"hook rejected: reason"
	Rate limit exceeded	handle_rate_limited	"Rate limit exceeded. Retry after Ns" + can_retry: true
	Rate limiter broken	handle_rate_limit_error (fail-closed)	"Rate limit service unavailable" + can_retry: true
	Permission denied	do_execute_with_config! returns error (no reraise)	"Permission denied"
	Arg validation fails	ArgumentHandler raises ArgumentError	Caught by sync_call rescue → "Internal Server Error"
	Local execution timeout	Task.yield returns nil	{:error, "local execution timed out"}
	Local MFA not found	function_exported? returns false	{:error, :function_not_found}
	Remote RPC fails	Fallback to next node	Last error or "no target nodes available"
	All retries exhausted	apply_*_retry returns last result + emits :retry, :exhausted telemetry	Error tuple propagated
	Hook timeout	Task.yield returns nil, task killed	{:error, "hook timed out after Nms"}
	Hook crash	Caught inside task, converted to error	{:error, reason}
	Worker pool full	execute_async returns {:error, :queue_full}	"Service temporarily unavailable" + can_retry: true
	Stream start fails	Task sends error to receiver	"Failed to start stream"
	Unexpected exception	execute! rescue → telemetry + reraise	Caught by channel's try/rescue → generic error


What's Next
	Architecture Guide — Deep dive into each subsystem referenced in this flow.
	Step-by-Step Guide — Code examples for each feature.
	README — Full configuration reference.



  

    FunConfig Reference

FunConfig is the central configuration struct. Each FunConfig maps one {service, request_type} pair to one function call.
Schema
	Field	Type	Default	Description
	request_type	String.t()	required	API endpoint name (e.g. "get_user")
	service	atom | String.t()	required	Service group name (e.g. "user_service")
	nodes	[atom] | {m,f,a} | :local	required	Target nodes or :local for same-node execution
	choose_node_mode	atom	:random	Node selection strategy (see below)
	timeout	integer | :infinity	required	Execution timeout in ms (100–300_000 or :infinity)
	mfa	{module, function, args}	required	The function to call
	arg_types	map() | nil	nil	Argument type declarations for validation
	arg_orders	[String.t()] | :map	[]	Argument ordering (or :map to pass a map)
	response_type	atom	:sync	:sync | :async | :stream | :none
	check_permission	atom | tuple	false	Permission mode (see below)
	permission_callback	{m,f,a} | nil	nil	Custom permission check MFA
	version	String.t() | nil	nil	API version. "0.0.0" is reserved as a sentinel
	disabled	boolean	false	Soft-delete flag
	retry	nil | number | tuple	nil	Retry configuration
	before_execute	tuple | nil	nil	Hook called before execution
	after_execute	tuple | nil	nil	Hook called after execution
	hook_timeout	pos_integer()	5_000	Per-hook timeout in ms
	request_info	boolean	false	Legacy field, currently unused in execution

Node Selection Strategies (choose_node_mode)
	Strategy	Value	Description
	Random	:random	Pick a random node
	Hash (request_id)	:hash	Hash the request_id to pick a node
	Hash (arg value)	{:hash, "user_id"}	Hash the value of the named arg
	Round-robin	:round_robin	Cycle through nodes in order
	Sticky	{:sticky, "user_id"}	Same key value always maps to the same node (persisted via ETS)

Permission Modes (check_permission)
	Mode	Value	Description
	Disabled	false	No permission check (default)
	Any authenticated	:any_authenticated	Requires user_id to be non-nil
	Arg-based	{:arg, "user_id"}	Compares user_id from socket to the named arg value
	Role-based	{:role, ["admin"]}	Checks if any user role is in the allowed list

When permission_callback is set to an MFA tuple, it overrides check_permission entirely.
Response Types (response_type)
	Type	Description
	:sync	Execute and return the result immediately
	:async	Acknowledge immediately, send result later via {:async_call, result}
	:stream	Start a StreamCall GenServer that sends chunks via {:stream_response, result}
	:none	Fire-and-forget; no response sent to the client

Retry Configuration (retry)
	Value	Description
	nil	No retry (default)
	3	Equivalent to {:all_nodes, 3}
	{:same_node, 2}	Retry on the originally selected node(s)
	{:all_nodes, 3}	Retry across all available nodes

For nodes: :local, both :same_node and :all_nodes retry locally.
Argument Types (arg_types)
Simple format
arg_types: %{
  "user_id" => :string,
  "age" => :num,
  "active" => :boolean
}
Extended format (with constraints)
arg_types: %{
  "title" => [type: :string, max_bytes: 200],
  "tags" => [type: :list_string, max_items: 10, max_item_bytes: 50],
  "published" => [type: :boolean, default_value: false],
  "metadata" => [type: :map, max_items: 50, required: ["author"], accept: ["author", "email"]]
}
Available types
	Type	Description
	:string	UTF-8 binary
	:num	Integer or float
	:boolean	true or false
	:uuid	UUID string
	:datetime	ISO 8601 datetime string
	:naive_datetime	ISO 8601 naive datetime string
	:list	List of any values
	:list_string	List of strings
	:list_num	List of numbers
	:list_uuid	List of UUIDs
	:list_map	List of maps
	:map	String-keyed map
	:any	Skip type checking

Extended format options
	Option	Applies to	Description
	max_bytes:	:string	Maximum byte length
	max_items:	All list/map types	Maximum number of items
	max_item_bytes:	:list_string	Max bytes per list item
	allow_nil?:	All types	Allow nil values (default: false)
	default_value:	All types	Default if arg is missing
	required:	:map only	List of required map keys
	accept:	:map only	List of allowed map keys (rejects unknown keys)

Version
The version field is a string (e.g., "1.0.0"). The value "0.0.0" is reserved as a sentinel and cannot be explicitly registered — it is used internally to mean "no version specified". If a config has no version set, it is stored with a nil version key in the cache.
Validation
Use FunConfig.valid?/1 for a quick boolean check or FunConfig.validate_with_details/1 for detailed error messages:
case FunConfig.validate_with_details(config) do
  {:ok, _} -> :valid
  {:error, errors} -> IO.inspect(errors)
end
Validation checks include: request_type is non-empty, service is not nil, nodes is valid, choose_node_mode is recognized, timeout is within bounds, mfa is a valid tuple, arg_types and arg_orders are consistent, response_type is valid, check_permission is valid, retry is valid, hooks are valid MFAs, hook_timeout is positive.
Example
alias PhoenixGenApi.Structs.FunConfig

%FunConfig{
  request_type: "get_user",
  service: "user_service",
  nodes: [:"node1@host", :"node2@host"],
  choose_node_mode: {:sticky, "user_id"},
  timeout: 5_000,
  mfa: {MyApp.Api, :get_user, []},
  arg_types: %{
    "user_id" => :string,
    "fields" => [type: :list_string, max_items: 10]
  },
  arg_orders: ["user_id", "fields"],
  response_type: :sync,
  version: "2.0.0",
  check_permission: {:arg, "user_id"},
  retry: {:all_nodes, 3},
  before_execute: {MyApp.Hooks, :validate_quota},
  after_execute: {MyApp.Hooks, :log_response}
}

What's Next
	Step-by-Step Guide — Code examples for using each FunConfig field.
	Configuration — Application-level configuration reference.
	Architecture — How FunConfig fits into the system architecture.



  

    Getting Started

Build a working API gateway in 10 minutes. This guide walks you through a minimal but complete setup with two nodes: a Phoenix gateway and a service node.
What You'll Build
┌────────────┐     WebSocket      ┌─────────────────┐     RPC      ┌──────────────┐
│  Browser   │ ◄──────────────► │  Gateway Node    │ ◄──────────► │ Service Node │
│  Client    │   Phoenix Ch.    │  (Phoenix app)   │   Erlang     │  (your app)  │
└────────────┘                   └─────────────────┘              └──────────────┘
                                 port 4000                        port 4001
The client calls "list_users" over a Phoenix Channel. The gateway forwards the request to the service node, which returns data — all without writing any HTTP endpoints.
Prerequisites
	Elixir ~> 1.18, OTP ~> 27
	Two connected Erlang nodes (we'll use libcluster)


Step 1 — Create the Service Node
Create a new Elixir project:
mix new my_service --sup
cd my_service

Add dependencies
# my_service/mix.exs
def deps do
  [
    {:phoenix_gen_api, "~> 2.16"},
    {:libcluster, "~> 3.3"}
  ]
end
mix deps.get

Write the API function
# my_service/lib/my_service/api.ex
defmodule MyService.Api do
  @users [
    %{id: "1", name: "Alice", email: "alice@example.com"},
    %{id: "2", name: "Bob", email: "bob@example.com"},
    %{id: "3", name: "Charlie", email: "charlie@example.com"}
  ]

  def list_users do
    {:ok, @users}
  end

  def get_user(user_id) do
    case Enum.find(@users, &(&1.id == user_id)) do
      nil -> {:error, :not_found}
      user -> {:ok, user}
    end
  end
end
Create the supporter module
This module tells the gateway which functions are available:
# my_service/lib/my_service/gen_api/supporter.ex
defmodule MyService.GenApi.Supporter do
  alias PhoenixGenApi.Structs.FunConfig

  def get_config(_arg) do
    {:ok, fun_configs()}
  end

  defp fun_configs do
    [
      %FunConfig{
        request_type: "list_users",
        service: "user_service",
        nodes: [Node.self()],
        choose_node_mode: :random,
        timeout: 5_000,
        mfa: {MyService.Api, :list_users, []},
        arg_types: nil,
        response_type: :sync,
        version: "1.0.0"
      },
      %FunConfig{
        request_type: "get_user",
        service: "user_service",
        nodes: [Node.self()],
        choose_node_mode: :random,
        timeout: 5_000,
        mfa: {MyService.Api, :get_user, []},
        arg_types: %{"user_id" => :string},
        response_type: :sync,
        version: "1.0.0"
      }
    ]
  end
end
Configure the service node
# my_service/config/config.exs
import Config

config :my_service, MyService.Repo, []

# Mark this node as a remote (client-mode) node
config :phoenix_gen_api, :client_mode, true

# Cluster config — connect to the gateway
config :libcluster,
  topologies: [
    example: [
      strategy: Cluster.Strategy.Epmd,
      config: [hosts: [:"gateway@127.0.0.1"]]
    ]
  ]
Add libcluster to the supervision tree
# my_service/lib/my_service/application.ex
defmodule MyService.Application do
  use Application

  @impl true
  def start(_type, _args) do
    children = [
      {Cluster.Supervisor, [Application.get_env(:libcluster, :topologies), [name: MyService.ClusterSupervisor]]}
    ]

    opts = [strategy: :one_for_one, name: MyService.Supervisor]
    Supervisor.start_link(children, opts)
  end
end

Step 2 — Create the Gateway Node
Create a Phoenix project:
mix phx.new my_gateway --no-ecto --no-mailer --no-gettext --no-html
cd my_gateway

Add dependencies
# my_gateway/mix.exs
def deps do
  [
    {:phoenix_gen_api, "~> 2.16"},
    {:libcluster, "~> 3.3"}
    # ... other Phoenix deps already present
  ]
end
mix deps.get

Create the API Channel
# my_gateway/lib/my_gateway_web/channels/api_channel.ex
defmodule MyGatewayWeb.ApiChannel do
  use Phoenix.Channel
  use PhoenixGenApi, event: "api"

  def join("api:lobby", _payload, socket) do
    {:ok, socket}
  end
end
That's it — use PhoenixGenApi injects all the handle_in and handle_info callbacks.
Register the channel in the socket
# my_gateway/lib/my_gateway_web/channels/user_socket.ex
defmodule MyGatewayWeb.UserSocket do
  use Phoenix.Socket

  channel "api:lobby", MyGatewayWeb.ApiChannel

  @impl true
  def connect(_params, socket, _connect_info) do
    {:ok, socket}
  end

  @impl true
  def id(_socket), do: nil
end
Configure the gateway
# my_gateway/config/config.exs
import Config

# ... existing Phoenix config ...

# PhoenixGenApi — pull config from the service node
config :phoenix_gen_api, :gen_api,
  pull_timeout: 5_000,
  pull_interval: 30_000,
  service_configs: [
    %{
      service: "user_service",
      nodes: [:"my_service@127.0.0.1"],
      module: MyService.GenApi.Supporter,
      function: :get_config,
      args: []
    }
  ]

# Rate limiter (optional)
config :phoenix_gen_api, :rate_limiter,
  enabled: true,
  global_limits: [
    %{key: :user_id, max_requests: 1000, window_ms: 60_000}
  ]

# Cluster config — connect to the service node
config :libcluster,
  topologies: [
    example: [
      strategy: Cluster.Strategy.Epmd,
      config: [hosts: [:"my_service@127.0.0.1"]]
    ]
  ]
Add libcluster to the supervision tree
# my_gateway/lib/my_gateway/application.ex
defmodule MyGateway.Application do
  use Application

  @impl true
  def start(_type, _args) do
    children = [
      # ... existing children ...
      {Cluster.Supervisor, [Application.get_env(:libcluster, :topologies), [name: MyGateway.ClusterSupervisor]]}
    ]

    opts = [strategy: :one_for_one, name: MyGateway.Supervisor]
    Supervisor.start_link(children, opts)
  end
end

Step 3 — Run It
Open two terminals.
Terminal 1 — Start the service node
cd my_service
iex --sname my_service@127.0.0.1 -S mix

Terminal 2 — Start the gateway
cd my_gateway
iex --sname gateway@127.0.0.1 -S mix phx.server

Wait a moment for the cluster to connect. The gateway will automatically pull the FunConfig from the service node.
Verify in the gateway's IEx:
iex(gateway@127.0.0.1)1> PhoenixGenApi.cache_status()
# You should see "user_service" registered

Step 4 — Test with a JavaScript Client
Add Phoenix's JS client to an HTML page:
<!DOCTYPE html>
<html>
<head>
  <title>PhoenixGenApi Demo</title>
</head>
<body>
  <h1>PhoenixGenApi Demo</h1>
  <button id="listBtn">List Users</button>
  <button id="getBtn">Get User 1</button>
  <pre id="output"></pre>

  <script src="https://cdn.jsdelivr.net/npm/phoenix@1.7/build/phoenix.min.js"></script>
  <script>
    const socket = new Phoenix.Socket("ws://localhost:4000/socket", {});
    socket.connect();

    const channel = socket.channel("api:lobby", {});
    const output = document.getElementById("output");

    channel.on("api", payload => {
      output.textContent = JSON.stringify(payload, null, 2);
    });

    channel.join()
      .receive("ok", () => console.log("Joined!"))
      .receive("error", reason => console.log("Failed:", reason));

    document.getElementById("listBtn").addEventListener("click", () => {
      channel.push("api", {
        service: "user_service",
        request_type: "list_users",
        request_id: "req_" + Date.now()
      });
    });

    document.getElementById("getBtn").addEventListener("click", () => {
      channel.push("api", {
        service: "user_service",
        request_type: "get_user",
        request_id: "req_" + Date.now(),
        args: { user_id: "1" }
      });
    });
  </script>
</body>
</html>
Open this file in a browser, click the buttons, and you'll see the responses.

Step 5 — Test in IEx
You can also test directly from the gateway's IEx:
alias PhoenixGenApi.Structs.Request

# List users
request = %Request{
  request_id: "test_1",
  service: "user_service",
  request_type: "list_users",
  args: %{}
}

PhoenixGenApi.Executor.execute!(request)
# => %Response{request_id: "test_1", success: true, result: [%{id: "1", name: "Alice", ...}, ...]}

# Get a single user
request = %Request{
  request_id: "test_2",
  service: "user_service",
  request_type: "get_user",
  args: %{"user_id" => "1"}
}

PhoenixGenApi.Executor.execute!(request)
# => %Response{request_id: "test_2", success: true, result: %{id: "1", name: "Alice", ...}}

What's Happening
	The service node defines MyService.GenApi.Supporter which returns a list of FunConfig structs.
	The gateway is configured to pull from that supporter on startup (and every 30 s after).
	When a client sends {service: "user_service", request_type: "list_users"}, the gateway:	Looks up the matching FunConfig
	Selects a node (:random in this case)
	Validates arguments (none for list_users, "user_id" for get_user)
	Calls the MFA remotely via RPC
	Returns the result to the client




What's Next
	Add permissions — set check_permission: :any_authenticated on your FunConfig and pass user_id from the socket
	Add rate limiting — configure api_limits for expensive endpoints
	Use async/stream — set response_type: :async or :stream for long-running operations
	Push instead of pull — use ConfigPusher.push_on_startup/3 for immediate registration
	Version your APIs — add multiple FunConfig entries with different version strings
	Monitor with telemetry — attach handlers to track request duration, errors, and rate limits
	Sticky node affinity — use {:sticky, "user_id"} in choose_node_mode to always route the same user to the same node
	Relay messages — see the Relay Messages Guide for group-based messaging
	Hooks — add before_execute / after_execute callbacks for cross-cutting concerns

📖 Continue learning:
	Step-by-Step Guide — every feature with code examples
	FunConfig Reference — field-by-field reference for the central config struct
	Configuration — full application config reference
	Architecture Guide — deep dive into all subsystems
	Execute Flow — line-by-line request execution walkthrough
	Relay Messages Guide — group-based messaging reference
	Telemetry Guide — complete event reference and integration patterns



  

    Relay Messages

Group-based message relaying for PhoenixGenApi. A user sends a message to a group, and all members (including the sender) receive it through their Phoenix Channel.
Overview
Client A                    Gateway (Phoenix Channel)           Client B
  │  WebSocket: relay_msg                                      │
  │  {group_id, message}                                       │
  │──────────────────────────►│                                 │
  │                            │  handle_in()                    │
  │                            │   └─ Executor.execute!(request) │
  │                            │      └─ Relay.handle_relay()    │
  │                            │         ├─ ETS: validate member │
  │                            │         ├─ Registry: dispatch    │
  │                            │         └─ send(pid, {:relay_message, response})
  │                            │                                 │
  │                            │  handle_info({:relay_message})  │
  │                            │   └─ push(socket, result)──────►│
  │◄───────────────────────────│                                 │
  │  {status: "relayed",       │                                 │
  │   recipients_count: 2}     │                                 │
Group Types
:public
	Anyone can join immediately as :active.
	All members can send and receive messages.
	No acceptance step.

:ok = PhoenixGenApi.Relay.create_group("public_room", :public, "admin", admin_pid)
{:ok, :active} = PhoenixGenApi.Relay.join_group("public_room", "any_user", user_pid)
:private
	New members join with :pending status.
	Any existing :active member can accept pending members.
	Only :active members can send and receive.

:ok = PhoenixGenApi.Relay.create_group("private_room", :private, "admin", admin_pid)
{:ok, :pending} = PhoenixGenApi.Relay.join_group("private_room", "new_user", user_pid)

# Any active member accepts
:ok = PhoenixGenApi.Relay.accept_member("private_room", "admin", "new_user")
:strict_private
	New members join with :pending status.
	Only :admin members can accept pending members.
	Admins can :mute and :unmute members.
	Muted members can receive but cannot send messages.

:ok = PhoenixGenApi.Relay.create_group("strict_room", :strict_private, "admin", admin_pid)
{:ok, :pending} = PhoenixGenApi.Relay.join_group("strict_room", "new_user", user_pid)

# Only admin can accept
:ok = PhoenixGenApi.Relay.accept_member("strict_room", "admin", "new_user")

# Admin mutes a member
:ok = PhoenixGenApi.Relay.mute_member("strict_room", "admin", "new_user")

# Muted member can't send but can receive
# Admin unmutes
:ok = PhoenixGenApi.Relay.unmute_member("strict_room", "admin", "new_user")
Permission Matrix
	Action	:public	:private	:strict_private
	Join	→ :active	→ :pending	→ :pending
	Accept	N/A	Any :active	Only :admin
	Send	Any :active	Any :active	:active (not muted)
	Receive	:active + :muted	:active + :muted	:active + :muted
	Mute	❌	❌	Only :admin
	Unmute	❌	❌	Only :admin

Data Stores
ETS Table (:phoenix_gen_api_relay_groups)
Stores group metadata:
{group_id, group_type, members_map}

# members_map:
%{
  "user_1" => %{
    roles: MapSet.new([:admin]),
    status: :active,
    joined_at: ~U[2025-01-15 10:00:00Z]
  },
  "user_2" => %{
    roles: MapSet.new([:member]),
    status: :pending,
    joined_at: ~U[2025-01-15 10:05:00Z]
  }
}
Registry (PhoenixGenApi.RelayRegistry)
With :duplicate keys, maps group members to their channel processes:
# key: group_id
# value: {user_id, channel_pid}

Registry.register(PhoenixGenApi.RelayRegistry, "room_1", {"user_1", channel_pid_1})
Registry.register(PhoenixGenApi.RelayRegistry, "room_1", {"user_2", channel_pid_2})
Configuration
FunConfig for relay_msg
alias PhoenixGenApi.Structs.FunConfig

config = %FunConfig{
  request_type: "relay_msg",
  service: "chat_service",
  nodes: :local,
  choose_node_mode: :random,
  timeout: 5_000,
  mfa: {PhoenixGenApi.Relay, :handle_relay, []},
  arg_types: %{
    "group_id" => :string,
    "message" => :string
  },
  arg_orders: ["group_id", "message"],
  response_type: :sync,
  check_permission: :any_authenticated
}

PhoenixGenApi.ConfigDb.add(config)
Application Setup
The relay infrastructure is automatically added to the supervision tree:
# In PhoenixGenApi.Application — automatically included:
children = [
  # ... existing children ...
  {Registry, keys: :duplicate, name: PhoenixGenApi.RelayRegistry}
]

# ETS table is created in start/2:
:ets.new(PhoenixGenApi.Relay.table(), [:set, :public, :named_table])
When client_mode: true, neither the Registry nor the ETS table is created.
Client Protocol
Sending a Message
WebSocket push to the channel event (default "phoenix_gen_api"):
{
  "service": "chat_service",
  "request_type": "relay_msg",
  "request_id": "req_123",
  "args": {
    "group_id": "room_1",
    "message": "Hello everyone!"
  }
}
Response to Sender
{
  "request_id": "req_123",
  "success": true,
  "result": {
    "status": "relayed",
    "recipients_count": 3
  }
}
Message Received by All Members
Each member's channel pushes the relay message:
{
  "request_id": "req_123",
  "success": true,
  "result": {
    "group_id": "room_1",
    "from_user_id": "user_1",
    "message": "Hello everyone!",
    "timestamp": "2025-01-15T10:30:00Z"
  }
}
Direct API
Manage groups programmatically outside of WebSocket requests:
# Create a group
:ok = PhoenixGenApi.Relay.create_group("room_1", :public, "admin", admin_channel_pid)

# Join
{:ok, :active} = PhoenixGenApi.Relay.join_group("room_1", "user_2", user2_channel_pid)

# Leave
:ok = PhoenixGenApi.Relay.leave_group("room_1", "user_2")

# Accept a pending member
:ok = PhoenixGenApi.Relay.accept_member("room_1", "admin", "user_2")

# Mute / Unmute (strict_private only)
:ok = PhoenixGenApi.Relay.mute_member("room_1", "admin", "user_2")
:ok = PhoenixGenApi.Relay.unmute_member("room_1", "admin", "user_2")

# Inspect group
{:ok, info} = PhoenixGenApi.Relay.get_group_info("room_1")
# %{group_id: "room_1", group_type: :public, members: %{"admin" => %{...}, "user_2" => %{...}}}

# Delete a group
:ok = PhoenixGenApi.Relay.delete_group("room_1")
Process Monitoring and Auto-Cleanup
RelayServer monitors channel processes to prevent dead PIDs from accumulating in the Registry.
How It Works
	On join: When a user successfully joins a group, RelayServer calls Process.monitor(channel_pid) and stores the monitor reference in its state map keyed by {group_id, user_id}.

	On process death: When a monitored channel process dies (crash, client disconnect, or normal exit), RelayServer receives a {:DOWN, ref, :process, pid, reason} message. It looks up the {group_id, user_id} by monitor reference, logs the event, and automatically calls Relay.do_leave_group/2 to clean up both the ETS entry and the Registry entry.

	On explicit leave: When a user explicitly leaves a group, the monitor is demonitored via Process.demonitor(ref, [:flush]) and the reference is removed from the state map.


Scenarios
	Scenario	Behavior
	Client WebSocket disconnects	Channel process terminates → :DOWN received → auto-cleanup
	Channel process crashes	:DOWN received with crash reason → auto-cleanup
	User explicitly leaves	leave_group/2 called → demonitor + cleanup
	User joins, leaves, joins again	Old demonitor on leave, new monitor on re-join
	Gateway node crashes	All monitors lost — ETS and Registry are rebuilt on restart

Example
# User joins a group — monitor is created
{:ok, :active} = Relay.join_group("room_1", "user_1", channel_pid)

# Channel process dies (e.g. client disconnect)
Process.exit(channel_pid, :shutdown)

# RelayServer automatically receives {:DOWN, ...} and cleans up
# No manual intervention needed

# Verify cleanup
{:ok, info} = Relay.get_group_info("room_1")
assert not Map.has_key?(info.members, "user_1")
Error Handling
	Condition	Error Response
	Group not found	"Group not found"
	Not a member	"Not a member of this group"
	Pending membership	"Pending membership: wait for acceptance"
	Muted member sending	"You are muted and cannot send messages"
	Non-admin accepting (strict)	{:error, :not_admin}
	Non-admin muting/unmuting	{:error, :not_admin}
	Muting on non-strict group	{:error, :not_strict_private}

Complete Example: Chat Channel
# lib/my_app_web/channels/chat_channel.ex
defmodule MyAppWeb.ChatChannel do
  use Phoenix.Channel
  use PhoenixGenApi, event: "chat"

  def join("chat:" <> group_id, _payload, socket) do
    # Auto-join the relay group on channel join
    case PhoenixGenApi.Relay.join_group(group_id, socket.assigns.user_id, self()) do
      {:ok, _status} -> {:ok, socket}
      {:error, reason} -> {:error, %{reason: inspect(reason)}}
    end
  end

  def handle_info({:relay_message, response}, socket) do
    push(socket, "chat", response.result)
    {:noreply, socket}
  end
end
# FunConfig for the relay
%FunConfig{
  request_type: "send_message",
  service: "chat_service",
  nodes: :local,
  mfa: {PhoenixGenApi.Relay, :handle_relay, []},
  arg_types: %{"group_id" => :string, "message" => :string},
  arg_orders: ["group_id", "message"],
  response_type: :sync,
  check_permission: :any_authenticated
}
// Client: join a chat room
const channel = socket.channel("chat:room_1", {});
channel.join();

// Client: send a message to the room
channel.push("chat", {
  service: "chat_service",
  request_type: "send_message",
  request_id: "msg_" + Date.now(),
  args: {
    group_id: "room_1",
    message: "Hello everyone!"
  }
});

// Client: receive relayed messages
channel.on("chat", (payload) => {
  console.log(`${payload.result.from_user_id}: ${payload.result.message}`);
});
Implementation Notes
	Registry dispatch: send_to_group/3 uses Registry.select/2 with a match spec to find all {user_id, channel_pid} entries for a group, then sends {:relay_message, response} to each pid.
	Channel process: Each user's channel process receives the {:relay_message, response} message via handle_info, which pushes the payload to the client through the WebSocket.
	Self-inclusion: The sender is included in the recipient list — they receive their own relayed message.
	Pending exclusion: Pending members are not in the recipient list — they cannot receive messages until accepted.
	Muted members: Muted members are in the recipient list (they receive) but cannot send.
	Registry cleanup on leave: leave_group/2 uses Registry.unregister_match/3 to remove only the leaving user's entries (not all group members), since the Registry uses :duplicate keys.
	Re-join deduplication: When a user re-joins (e.g. from :muted to :pending), Registry.unregister_match/3 is called first to prevent duplicate Registry entries.
	Process monitoring: RelayServer calls Process.monitor(channel_pid) on every successful join. When a monitored channel process dies (crash, client disconnect, normal exit), the handle_info({:DOWN, ...}) callback automatically calls Relay.do_leave_group/2 to clean up both the ETS entry and the Registry entry. This prevents dead PIDs from accumulating in the Registry.
	Monitor cleanup: On explicit leave_group, the monitor reference is demonitored and removed from the RelayServer state map via Process.demonitor(ref, [:flush]).


What's Next
	Step-by-Step Guide — Relay setup with code examples (Section 12).
	Architecture Guide — Relay system architecture deep dive (Section 11).
	Execute Flow — How relay messages flow through the executor.
	README — Full feature reference.



  

    PhoenixGenApi — Step-by-Step Guide

A complete walkthrough of every major feature, with code examples you can copy and run.
Table of Contents
	Basic Setup — Sync API
	Argument Validation
	Permissions
	Rate Limiting
	Async Execution
	Streaming
	Config Push vs Pull
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	Retry & Node Fallback
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	Hooks
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	Security
	Telemetry
	Testing
	IEx Helpers


1. Basic Setup — Sync API
The simplest possible setup: a service node exposes a function, the gateway proxies it over WebSocket.
Step 1 — Define your API module
# lib/my_app/api.ex
defmodule MyApp.Api do
  @users [
    %{id: "1", name: "Alice", email: "alice@example.com"},
    %{id: "2", name: "Bob", email: "bob@example.com"}
  ]

  def list_users do
    {:ok, @users}
  end

  def get_user(user_id) do
    case Enum.find(@users, &(&1.id == user_id)) do
      nil -> {:error, :not_found}
      user -> {:ok, user}
    end
  end
end
Step 2 — Create the Supporter module
This module tells the gateway what functions are available and how to call them.
# lib/my_app/gen_api/supporter.ex
defmodule MyApp.GenApi.Supporter do
  alias PhoenixGenApi.Structs.FunConfig

  def get_config(_arg) do
    {:ok, fun_configs()}
  end

  defp fun_configs do
    [
      %FunConfig{
        request_type: "list_users",
        service: "user_service",
        nodes: [Node.self()],
        choose_node_mode: :random,
        timeout: 5_000,
        mfa: {MyApp.Api, :list_users, []},
        arg_types: nil,
        response_type: :sync,
        version: "1.0.0"
      },
      %FunConfig{
        request_type: "get_user",
        service: "user_service",
        nodes: [Node.self()],
        choose_node_mode: :random,
        timeout: 5_000,
        mfa: {MyApp.Api, :get_user, []},
        arg_types: %{"user_id" => :string},
        response_type: :sync,
        version: "1.0.0"
      }
    ]
  end
end
Step 3 — Create the Channel
# lib/my_app_web/channels/api_channel.ex
defmodule MyAppWeb.ApiChannel do
  use Phoenix.Channel
  use PhoenixGenApi, event: "api"

  def join("api:lobby", _payload, socket) do
    {:ok, socket}
  end
end
use PhoenixGenApi automatically injects:
	handle_in("api", payload, socket) — decodes and executes requests
	handle_info({:push, result}, socket) — pushes sync results to the client
	handle_info({:async_call, result}, socket) — pushes async results
	handle_info({:stream_response, result}, socket) — pushes stream chunks
	handle_info({:relay_message, result}, socket) — pushes relay messages

Step 4 — Register the channel in your socket
# lib/my_app_web/channels/user_socket.ex
defmodule MyAppWeb.UserSocket do
  use Phoenix.Socket

  channel "api:lobby", MyAppWeb.ApiChannel

  @impl true
  def connect(_params, socket, _connect_info) do
    {:ok, socket}
  end

  @impl true
  def id(_socket), do: nil
end
Step 5 — Configure the gateway
# config/config.exs
import Config

# Pull config from the service node every 30 seconds
config :phoenix_gen_api, :gen_api,
  pull_timeout: 5_000,
  pull_interval: 30_000,
  service_configs: [
    %{
      service: "user_service",
      nodes: [:"my_service@127.0.0.1"],
      module: MyApp.GenApi.Supporter,
      function: :get_config,
      args: []
    }
  ]
Step 6 — Test from IEx
alias PhoenixGenApi.Structs.Request

# Call list_users
request = %Request{
  request_id: "test_1",
  service: "user_service",
  request_type: "list_users",
  args: %{}
}

PhoenixGenApi.Executor.execute!(request)
# => %Response{request_id: "test_1", success: true, result: [%{id: "1", name: "Alice", ...}, ...]}

# Call get_user
request = %Request{
  request_id: "test_2",
  service: "user_service",
  request_type: "get_user",
  args: %{"user_id" => "1"}
}

PhoenixGenApi.Executor.execute!(request)
# => %Response{request_id: "test_2", success: true, result: %{id: "1", name: "Alice", ...}}
Step 7 — Test from JavaScript
const socket = new Phoenix.Socket("ws://localhost:4000/socket", {});
socket.connect();

const channel = socket.channel("api:lobby", {});

channel.on("api", payload => {
  console.log("Response:", payload);
});

channel.join().receive("ok", () => {
  // List all users
  channel.push("api", {
    service: "user_service",
    request_type: "list_users",
    request_id: "req_" + Date.now()
  });

  // Get a specific user
  channel.push("api", {
    service: "user_service",
    request_type: "get_user",
    request_id: "req_" + Date.now(),
    args: { user_id: "1" }
  });
});

2. Argument Validation
PhoenixGenApi validates every argument before calling your function. Two formats are supported.
Simple format (type atoms)
%FunConfig{
  request_type: "get_user",
  service: "user_service",
  nodes: [Node.self()],
  mfa: {MyApp.Api, :get_user, []},
  arg_types: %{
    "user_id" => :string,
    "age" => :num,
    "active" => :boolean,
    "tags" => :list_string,
    "metadata" => :map
  },
  arg_orders: ["user_id", "age", "active", "tags", "metadata"],
  response_type: :sync
}
Extended format (with constraints)
%FunConfig{
  request_type: "create_post",
  service: "blog_service",
  nodes: [Node.self()],
  mfa: {MyApp.Blog, :create_post, []},
  arg_types: %{
    "title" => [type: :string, max_bytes: 200],
    "body" => [type: :string, max_bytes: 50_000],
    "tags" => [type: :list_string, max_items: 10, max_item_bytes: 50],
    "published" => [type: :boolean, default_value: false],
    "metadata" => [
      type: :map,
      max_items: 50,
      required: ["author"],
      accept: ["author", "category", "thumbnail"]
    ]
  },
  arg_orders: ["title", "body", "tags", "published", "metadata"],
  response_type: :sync
}
Available types
	Type	Description
	:string	UTF-8 binary
	:num	Integer or float
	:boolean	true or false
	:uuid	UUID string
	:datetime	ISO 8601 datetime string
	:naive_datetime	ISO 8601 naive datetime string
	:list	List of any values
	:list_string	List of strings
	:list_num	List of numbers
	:list_uuid	List of UUIDs
	:list_map	List of maps
	:map	String-keyed map
	:any	Skip type checking

Extended format options
	Option	Applies to	Description
	max_bytes:	:string	Maximum byte length
	max_items:	All list/map types	Maximum number of items
	max_item_bytes:	:list_string	Max bytes per list item
	allow_nil?:	All types	Allow nil values (default: false)
	default_value:	All types	Default if arg is missing
	required:	:map only	List of required map keys
	accept:	:map only	List of allowed map keys (rejects unknown keys)

Map-style arguments (no ordering)
Use arg_orders: :map to pass arguments as a single map to your function:
%FunConfig{
  request_type: "search",
  service: "search_service",
  nodes: [Node.self()],
  mfa: {MyApp.Search, :search, []},
  arg_types: %{
    "query" => [type: :string, max_bytes: 500],
    "limit" => [type: :num, default_value: 20],
    "offset" => [type: :num, default_value: 0]
  },
  arg_orders: :map,
  response_type: :sync
}
Your function receives the args map directly:
defmodule MyApp.Search do
  def search(%{"query" => query, "limit" => limit, "offset" => offset}) do
    # ...
  end
end
Validation errors
If validation fails, the client gets an error response — your function is never called:
# Sending a missing required field:
request = %Request{
  request_id: "test_1",
  service: "user_service",
  request_type: "get_user",
  args: %{}  # missing "user_id"
}

PhoenixGenApi.Executor.execute!(request)
# => %Response{request_id: "test_1", success: false, error: "Missing required argument: user_id"}

3. Permissions
Four built-in permission modes plus custom callbacks.
Disabled (default)
No check. Anyone can call the function.
%FunConfig{
  request_type: "search",
  service: "public_service",
  check_permission: false,
  # ...
}
Any authenticated
Requires a non-nil user_id. Set user_id in socket.assigns during join/3:
# In your channel:
def join("api:lobby", _payload, socket) do
  {:ok, assign(socket, :user_id, "user_42")}
end

# In your FunConfig:
%FunConfig{
  request_type: "get_profile",
  service: "user_service",
  check_permission: :any_authenticated,
  # ...
}
Arg-based (users access only their own data)
The specified argument must match the authenticated user_id:
%FunConfig{
  request_type: "get_user_profile",
  service: "user_service",
  check_permission: {:arg, "user_id"},
  arg_types: %{"user_id" => :string},
  # ...
}
# ✅ user_id from socket: "user_123", args: %{"user_id" => "user_123"} → allowed
# ❌ user_id from socket: "user_123", args: %{"user_id" => "user_999"} → denied
Security note: The user_id is always taken from socket.assigns, never from the client payload. Clients cannot spoof another user's ID.
Role-based (RBAC)
The user must have at least one of the allowed roles. Roles are set in socket.assigns during join/3:
# In your channel:
def join("api:lobby", _payload, socket) do
  {:ok, assign(socket, :user_id, "user_42", :user_roles, ["admin", "editor"])}
end

# In your FunConfig:
%FunConfig{
  request_type: "delete_user",
  service: "admin_service",
  check_permission: {:role, ["admin"]},
  # ...
}
# ✅ user_roles: ["admin", "editor"], allowed: ["admin"] → allowed
# ❌ user_roles: ["viewer"], allowed: ["admin"] → denied
Custom callback
Override all built-in checks with your own function:
# Define the callback module
defmodule MyApp.Permissions do
  alias PhoenixGenApi.Structs.Request

  def check(%Request{} = request, _fun_config) do
    case MyApp.authorized?(request.user_id, request.request_type) do
      true -> :ok
      false -> {:error, :unauthorized}
    end
  end
end

# In your FunConfig:
%FunConfig{
  request_type: "admin_action",
  service: "admin_service",
  check_permission: false,  # Disable built-in checks
  permission_callback: {MyApp.Permissions, :check, []},
  # ...
}
The callback receives the %Request{} struct and must return :ok or {:error, reason}. Exceptions are caught and treated as denied (fail-closed).

4. Rate Limiting
Sliding-window rate limiter with global and per-API limits.
Enable rate limiting
# config/config.exs
config :phoenix_gen_api, :rate_limiter,
  enabled: true,
  fail_open: true,
  global_limits: [
    # 1 000 requests per minute per user
    %{key: :user_id, max_requests: 1000, window_ms: 60_000},
    # 5 000 requests per minute per device
    %{key: :device_id, max_requests: 5000, window_ms: 60_000}
  ],
  api_limits: [
    # Expensive endpoint: 10 requests per minute per user
    %{
      service: "report_service",
      request_type: "generate_report",
      key: :user_id,
      max_requests: 10,
      window_ms: 60_000
    }
  ]
How it works
	Global limits apply to every request regardless of which function is called.
	Per-API limits apply only to the specified {service, request_type} pair.
	If any limit is exceeded, the request is rejected before your function is called.

Check rate limits programmatically
alias PhoenixGenApi.RateLimiter

# Check using a Request struct
case RateLimiter.check_rate_limit(request) do
  :ok ->
    # Proceed with execution
    PhoenixGenApi.Executor.execute!(request)

  {:error, :rate_limited, details} ->
    # details.retry_after_ms tells the client when to retry
    %{
      error: "Rate limit exceeded",
      retry_after_ms: details.retry_after_ms
    }
end

# Check a specific limit directly
RateLimiter.check_rate_limit("user_123", :global, :user_id)
RateLimiter.check_rate_limit("user_123", {"report_service", "generate_report"}, :user_id)
Runtime configuration
# Add a new global limit
RateLimiter.add_global_limit(%{
  key: :ip_address,
  max_requests: 5000,
  window_ms: 60_000
})

# Remove a limit
RateLimiter.remove_global_limit(:ip_address)

# Reset a specific user's rate limit
RateLimiter.reset_rate_limit("user_123", :global, :user_id)

# Check a user's current status
RateLimiter.get_rate_limit_status("user_123", :global, :user_id)
# => %{current: 42, max: 1000, window_ms: 60_000, remaining: 958}

# Replace all limits at once
RateLimiter.update_config(%{
  enabled: true,
  global_limits: [%{key: :user_id, max_requests: 2000, window_ms: 60_000}],
  api_limits: []
})
Fail-open behavior
When fail_open: true (the default), if the rate limiter encounters an internal error, it allows the request through rather than blocking all traffic. Set fail_open: false to reject requests when the rate limiter is unhealthy.

5. Async Execution
For long-running operations, use response_type: :async to return immediately and send the result later.
Define an async function
# lib/my_app/api.ex
defmodule MyApp.Api do
  def generate_report(args) do
    # This runs in a worker pool process, not the channel process
    # Simulate long work
    :timer.sleep(3_000)
    {:ok, %{report_url: "https://example.com/reports/123.pdf"}}
  end
end
Create the FunConfig
%FunConfig{
  request_type: "generate_report",
  service: "report_service",
  nodes: [Node.self()],
  mfa: {MyApp.Api, :generate_report, []},
  arg_types: %{"format" => [type: :string, default_value: "pdf"]},
  arg_orders: ["format"],
  response_type: :async,
  version: "1.0.0"
}
What happens
Client                    Gateway Channel              Worker Pool
  │                            │                          │
  │  push("api", payload)      │                          │
  │───────────────────────────►│                          │
  │                            │                          │
  │  %Response{async: true}    │  spawn on worker pool   │
  │◄───────────────────────────│─────────────────────────►│
  │                            │                          │
  │                            │         ... working ...  │
  │                            │                          │
  │                            │  {:async_call, result}   │
  │                            │◄─────────────────────────│
  │  %Response{result: ...}    │                          │
  │◄───────────────────────────│                          │
The client receives two messages:
	An immediate {async: true} acknowledgment.
	The actual result when the worker finishes.

JavaScript client handling
channel.on("api", payload => {
  if (payload.async && !payload.has_more) {
    console.log("Request accepted, waiting for result...");
  } else if (payload.result) {
    console.log("Got result:", payload.result);
  }
});

6. Streaming
For functions that produce a sequence of results, use response_type: :stream.
Define a streaming function
Your function receives a StreamHelper struct that you use to send chunks:
# lib/my_app/api.ex
defmodule MyApp.Api do
  alias PhoenixGenApi.Structs.StreamHelper

  def stream_events(%StreamHelper{} = stream) do
    # Send intermediate chunks
    Enum.each(1..10, fn i ->
      StreamHelper.send_result(stream, %{event: "tick", number: i})
      :timer.sleep(500)
    end)

    # Send the final chunk
    StreamHelper.send_last_result(stream, %{event: "done", total: 10})
  end

  # Alternative: send chunks and signal completion separately
  def stream_search(%StreamHelper{} = stream) do
    results = MyApp.Search.all()

    Enum.each(results, fn batch ->
      StreamHelper.send_result(stream, batch)
    end)

    StreamHelper.send_complete(stream)
  end
end
Create the FunConfig
%FunConfig{
  request_type: "stream_events",
  service: "event_service",
  nodes: :local,
  mfa: {MyApp.Api, :stream_events, []},
  arg_types: nil,
  response_type: :stream,
  version: "1.0.0"
}
StreamHelper API
	Function	Description
	StreamHelper.send_result(stream, data)	Send an intermediate chunk (has_more: true)
	StreamHelper.send_last_result(stream, data)	Send the final chunk (has_more: false)
	StreamHelper.send_complete(stream)	Signal stream end without data
	StreamHelper.send_error(stream, reason)	Send an error and end the stream

Stopping a stream
# Stop by request_id
PhoenixGenApi.stop_stream("req_123")

# Stop by PID
PhoenixGenApi.stop_stream(stream_pid)
JavaScript client handling
channel.on("api", payload => {
  if (payload.has_more) {
    console.log("Chunk:", payload.result);
  } else if (payload.async) {
    console.log("Stream complete");
  }
});

7. Config Push vs Pull
Two ways to register your functions on the gateway.
Pull mode (gateway fetches from service)
The gateway periodically calls your Supporter module on the service node.
On the service node — define a Supporter:
defmodule MyApp.GenApi.Supporter do
  alias PhoenixGenApi.Structs.FunConfig

  def get_config(_arg) do
    {:ok, [
      %FunConfig{
        request_type: "get_user",
        service: "user_service",
        nodes: [Node.self()],
        mfa: {MyApp.Api, :get_user, []},
        arg_types: %{"user_id" => :string},
        response_type: :sync,
        version: "1.0.0"
      }
    ]}
  end

  # Optional: version check function for efficient polling
  def get_config_version, do: "1.0.0"
end
On the gateway — configure the puller:
config :phoenix_gen_api, :gen_api,
  pull_timeout: 5_000,
  pull_interval: 30_000,
  service_configs: [
    %{
      service: "user_service",
      nodes: [:"my_service@127.0.0.1"],
      module: MyApp.GenApi.Supporter,
      function: :get_config,
      args: [],
      # Optional: skip full pull if version hasn't changed
      version_module: MyApp.GenApi.Supporter,
      version_function: :get_config_version,
      version_args: []
    }
  ]
Push mode (service registers on gateway)
The service node pushes its config to the gateway on startup.
# In your service node's application.ex or a GenServer
alias PhoenixGenApi.ConfigPusher
alias PhoenixGenApi.Structs.FunConfig

fun_configs = [
  %FunConfig{
    request_type: "get_user",
    service: :user_service,
    nodes: [Node.self()],
    mfa: {MyApp.Api, :get_user, []},
    arg_types: %{"user_id" => :string},
    response_type: :sync,
    version: "1.0.0"
  }
]

push_config = ConfigPusher.from_service_config(
  :user_service,
  [Node.self()],
  fun_configs,
  config_version: "1.0.0",
  # Optional: enable periodic pull after initial push
  module: MyApp.GenApi.Supporter,
  function: :get_config
)

# Push on startup
ConfigPusher.push_on_startup(:"gateway@127.0.0.1", push_config)
Push with verification
case ConfigPusher.verify(:"gateway@127.0.0.1", :user_service, "1.0.0") do
  {:ok, :matched} ->
    IO.puts("Already registered with this version")

  {:ok :mismatch, stored_version} ->
    IO.puts("Version mismatch: gateway has #{stored_version}, pushing update")
    ConfigPusher.push(:"gateway@127.0.0.1", push_config)

  {:error, :not_found} ->
    IO.puts("Service not registered, pushing initial config")
    ConfigPusher.push(:"gateway@127.0.0.1", push_config)
end
Push with authentication
# On the gateway:
config :phoenix_gen_api, :push_token, "my-secret-token"

# On the service node — the token is read automatically from config:
push_config = ConfigPusher.from_service_config(
  :user_service,
  [Node.self()],
  fun_configs,
  config_version: "1.0.0"
)
# push_token is automatically included from Application.get_env(:phoenix_gen_api, :push_token)
Comparison
	Aspect	Pull	Push
	Who initiates	Gateway	Service node
	Delay	Up to pull_interval	Immediate on startup
	Auto-refresh	Yes (periodic)	Only if module/function provided
	Version skip	Yes (with version_module)	Yes (idempotent by config_version)
	Use case	Many services, dynamic	Fast registration, few services


8. Function Versioning
Run multiple versions of the same API side-by-side.
Register multiple versions
alias PhoenixGenApi.ConfigDb

# Version 1.0.0 — returns all fields
ConfigDb.add(%FunConfig{
  request_type: "get_user",
  service: "user_service",
  version: "1.0.0",
  nodes: [Node.self()],
  mfa: {MyApp.Users, :get_user_v1, []},
  arg_types: %{"id" => :string},
  response_type: :sync
})

# Version 2.0.0 — adds field filtering
ConfigDb.add(%FunConfig{
  request_type: "get_user",
  service: "user_service",
  version: "2.0.0",
  nodes: [Node.self()],
  mfa: {MyApp.Users, :get_user_v2, []},
  arg_types: %{
    "id" => :string,
    "fields" => [type: :list_string, max_items: 10]
  },
  arg_orders: ["id", "fields"],
  response_type: :sync
})
Client specifies version
{
  "service": "user_service",
  "request_type": "get_user",
  "request_id": "req_1",
  "version": "2.0.0",
  "args": { "id": "123", "fields": ["name", "email"] }
}
If no version is sent, the gateway uses the config with nil version (or "0.0.0" sentinel).
Version management at runtime
# Get a specific version
{:ok, config} = ConfigDb.get("user_service", "get_user", "1.0.0")

# Get the latest enabled version
{:ok, latest} = ConfigDb.get_latest("user_service", "get_user")

# Disable a version (soft-delete)
:ok = ConfigDb.disable("user_service", "get_user", "1.0.0")
# Calls to v1 now return {:error, :disabled}

# Re-enable
:ok = ConfigDb.enable("user_service", "get_user", "1.0.0")

# Delete permanently
:ok = ConfigDb.delete("user_service", "get_user", "1.0.0")

# List all functions and their versions
ConfigDb.get_all_functions()
# => %{"user_service" => %{"get_user" => ["1.0.0", "2.0.0"]}}
Reserved sentinel
The value "0.0.0" is reserved and cannot be explicitly registered. It's used internally to mean "no version specified". If you try to add a config with version: "0.0.0", it will be stored with a nil version key.

9. Retry & Node Fallback
Node fallback (no retry)
Even without retry configured, the executor tries all nodes in the list:
%FunConfig{
  request_type: "get_data",
  service: "data_service",
  nodes: [:"node1@host", :"node2@host", :"node3@host"],
  mfa: {MyApp.Api, :get_data, []},
  response_type: :sync
}
If node1 is down, the executor automatically tries node2, then node3.
Retry configuration
# Retry 3 times on the same node (useful for transient failures)
%FunConfig{
  request_type: "get_data",
  service: "data_service",
  nodes: [:"node1@host", :"node2@host"],
  mfa: {MyApp.Api, :get_data, []},
  retry: {:same_node, 3},
  response_type: :sync
}

# Retry across all nodes, up to 5 total attempts
%FunConfig{
  request_type: "get_data",
  service: "data_service",
  nodes: [:"node1@host", :"node2@host", :"node3@host"],
  mfa: {MyApp.Api, :get_data, []},
  retry: {:all_nodes, 5},
  response_type: :sync
}

# Simple number (equivalent to {:all_nodes, 3})
%FunConfig{
  request_type: "get_data",
  service: "data_service",
  nodes: [:"node1@host", :"node2@host"],
  mfa: {MyApp.Api, :get_data, []},
  retry: 3,
  response_type: :sync
}
Retry flow
Attempt 1: node1 → failure
    │
    ├─ {:same_node, 3} → wait backoff → retry node1
    ├─ {:all_nodes, 3} → try node2
    └─ 3 → try node2
    │
Attempt 2: node1 or node2 → failure
    │
    ├─ {:same_node, 3} → wait backoff → retry node1
    ├─ {:all_nodes, 3} → try node3
    └─ 3 → try node3
    │
Attempt 3: final attempt → failure
    │
    └─ Emit [:executor, :retry, :exhausted] telemetry
    └─ Return error response with can_retry: false
Exponential backoff
Between retries, the executor waits 2^attempt * 100ms. This prevents thundering herd problems during recovery.

10. Node Selection Strategies
When a FunConfig has multiple nodes, the NodeSelector picks one:
Random (default)
%FunConfig{
  choose_node_mode: :random,
  nodes: [:"node1@host", :"node2@host", :"node3@host"]
}
Hash by request_id
%FunConfig{
  choose_node_mode: :hash,
  nodes: [:"node1@host", :"node2@host", :"node3@host"]
}
# Same request_id always goes to the same node
Hash by argument value
%FunConfig{
  choose_node_mode: {:hash, "user_id"},
  nodes: [:"node1@host", :"node2@host", :"node3@host"]
}
# Same user_id always goes to the same node
Round-robin
%FunConfig{
  choose_node_mode: :round_robin,
  nodes: [:"node1@host", :"node2@host", :"node3@host"]
}
# Cycles: node1 → node2 → node3 → node1 → ...
Sticky (persistent mapping)
%FunConfig{
  choose_node_mode: {:sticky, "user_id"},
  nodes: [:"node1@host", :"node2@host", :"node3@host"]
}
# Same user_id always goes to the same node, even across restarts
# (uses ETS to persist the mapping)
Use cases for sticky routing:
	Cache locality (user data cached on one node)
	Session affinity
	Ordered processing per user

Dynamic node resolution
Instead of a static list, provide an MFA tuple that resolves at runtime:
%FunConfig{
  nodes: {MyApp.Cluster, :get_nodes, ["user_service"]},
  choose_node_mode: :random
}
defmodule MyApp.Cluster do
  def get_nodes(service_name) do
    # Query Consul, Kubernetes, DNS, etc.
    MyApp.Discovery.nodes_for(service_name)
  end
end

11. Hooks
Run custom code before and/or after function execution.
Define hook modules
defmodule MyApp.Hooks do
  require Logger

  # Called before execution
  # Must return {:ok, request, fun_config} or {:error, reason}
  def validate_quota(request, fun_config) do
    case MyApp.Quota.check(request.user_id) do
      :ok ->
        {:ok, request, fun_config}

      {:error, :quota_exceeded} ->
        {:error, "Quota exceeded. Upgrade your plan."}
    end
  end

  # Called after execution
  # Must return the (possibly modified) result
  def log_response(request, fun_config, result) do
    Logger.info("API call: #{request.service}/#{request.request_type} by #{request.user_id}")
    result
  end

  # Hook with extra arguments
  def enrich_request(request, fun_config, extra_arg1, extra_arg2) do
    # extra_args are appended after request and fun_config
    {:ok, %{request | args: Map.put(request.args, "enriched", true)}, fun_config}
  end
end
Configure hooks in FunConfig
%FunConfig{
  request_type: "expensive_operation",
  service: "data_service",
  nodes: [Node.self()],
  mfa: {MyApp.Api, :expensive_operation, []},
  arg_types: nil,
  response_type: :sync,
  before_execute: {MyApp.Hooks, :validate_quota},
  after_execute: {MyApp.Hooks, :log_response},
  hook_timeout: 5_000  # per-hook timeout in ms (default: 5000)
}
Hook with extra arguments
%FunConfig{
  request_type: "process_data",
  service: "data_service",
  nodes: [Node.self()],
  mfa: {MyApp.Api, :process_data, []},
  before_execute: {MyApp.Hooks, :enrich_request, ["extra_value", 42]},
  response_type: :sync
}
Hook behavior
	Scenario	Behavior
	Before hook returns {:ok, req, config}	Proceed with (possibly modified) request/config
	Before hook returns {:error, reason}	Abort, return error response
	Before hook times out	Abort, return timeout error
	Before hook crashes	Abort, return crash error
	After hook returns a value	Use the returned value as the result
	After hook fails/times out	Original result is preserved (silently ignored)

Telemetry from hooks
Hooks emit their own telemetry events:
	[:phoenix_gen_api, :hook, :before, :start/:stop/:exception]
	[:phoenix_gen_api, :hook, :after, :start/:stop/:exception]


12. Relay Messages
Group-based message broadcasting. A user sends a message to a group, and all members receive it.
Step 1 — Create the relay FunConfig
alias PhoenixGenApi.ConfigDb
alias PhoenixGenApi.Structs.FunConfig

ConfigDb.add(%FunConfig{
  request_type: "send_message",
  service: "chat_service",
  nodes: :local,
  mfa: {PhoenixGenApi.Relay, :handle_relay, []},
  arg_types: %{
    "group_id" => :string,
    "message" => [type: :string, max_bytes: 2000]
  },
  arg_orders: ["group_id", "message"],
  response_type: :sync,
  check_permission: :any_authenticated,
  version: "1.0.0"
})
Step 2 — Create a chat channel
defmodule MyAppWeb.ChatChannel do
  use Phoenix.Channel
  use PhoenixGenApi, event: "chat"

  def join("chat:" <> group_id, _payload, socket) do
    # Auto-join the relay group when joining the channel
    case PhoenixGenApi.Relay.join_group(group_id, socket.assigns.user_id, self()) do
      {:ok, _status} -> {:ok, socket}
      {:error, reason} -> {:error, %{reason: inspect(reason)}}
    end
  end

  # Handle relay messages from other users
  def handle_info({:relay_message, response}, socket) do
    push(socket, "chat", response.result)
    {:noreply, socket}
  end
end
Step 3 — Manage groups
# Create a public group (anyone can join immediately)
:ok = PhoenixGenApi.Relay.create_group("room_1", :public, "admin", admin_channel_pid)

# Create a private group (new members need approval)
:ok = PhoenixGenApi.Relay.create_group("room_2", :private, "admin", admin_channel_pid)

# Create a strict private group (only admin can accept/mute)
:ok = PhoenixGenApi.Relay.create_group("room_3", :strict_private, "admin", admin_channel_pid)

# Join a group
{:ok, :active} = PhoenixGenApi.Relay.join_group("room_1", "user_2", user2_channel_pid)

# For private groups: accept a pending member
:ok = PhoenixGenApi.Relay.accept_member("room_2", "admin", "user_2")

# For strict private groups: mute a member
:ok = PhoenixGenApi.Relay.mute_member("room_3", "admin", "user_2")
:ok = PhoenixGenApi.Relay.unmute_member("room_3", "admin", "user_2")

# Leave a group
:ok = PhoenixGenApi.Relay.leave_group("room_1", "user_2")

# Inspect group info
{:ok, info} = PhoenixGenApi.Relay.get_group_info("room_1")
# => %{group_id: "room_1", group_type: :public, members: %{"admin" => %{...}, "user_2" => %{...}}}

# Delete a group
:ok = PhoenixGenApi.Relay.delete_group("room_1")
Step 4 — Send a relay message
From the client:
channel.push("chat", {
  service: "chat_service",
  request_type: "send_message",
  request_id: "msg_" + Date.now(),
  args: {
    group_id: "room_1",
    message: "Hello everyone!"
  }
});
All members receive:
{
  "request_id": "msg_123",
  "success": true,
  "result": {
    "group_id": "room_1",
    "from_user_id": "user_1",
    "message": "Hello everyone!",
    "timestamp": "2025-01-15T10:30:00Z"
  }
}
Group type comparison
	Action	:public	:private	:strict_private
	Join	→ :active	→ :pending	→ :pending
	Accept	N/A	Any :active	Only :admin
	Send	Any :active	Any :active	:active (not muted)
	Receive	:active + :muted	:active + :muted	:active + :muted
	Mute	❌	❌	Only :admin

Auto-cleanup
When a channel process dies (client disconnect, crash), RelayServer automatically removes the user from all groups it belonged to. No manual cleanup needed.

13. Security
Admin gate
Restrict dangerous runtime operations:
config :phoenix_gen_api,
  admin_actions: [:push_config, :update_rate_limit_config]
Available actions: :push_config, :update_rate_limit_config, :change_detail_error.
Default: empty list (deny everything).
Push token
Authenticate push requests from service nodes:
# On the gateway:
config :phoenix_gen_api, :push_token: "my-secret-token"

# On the service node:
config :phoenix_gen_api, :push_token: "my-secret-token"
# Automatically included in ConfigPusher.from_service_config/4
Token comparison uses constant-time binary comparison to prevent timing attacks.
MFA allowlist
Restrict which functions can be registered:
config :phoenix_gen_api,
  mfa_allowlist: [
    MyApp.UserService,                    # All functions in this module
    {MyApp.OrderService, :create_order}   # Only this specific function
  ]
Hardcoded denylist: :os, :file, :code, :erlang, :net, :rpc, :global, :inet are always blocked.
Payload size limit
config :phoenix_gen_api, :request, max_payload_bytes: 500_000
Default: 1MB. Checked before deserialization to prevent memory exhaustion.
Detail error messages
By default, internal error details are hidden from clients:
config :phoenix_gen_api, :gen_api, detail_error: false
When false, clients see "Internal Server Error" instead of the actual error message. Set to true only in development.

14. Telemetry
PhoenixGenApi emits 31 telemetry events across 5 categories.
Attach to all events
PhoenixGenApi.Telemetry.attach_all("my-app", fn event, measurements, metadata, _config ->
  Logger.info("[Telemetry] #{inspect(event)} duration=#{measurements[:duration_us]}")
end)
Attach to specific categories
# Only executor events (request start/stop/exception/retry)
PhoenixGenApi.Telemetry.attach_executor("my-app", &MyApp.handle_event/4)

# Only rate limiter events
PhoenixGenApi.Telemetry.attach_rate_limiter("my-app", &MyApp.handle_event/4)

# Only hook events
PhoenixGenApi.Telemetry.attach_hooks("my-app", &MyApp.handle_event/4)

# Only worker pool events
PhoenixGenApi.Telemetry.attach_worker_pool("my-app", &MyApp.handle_event/4)

# Only config cache events
PhoenixGenApi.Telemetry.attach_config("my-app", &MyApp.handle_event/4)
Built-in debug logger
PhoenixGenApi.Telemetry.attach_default_logger()
Detach
PhoenixGenApi.Telemetry.detach_all("my-app")
Integration with Telemetry.Metrics
defmodule MyApp.Metrics do
  def metrics do
    [
      # Request duration histogram
      Telemetry.Metrics.distribution(
        "phoenix_gen_api.executor.request.duration_us",
        event_name: [:phoenix_gen_api, :executor, :request, :stop],
        measurement: :duration_us,
        tags: [:service, :request_type, :success]
      ),

      # Error counter
      Telemetry.Metrics.counter(
        "phoenix_gen_api.executor.exceptions.count",
        event_name: [:phoenix_gen_api, :executor, :request, :exception],
        tags: [:service, :request_type]
      ),

      # Rate limit exceeded counter
      Telemetry.Metrics.counter(
        "phoenix_gen_api.rate_limiter.exceeded.count",
        event_name: [:phoenix_gen_api, :rate_limiter, :exceeded],
        tags: [:key, :scope]
      ),

      # Circuit breaker gauge
      Telemetry.Metrics.last_value(
        "phoenix_gen_api.worker_pool.circuit_breaker",
        event_name: [:phoenix_gen_api, :worker_pool, :circuit_breaker, :open],
        tags: [:pool_name]
      )
    ]
  end
end
List all available events
PhoenixGenApi.Telemetry.list_events()

15. Testing
Test the Executor directly
defmodule MyApp.ApiTest do
  use ExUnit.Case

  alias PhoenixGenApi.Structs.{Request, Response}

  test "get_user returns user data" do
    request = %Request{
      request_id: "test_1",
      service: "user_service",
      request_type: "get_user",
      args: %{"user_id" => "1"}
    }

    response = PhoenixGenApi.Executor.execute!(request)

    assert response.success == true
    assert response.request_id == "test_1"
    assert response.result.name == "Alice"
  end

  test "get_user returns error for unknown user" do
    request = %Request{
      request_id: "test_2",
      service: "user_service",
      request_type: "get_user",
      args: %{"user_id" => "nonexistent"}
    }

    response = PhoenixGenApi.Executor.execute!(request)

    assert response.success == false
    assert response.request_id == "test_2"
  end
end
Test with a channel
defmodule MyAppWeb.ApiChannelTest do
  use MyAppWeb.ChannelCase

  test "returns user data on get_user", %{socket: socket} do
    {:ok, _, socket} =
      socket
      |> subscribe_and_join(MyAppWeb.ApiChannel, "api:lobby", %{})

    ref = push(socket, "api", %{
      service: "user_service",
      request_type: "get_user",
      request_id: "req_1",
      args: %{"user_id" => "1"}
    })

    assert_reply ref, :ok, %{
      "success" => true,
      "request_id" => "req_1"
    }
  end
end
Test argument validation
test "rejects missing required argument" do
  request = %Request{
    request_id: "test_1",
    service: "user_service",
    request_type: "get_user",
    args: %{}  # missing "user_id"
  }

  response = PhoenixGenApi.Executor.execute!(request)
  assert response.success == false
  assert response.error =~ "Missing required argument"
end
Test permissions
test "denies access when user_id doesn't match arg" do
  request = %Request{
    request_id: "test_1",
    service: "user_service",
    request_type: "get_user_profile",
    user_id: "user_123",
    args: %{"user_id" => "user_999"}
  }

  response = PhoenixGenApi.Executor.execute!(request)
  assert response.success == false
  assert response.error =~ "Permission denied"
end
Test rate limiting
test "rate limits after max requests" do
  # Make max_requests + 1 calls
  request = %Request{
    request_id: "test_1",
    service: "user_service",
    request_type: "get_user",
    user_id: "user_123",
    args: %{"user_id" => "1"}
  }

  # First 100 calls succeed (assuming limit is 100)
  Enum.each(1..100, fn i ->
    req = %{request | request_id: "test_#{i}"}
    response = PhoenixGenApi.Executor.execute!(req)
    assert response.success == true
  end)

  # 101st call is rate limited
  req = %{request | request_id: "test_101"}
  response = PhoenixGenApi.Executor.execute!(req)
  assert response.success == false
  assert response.error =~ "Rate limit"
end
Clean up telemetry handlers in tests
setup do
  on_exit(fn ->
    PhoenixGenApi.Telemetry.detach_all("test-handler")
  end)

  :ok
end

16. IEx Helpers
Convenient functions for debugging and monitoring in IEx:
# Check what's registered in the config cache
PhoenixGenApi.cache_status()

# Check worker pool status (idle/busy workers, queue size)
PhoenixGenApi.pool_status()

# Rate limit status for a user
PhoenixGenApi.rl_status("user_123")

# Show global rate limits
PhoenixGenApi.rl_global()

# Set global rate limits
PhoenixGenApi.rl_global([%{key: :user_id, max_requests: 500, window_ms: 60_000}])

# Show rate limiter config
PhoenixGenApi.rl_config()

# Check pushed services and their versions
PhoenixGenApi.pushed_services_status()

# List all telemetry events
PhoenixGenApi.Telemetry.list_events()

# Attach the debug logger
PhoenixGenApi.Telemetry.attach_default_logger()

What's Next
	FunConfig Reference — Field-by-field reference for every FunConfig option.
	Configuration — Application-level config: gateway, rate limiter, worker pool, security.
	Architecture Guide — Deep dive into the supervision tree, request lifecycle, and all subsystems.
	Execute Flow — Line-by-line walkthrough of the complete request execution path.
	Relay Messages Guide — Complete reference for group types, permission matrix, and process monitoring.
	Telemetry Guide — Full event reference, integration patterns, and best practices.



  

    Telemetry Integration Guide

PhoenixGenApi emits structured telemetry events throughout its lifecycle using the
:telemetry library. This guide covers how to
discover, attach to, and handle these events for monitoring, metrics, and observability.
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Quick Start
Attach to all events
# In your application's start callback or a dedicated supervisor
PhoenixGenApi.Telemetry.attach_all("my-app", fn event, measurements, metadata, _config ->
  Logger.info("[Telemetry] #{inspect(event)} #{inspect(measurements)}")
end)
Attach to a specific category
# Only executor events
PhoenixGenApi.Telemetry.attach_executor("my-app-executor", fn event, measurements, metadata, _config ->
  case event do
    [:phoenix_gen_api, :executor, :request, :stop] ->
      Logger.info("Request #{metadata.request_id} completed in #{measurements.duration_us}µs")
    [:phoenix_gen_api, :executor, :request, :exception] ->
      Logger.error("Request #{metadata.request_id} failed: #{metadata.reason}")
    _ ->
      :ok
  end
end)
Attach to a single event
:telemetry.attach(
  "rate-limit-monitor",
  [:phoenix_gen_api, :rate_limiter, :exceeded],
  fn _event, measurements, metadata, _config ->
    Logger.warning(
      "Rate limit exceeded for user=#{metadata.user_id} " <>
      "key=#{metadata.key} current=#{metadata.current_requests}/#{metadata.max_requests} " <>
      "retry_after=#{measurements.retry_after_ms}ms"
    )
  end,
  %{}
)
Built-in debug logger
# Attach a debug-level console logger for all events
PhoenixGenApi.Telemetry.attach_default_logger()

# Later, detach it
PhoenixGenApi.Telemetry.detach_default_logger()
The Telemetry Module
PhoenixGenApi.Telemetry is the centralized module for discovering and attaching to
telemetry events. It provides:
	Function	Description
	list_events/0	Returns all 28 event names as a list
	attach_all/3	Attach a handler to all events
	attach_executor/3	Attach to 5 executor events (including retry exhausted)
	attach_rate_limiter/3	Attach to 4 rate limiter events
	attach_hooks/3	Attach to 6 hook events
	attach_worker_pool/3	Attach to 6 worker pool events
	attach_config/3	Attach to 9 config cache events
	attach_many/4	Attach to a custom list of events
	detach_all/1	Detach all handlers for a handler ID
	attach_default_logger/1	Attach a debug console logger
	detach_default_logger/1	Detach the default logger
	execute/3	Emit a custom telemetry event
	span/3	Emit start/stop/exception events around a function

All attach_* functions share the same signature:
attach_*(handler_id :: String.t(), function :: function(), config :: map()) :: :ok
The handler function signature is:
(event_name :: [atom()], measurements :: map(), metadata :: map(), config :: any()) :: any()
Event Reference
PhoenixGenApi emits 31 telemetry events across 5 categories. All event names are
prefixed with :phoenix_gen_api.
Executor Events
Emitted during the request execution lifecycle in PhoenixGenApi.Executor.
[:phoenix_gen_api, :executor, :retry, :exhausted]
Emitted when all retry attempts have been exhausted for both local and remote retries. The mode metadata contains the original retry configuration (before decrementing).
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	request_id	String.t()	Unique request identifier
	mode	{:same_node, n} | {:all_nodes, n}	Original retry configuration
	last_error	String.t()	Inspected final error

[:phoenix_gen_api, :executor, :request, :start]
Emitted at the beginning of every request, before config lookup.
	Field	Type	Description
	Measurements		
	system_time	integer()	System time in native units
	Metadata		
	request_id	String.t()	Unique request identifier
	request_type	String.t()	API request type name
	service	String.t()	Service name
	user_id	String.t()	User making the request

[:phoenix_gen_api, :executor, :request, :stop]
Emitted after successful request execution (including when the response indicates
a business-level failure — check success metadata).
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	request_id	String.t()	Unique request identifier
	request_type	String.t()	API request type name
	service	String.t()	Service name
	user_id	String.t()	User making the request
	success	boolean()	Whether the response was successful
	async	boolean()	Whether the response was async

[:phoenix_gen_api, :executor, :request, :exception]
Emitted when an unhandled exception occurs during request execution. The exception
is re-raised after the event is emitted.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds before the exception
	Metadata		
	request_id	String.t()	Unique request identifier
	request_type	String.t()	API request type name
	service	String.t()	Service name
	user_id	String.t()	User making the request
	kind	:error	Exception kind
	reason	String.t()	Exception message
	stacktrace	Exception.stacktrace()	Stack trace

[:phoenix_gen_api, :executor, :retry]
Emitted before each retry attempt when the previous attempt returned a retryable error
and retries remain. The attempt measurement counts down (remaining retries, not
attempt number).
	Field	Type	Description
	Measurements		
	attempt	non_neg_integer()	Remaining retry count
	Metadata		
	mode	:same_node | :all_nodes	Retry strategy
	type	:local | :remote	Execution type
	nodes	list()	(remote retries only) Target node list

Note: The nodes key is only present for remote retries. Local retries emit
%{mode: mode, type: :local} without a nodes key.

Rate Limiter Events
Emitted by PhoenixGenApi.RateLimiter during rate limit checks and maintenance.
[:phoenix_gen_api, :rate_limiter, :check]
Emitted after every rate limit check, regardless of outcome.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration of the check in microseconds
	Metadata		
	request_id	String.t()	Request identifier
	user_id	String.t()	User identifier
	service	String.t()	Service name
	request_type	String.t()	API request type
	result	:ok | {:error, :rate_limited, map()}	Check result

To determine if the request was allowed:
allowed = match?(:ok, metadata.result)
[:phoenix_gen_api, :rate_limiter, :exceeded]
Emitted when a rate limit is exceeded (after the :check event).
	Field	Type	Description
	Measurements		
	retry_after_ms	non_neg_integer()	Milliseconds until the window resets
	Metadata		
	key	String.t()	The rate limit key that was exceeded
	scope	:global | {String.t(), String.t()}	Scope of the rate limit
	max_requests	non_neg_integer()	Configured maximum
	current_requests	non_neg_integer()	Current count that exceeded the limit
	request_id	String.t()	Request identifier
	user_id	String.t()	User identifier

[:phoenix_gen_api, :rate_limiter, :reset]
Emitted when a rate limit counter is manually reset.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	key	String.t()	The key value that was reset
	scope	atom()	The scope of the reset
	rate_limit_key	atom()	The rate limit key type

[:phoenix_gen_api, :rate_limiter, :cleanup]
Emitted periodically when the cleanup timer fires and stale entries are removed.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration of cleanup in microseconds
	cleaned_entries	non_neg_integer()	Number of entries removed
	Metadata		
	global_limits_count	non_neg_integer()	Number of global limit configs
	api_limits_count	non_neg_integer()	Number of API-specific limit configs

Hook Events
Emitted by PhoenixGenApi.Hooks when before/after execution hooks run. The type
field in metadata distinguishes between :before and :after hooks.
[:phoenix_gen_api, :hook, :before, :start]
Emitted before executing a before-hook callback.
	Field	Type	Description
	Measurements		
	system_time	integer()	System time in native units
	Metadata		
	module	module()	Hook module
	function	atom()	Hook function name
	type	:before	Hook type

[:phoenix_gen_api, :hook, :before, :stop]
Emitted after a before-hook callback completes successfully.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	module	module()	Hook module
	function	atom()	Hook function name
	type	:before	Hook type

[:phoenix_gen_api, :hook, :before, :exception]
Emitted when a before-hook callback raises an exception.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	module	module()	Hook module
	function	atom()	Hook function name
	type	:before	Hook type
	kind	:error | :timeout	Error kind or timeout
	reason	String.t()	Exception message or timeout description
	stacktrace	Exception.stacktrace() | nil	Stack trace (nil for timeouts)

[:phoenix_gen_api, :hook, :after, :start]
Emitted before executing an after-hook callback.
	Field	Type	Description
	Measurements		
	system_time	integer()	System time in native units
	Metadata		
	module	module()	Hook module
	function	atom()	Hook function name
	type	:after	Hook type

[:phoenix_gen_api, :hook, :after, :stop]
Emitted after an after-hook callback completes successfully.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	module	module()	Hook module
	function	atom()	Hook function name
	type	:after	Hook type

[:phoenix_gen_api, :hook, :after, :exception]
Emitted when an after-hook callback raises an exception or times out.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	module	module()	Hook module
	function	atom()	Hook function name
	type	:after	Hook type
	kind	:error | :timeout	Error kind or timeout
	reason	String.t()	Exception message or timeout description
	stacktrace	Exception.stacktrace() | nil	Stack trace (nil for timeouts)

Worker Pool Events
Emitted by PhoenixGenApi.WorkerPool during task execution and circuit breaker
state changes.
[:phoenix_gen_api, :worker_pool, :task, :start]
Emitted when a worker begins executing a task.
	Field	Type	Description
	Measurements		
	system_time	integer()	System time in native units
	Metadata		
	pool_name	atom()	Name of the worker pool

[:phoenix_gen_api, :worker_pool, :task, :stop]
Emitted when a task completes successfully.
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	pool_name	atom()	Name of the worker pool

[:phoenix_gen_api, :worker_pool, :task, :exception]
Emitted when a task fails (exception, timeout, or abnormal exit).
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	Metadata		
	pool_name	atom()	Name of the worker pool
	kind	:error | :timeout | atom()	Failure kind
	reason	String.t() | term()	Error message or inspected value
	stacktrace	Exception.stacktrace() | nil	Stack trace (nil for catches/timeouts)

[:phoenix_gen_api, :worker_pool, :task, :rejected]
Emitted when a task is rejected because the circuit breaker is open.
	Field	Type	Description
	Measurements		
	system_time	integer()	System time in native units
	Metadata		
	pool_name	atom()	Name of the worker pool
	reason	:circuit_open	Reason for rejection

[:phoenix_gen_api, :worker_pool, :circuit_breaker, :open]
Emitted when consecutive failures reach the circuit breaker threshold, causing the
pool to stop accepting new tasks.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	pool_name	atom()	Name of the worker pool
	consecutive_failures	non_neg_integer()	Failure count that triggered the breaker

[:phoenix_gen_api, :worker_pool, :circuit_breaker, :close]
Emitted when a task succeeds after the circuit breaker had been open, resetting the
pool to accept new tasks.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	pool_name	atom()	Name of the worker pool

Config Cache Events
Emitted by PhoenixGenApi.ConfigDb, ConfigPuller, and ConfigReceiver during
configuration management operations.
[:phoenix_gen_api, :config, :pull, :start]
Emitted before pulling configuration from a remote service.
	Field	Type	Description
	Measurements		
	system_time	integer()	System time in native units
	Metadata		
	service	String.t() | atom()	Service being pulled

[:phoenix_gen_api, :config, :pull, :stop]
Emitted after a config pull completes (success or failure).
	Field	Type	Description
	Measurements		
	duration_us	integer()	Duration in microseconds
	count	non_neg_integer()	Number of configs fetched
	Metadata		
	service	String.t() | atom()	Service that was pulled
	version	String.t() | nil	Config version (nil on error)

[:phoenix_gen_api, :config, :push]
Emitted after configs are pushed from a remote node and stored.
	Field	Type	Description
	Measurements		
	count	non_neg_integer()	Number of configs stored
	Metadata		
	service	String.t() | atom()	Service name
	version	String.t()	Config version

[:phoenix_gen_api, :config, :add]
Emitted when a single FunConfig is added or updated in the ETS cache.
Note: Both ConfigDb.add/1 and ConfigDb.update/1 emit this event. There is
no separate :update event.

	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	service	String.t() | atom()	Service name
	request_type	String.t()	API request type
	version	String.t()	Config version

[:phoenix_gen_api, :config, :batch_add]
Emitted when multiple FunConfig entries are inserted in bulk.
	Field	Type	Description
	Measurements		
	count	non_neg_integer()	Number of entries inserted
	Metadata		
	service	String.t() | atom()	Service name (from first entry)

[:phoenix_gen_api, :config, :delete]
Emitted before deleting a config from the ETS cache.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	service	String.t() | atom()	Service name
	request_type	String.t()	API request type
	version	String.t()	Config version

[:phoenix_gen_api, :config, :clear]
Emitted before clearing all configs.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	service	:all	Always :all
	request_type	:all	Always :all
	version	:all	Always :all

[:phoenix_gen_api, :config, :disable]
Emitted when a config is marked as disabled.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	service	String.t() | atom()	Service name
	request_type	String.t()	API request type
	version	String.t()	Config version

[:phoenix_gen_api, :config, :enable]
Emitted when a config is re-enabled.
	Field	Type	Description
	Measurements		
	(empty)	%{}	
	Metadata		
	service	String.t() | atom()	Service name
	request_type	String.t()	API request type
	version	String.t()	Config version

Integration Patterns
Console Logging
The simplest integration — log all events to the console for development:
# In application.ex start callback
PhoenixGenApi.Telemetry.attach_default_logger()
Or create a custom logger with filtering:
defmodule MyApp.TelemetryLogger do
  require Logger

  def handle_event(event, measurements, metadata, _config) do
    case event do
      [:phoenix_gen_api, :executor, :request, :exception] ->
        Logger.error(
          "[Executor] Request #{metadata.request_id} failed: " <>
          "#{metadata.kind}: #{metadata.reason}"
        )

      [:phoenix_gen_api, :rate_limiter, :exceeded] ->
        Logger.warning(
          "[RateLimiter] Limit exceeded for user=#{metadata.user_id} " <>
          "key=#{metadata.key} (#{metadata.current_requests}/#{metadata.max_requests})"
        )

      [:phoenix_gen_api, :worker_pool, :circuit_breaker, :open] ->
        Logger.error(
          "[WorkerPool] Circuit breaker OPEN for #{metadata.pool_name} " <>
          "after #{metadata.consecutive_failures} failures"
        )

      _ ->
        :ok
    end
  end
end

# Attach it
PhoenixGenApi.Telemetry.attach_all("my-app-logger", &MyApp.TelemetryLogger.handle_event/4)
Request Duration Metrics
Track request latency percentiles by service and request type:
defmodule MyApp.RequestMetrics do
  @moduledoc """
  Collects request duration metrics from PhoenixGenApi executor events.
  """

  def attach do
    :telemetry.attach(
      "request-duration-metrics",
      [:phoenix_gen_api, :executor, :request, :stop],
      &__MODULE__.handle_stop/4,
      %{}
    )
  end

  def handle_stop(_event, measurements, metadata, _config) do
    duration_ms = measurements.duration_us / 1000

    :telemetry.execute(
      [:my_app, :request, :duration],
      %{duration: measurements.duration_us},
      %{
        service: metadata.service,
        request_type: metadata.request_type,
        success: metadata.success
      }
    )

    # Or push to your metrics backend directly
    MyApp.Metrics.histogram("phoenix_gen_api.request.duration", duration_ms,
      tags: ["service:#{metadata.service}", "type:#{metadata.request_type}"]
    )
  end
end
Error Rate Tracking
Track error rates and alert on spikes:
defmodule MyApp.ErrorTracker do
  @moduledoc """
  Tracks error rates from executor exceptions and failed requests.
  """

  def attach do
    events = [
      [:phoenix_gen_api, :executor, :request, :stop],
      [:phoenix_gen_api, :executor, :request, :exception]
    ]

    PhoenixGenApi.Telemetry.attach_many("error-tracker", events, &__MODULE__.handle/4, %{})
  end

  def handle([:phoenix_gen_api, :executor, :request, :stop], _measurements, metadata, _config) do
    unless metadata.success do
      increment_error(metadata.service, metadata.request_type, "business_error")
    end
  end

  def handle([:phoenix_gen_api, :executor, :request, :exception], _measurements, metadata, _config) do
    increment_error(metadata.service, metadata.request_type, "exception")
  end

  defp increment_error(service, request_type, error_type) do
    MyApp.Metrics.increment("phoenix_gen_api.errors",
      tags: ["service:#{service}", "type:#{request_type}", "error:#{error_type}"]
    )
  end
end
Rate Limit Monitoring
Monitor rate limit activity and alert on excessive rejections:
defmodule MyApp.RateLimitMonitor do
  @moduledoc """
  Monitors rate limit events and sends alerts when thresholds are exceeded.
  """

  @alert_threshold 10  # Alert after 10 rate-limited requests per user

  def attach do
    PhoenixGenApi.Telemetry.attach_rate_limiter("rate-limit-monitor", &__MODULE__.handle/4)
  end

  def handle([:phoenix_gen_api, :rate_limiter, :exceeded], measurements, metadata, _config) do
    # Track in your metrics system
    MyApp.Metrics.increment("phoenix_gen_api.rate_limited",
      tags: ["key:#{metadata.key}", "user:#{metadata.user_id}"]
    )

    # Check if we should alert
    count = MyApp.Metrics.count("phoenix_gen_api.rate_limited",
      tags: ["user:#{metadata.user_id}"]
    )

    if count >= @alert_threshold do
      MyApp.Alerts.send(
        "Rate limit spike: user=#{metadata.user_id} has been limited #{count} times"
      )
    end
  end

  def handle(_event, _measurements, _metadata, _config), do: :ok
end
Circuit Breaker Alerts
Get notified when worker pool circuit breakers trip:
defmodule MyApp.CircuitBreakerAlert do
  @moduledoc """
  Sends alerts when worker pool circuit breakers open or close.
  """

  def attach do
    events = [
      [:phoenix_gen_api, :worker_pool, :circuit_breaker, :open],
      [:phoenix_gen_api, :worker_pool, :circuit_breaker, :close]
    ]

    PhoenixGenApi.Telemetry.attach_many("circuit-breaker-alerts", events, &__MODULE__.handle/4)
  end

  def handle(
        [:phoenix_gen_api, :worker_pool, :circuit_breaker, :open],
        _measurements,
        metadata,
        _config
      ) do
    MyApp.Alerts.send(
      "🚨 Circuit breaker OPEN for pool=#{metadata.pool_name} " <>
      "after #{metadata.consecutive_failures} consecutive failures"
    )
  end

  def handle(
        [:phoenix_gen_api, :worker_pool, :circuit_breaker, :close],
        _measurements,
        metadata,
        _config
      ) do
    MyApp.Alerts.send(
      "✅ Circuit breaker CLOSED for pool=#{metadata.pool_name} — service restored"
    )
  end
end
Distributed Tracing
Integrate with OpenTelemetry or similar tracing systems:
defmodule MyApp.TracingIntegration do
  @moduledoc """
  Bridges PhoenixGenApi telemetry events to OpenTelemetry spans.
  """

  def attach do
    PhoenixGenApi.Telemetry.attach_executor("otel-executor", &__MODULE__.handle_executor/4)
  end

  def handle_executor([:phoenix_gen_api, :executor, :request, :start], _measurements, metadata, _config) do
    # Start a new OpenTelemetry span
    OpenTelemetry.Tracer.start_span("phoenix_gen_api.request", %{
      attributes: %{
        "phoenix_gen_api.request_id": metadata.request_id,
        "phoenix_gen_api.service": metadata.service,
        "phoenix_gen_api.request_type": metadata.request_type,
        "phoenix_gen_api.user_id": metadata.user_id
      }
    })
  end

  def handle_executor([:phoenix_gen_api, :executor, :request, :stop], measurements, metadata, _config) do
    # End the span with success status
    OpenTelemetry.Tracer.end_span(%{
      status: if(metadata.success, do: :ok, else: :error),
      attributes: %{
        "phoenix_gen_api.duration_us": measurements.duration_us,
        "phoenix_gen_api.async": metadata.async
      }
    })
  end

  def handle_executor([:phoenix_gen_api, :executor, :request, :exception], measurements, metadata, _config) do
    # End the span with error status
    OpenTelemetry.Tracer.end_span(%{
      status: :error,
      attributes: %{
        "phoenix_gen_api.duration_us": measurements.duration_us,
        "exception.message": metadata.reason,
        "exception.stacktrace": inspect(metadata.stacktrace)
      }
    })
  end

  def handle_executor(_event, _measurements, _metadata, _config), do: :ok
end
Using with Telemetry.Metrics
Telemetry.Metrics provides a standard
interface for defining metrics from telemetry events. Define metrics that
PhoenixGenApi events feed into:
# In your application or a dedicated module
defmodule MyApp.Metrics do
  def metrics do
    [
      # Executor request duration
      Telemetry.Metrics.distribution(
        "phoenix_gen_api.executor.request.stop.duration_us",
        event_name: [:phoenix_gen_api, :executor, :request, :stop],
        measurement: :duration_us,
        tags: [:service, :request_type, :success],
        unit: {:microsecond, :millisecond},
        reporter_options: [buckets: [1, 5, 10, 25, 50, 100, 250, 500, 1000]]
      ),

      # Executor exception counter
      Telemetry.Metrics.counter(
        "phoenix_gen_api.executor.request.exception.count",
        event_name: [:phoenix_gen_api, :executor, :request, :exception],
        tags: [:service, :request_type]
      ),

      # Rate limiter exceeded counter
      Telemetry.Metrics.counter(
        "phoenix_gen_api.rate_limiter.exceeded.count",
        event_name: [:phoenix_gen_api, :rate_limiter, :exceeded],
        tags: [:key, :scope]
      ),

      # Worker pool task duration
      Telemetry.Metrics.distribution(
        "phoenix_gen_api.worker_pool.task.stop.duration_us",
        event_name: [:phoenix_gen_api, :worker_pool, :task, :stop],
        measurement: :duration_us,
        tags: [:pool_name]
      ),

      # Worker pool task exception counter
      Telemetry.Metrics.counter(
        "phoenix_gen_api.worker_pool.task.exception.count",
        event_name: [:phoenix_gen_api, :worker_pool, :task, :exception],
        tags: [:pool_name, :kind]
      ),

      # Config cache operations
      Telemetry.Metrics.counter(
        "phoenix_gen_api.config.add.count",
        event_name: [:phoenix_gen_api, :config, :add],
        tags: [:service]
      ),

      Telemetry.Metrics.counter(
        "phoenix_gen_api.config.delete.count",
        event_name: [:phoenix_gen_api, :config, :delete],
        tags: [:service]
      ),

      # Config pull duration
      Telemetry.Metrics.distribution(
        "phoenix_gen_api.config.pull.stop.duration_us",
        event_name: [:phoenix_gen_api, :config, :pull, :stop],
        measurement: :duration_us,
        tags: [:service]
      ),

      # Rate limiter check duration
      Telemetry.Metrics.distribution(
        "phoenix_gen_api.rate_limiter.check.duration_us",
        event_name: [:phoenix_gen_api, :rate_limiter, :check],
        measurement: :duration_us,
        tags: [:service]
      ),

      # Rate limiter cleanup
      Telemetry.Metrics.counter(
        "phoenix_gen_api.rate_limiter.cleanup.cleaned_entries",
        event_name: [:phoenix_gen_api, :rate_limiter, :cleanup],
        measurement: :cleaned_entries
      )
    ]
  end
end
Using with LiveDashboard
Phoenix LiveDashboard can display
real-time metrics from PhoenixGenApi events. Add metric definitions to your
LiveDashboard config:
# In lib/my_app_web/application.ex or endpoint.ex
live_dashboard "/dashboard",
  metrics: {MyApp.Metrics, :metrics}
For metric definitions, see the Telemetry.Metrics
section above.
Best Practices
1. Use handler IDs that include your application name
Handler IDs must be unique across the entire BEAM instance. Prefix with your
application name to avoid collisions:
# Good
PhoenixGenApi.Telemetry.attach_executor("my_app.executor_monitor", &handle/4)

# Bad — may collide with other libraries
PhoenixGenApi.Telemetry.attach_executor("executor_monitor", &handle/4)
2. Keep handlers fast
Telemetry handlers execute synchronously in the calling process. Slow handlers
will block the process that emitted the event (e.g., the executor process).
# Bad — blocking HTTP call in handler
def handle(_event, _measurements, metadata, _config) do
  MyApp.HttpClient.post("https://metrics.example.com", JSON.encode!(metadata))
end

# Good — async dispatch
def handle(_event, _measurements, metadata, _config) do
  Task.Supervisor.start_child(MyApp.TaskSupervisor, fn ->
    MyApp.HttpClient.post("https://metrics.example.com", JSON.encode!(metadata))
  end)
end

# Better — use a GenServer/buffer for batching
def handle(_event, _measurements, metadata, _config) do
  MyApp.MetricsBuffer.push(metadata)
end
3. Use category-specific attach functions
When you only care about one category of events, use the specific attach
function instead of attach_all/3:
# Good — only executor events
PhoenixGenApi.Telemetry.attach_executor("my-app", &handle/4)

# Wasteful — attaches to all 30 events but only uses 4
PhoenixGenApi.Telemetry.attach_all("my-app", fn event, measurements, metadata, config ->
  case event do
    [:phoenix_gen_api, :executor | _] -> handle(event, measurements, metadata, config)
    _ -> :ok
  end
end)
4. Clean up handlers in tests
When attaching handlers in tests, always detach them in on_exit callbacks:
test "emits telemetry on request" do
  :telemetry.attach("test-handler", [:phoenix_gen_api, :executor, :request, :stop], fn _, _, _, _ ->
    # ...
  end, %{})

  on_exit(fn -> :telemetry.detach("test-handler") end)

  # ...
end
5. Match on specific events in shared handlers
When using a shared handler for multiple events, pattern match on the event name
to handle each appropriately:
def handle_event(event, measurements, metadata, _config) do
  case event do
    [:phoenix_gen_api, :executor, :request, :start] ->
      # Handle start
      :ok

    [:phoenix_gen_api, :executor, :request, :stop] ->
      # Handle stop
      :ok

    [:phoenix_gen_api, :executor, :request, :exception] ->
      # Handle exception
      :ok

    _ ->
      :ok
  end
end
6. Use :telemetry.span/3 for custom operations
The PhoenixGenApi.Telemetry.span/3 wrapper emits start/stop/exception events
around any function, following the standard telemetry span convention:
result =
  PhoenixGenApi.Telemetry.span(
    [:my_app, :custom_operation],
    %{operation: "data_import"},
    fn ->
      # Your operation here — must return {result, metadata_map}
      data = do_import()
      {:ok, data}
    end
  )
The span function:
	Emits event ++ [:start] before calling the function
	Emits event ++ [:stop] on success (with duration measurement)
	Emits event ++ [:exception] on exception (then re-raises)

The function must return {result, metadata} where metadata is a map that
will be merged into the stop event's metadata.
7. Discover available events programmatically
Use list_events/0 to discover all available events at runtime:
iex> PhoenixGenApi.Telemetry.list_events()
[
  [:phoenix_gen_api, :executor, :request, :start],
  [:phoenix_gen_api, :executor, :request, :stop],
  [:phoenix_gen_api, :executor, :request, :exception],
  [:phoenix_gen_api, :executor, :retry],
  [:phoenix_gen_api, :executor, :retry, :exhausted],
  [:phoenix_gen_api, :rate_limiter, :check],
  [:phoenix_gen_api, :rate_limiter, :exceeded],
  [:phoenix_gen_api, :rate_limiter, :reset],
  [:phoenix_gen_api, :rate_limiter, :cleanup],
  [:phoenix_gen_api, :hook, :before, :start],
  [:phoenix_gen_api, :hook, :before, :stop],
  [:phoenix_gen_api, :hook, :before, :exception],
  [:phoenix_gen_api, :hook, :after, :start],
  [:phoenix_gen_api, :hook, :after, :stop],
  [:phoenix_gen_api, :hook, :after, :exception],
  [:phoenix_gen_api, :worker_pool, :task, :start],
  [:phoenix_gen_api, :worker_pool, :task, :stop],
  [:phoenix_gen_api, :worker_pool, :task, :exception],
  [:phoenix_gen_api, :worker_pool, :task, :rejected],
  [:phoenix_gen_api, :worker_pool, :circuit_breaker, :open],
  [:phoenix_gen_api, :worker_pool, :circuit_breaker, :close],
  [:phoenix_gen_api, :config, :pull, :start],
  [:phoenix_gen_api, :config, :pull, :stop],
  [:phoenix_gen_api, :config, :push],
  [:phoenix_gen_api, :config, :add],
  [:phoenix_gen_api, :config, :batch_add],
  [:phoenix_gen_api, :config, :delete],
  [:phoenix_gen_api, :config, :clear],
  [:phoenix_gen_api, :config, :disable],
  [:phoenix_gen_api, :config, :enable]
]

What's Next
	Step-by-Step Guide — Telemetry setup with code examples (Section 14).
	Architecture Guide — Telemetry events emitted by each subsystem (Section 14).
	README — Telemetry quick start and event categories.
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PhoenixGenApi
A framework for rapidly building backend APIs on top of Phoenix Channels and Erlang clustering. Define your business logic on any node — the framework handles routing, validation, permissions, retries, and observability. No HTTP endpoints to write, no routes to configure, no restarts to deploy.
Version: 2.18.0 | Elixir: ~> 1.18 | OTP: ~> 27 | License: MPL-2.0
Why PhoenixGenApi?
Traditional Phoenix backends require you to: define routes, write controllers, serialize responses, handle errors, and restart to deploy changes. PhoenixGenApi eliminates all of that:
	No routes, no controllers — Clients call functions by name over WebSocket. The framework routes requests to the right node automatically.
	No restarts to deploy — Register new APIs at runtime from any cluster node. The gateway picks them up instantly (push) or on the next pull interval.
	Built-in cross-cutting concerns — Permissions, rate limiting, retries, circuit breakers, hooks, and telemetry come standard. No plugs, no middleware.
	Multi-node by default — Erlang distribution means your APIs run across the cluster. The framework handles node selection, RPC, and failover.
	Real-time ready — Async responses, streaming, and relay messages (group chat) are first-class features, not afterthoughts.

How It Works
┌──────────┐     WebSocket      ┌──────────────────┐     RPC      ┌──────────────┐
│  Client  │ ◄──────────────► │  Phoenix Gateway  │  ◄─────────► │ Service Node │
└──────────┘   (Phoenix Ch.)   │  (uses this lib)  │   (Erlang)   │  (your app)  │
                               └──────────────────┘              └──────────────┘
	Clients send requests through a Phoenix Channel.
	The Gateway looks up the matching FunConfig, selects a node, validates arguments & permissions, then executes the remote function.
	The Service Node runs the function and returns the result.

Service nodes can register new APIs at any time — the gateway picks them up automatically (pull) or receives them immediately (push).
Features
	Feature	Description
	Dynamic Configuration	Add, update, or remove APIs at runtime from any cluster node
	Response Modes	Sync, async, streaming, and fire-and-forget
	Node Selection	Random, hash-based, round-robin, sticky, or custom strategies
	Function Versioning	Run multiple API versions side-by-side; enable/disable per version
	Rate Limiting	Sliding-window rate limiter with global and per-API limits
	Permissions	Authenticated-only, argument-based, role-based, or custom callback
	Retry	Configurable retry on same node or across all nodes, with exhaustion telemetry
	Hooks	before_execute / after_execute callbacks with per-hook timeout protection
	Relay Messages	Group-based message relaying with automatic cleanup on disconnect
	Circuit Breaker	Pool-level and worker-level circuit breakers
	Telemetry	31 events across 5 categories for observability
	Security	Admin gate, push tokens, MFA allowlist, payload size limits
	Diagnostics	Runtime health checks, statistics, call-flow inspection, cluster view, admin-gated tracing

Installation
def deps do
  [
    {:phoenix_gen_api, "~> 2.16"}
  ]
end
Use :libcluster to form the Erlang cluster.
Documentation
	Guide	Description
	Getting Started	Build a working API gateway in 10 minutes with a Phoenix gateway and service node
	Step-by-Step Guide	Every feature explained with copy-paste code examples: validation, permissions, rate limiting, async, streaming, hooks, relay, security, telemetry
	FunConfig Reference	Field-by-field reference for the central configuration struct
	Configuration	Full configuration reference: gateway, rate limiter, worker pool, security
	Architecture	Deep dive into the supervision tree, request lifecycle, config management, execution engine, and all subsystems
	Execute Flow	Line-by-line walkthrough of the complete request execution path with file references
	Relay Messages	Complete reference for group-based messaging: group types, permission matrix, process monitoring
	Telemetry	Full event reference, integration patterns, Telemetry.Metrics examples, and best practices
	Diagnostics	Runtime health checks, statistics, call-flow inspection, cluster view, admin-gated tracing, IEx helpers

Quick Start
Define your API on the service node:
defmodule MyApp.Api do
  def get_user(user_id) do
    %{id: user_id, name: "Alice"}
  end
end
Create a FunConfig and register it on the gateway (pull mode):
# On the service node — define a supporter
defmodule MyApp.GenApi.Supporter do
  def get_config(_arg) do
    {:ok, [%PhoenixGenApi.Structs.FunConfig{
      request_type: "get_user",
      service: "user_service",
      nodes: [Node.self()],
      mfa: {MyApp.Api, :get_user, []},
      arg_types: %{"user_id" => :string},
      response_type: :sync
    }]}
  end
end

# On the gateway — configure the puller
config :phoenix_gen_api, :gen_api,
  service_configs: [%{
    service: "user_service",
    nodes: [:"app@host"],
    module: MyApp.GenApi.Supporter,
    function: :get_config,
    args: []
  }]
Add PhoenixGenApi to your Channel:
defmodule MyAppWeb.ApiChannel do
  use Phoenix.Channel
  use PhoenixGenApi, event: "api"
end
Call from the client:
{
  "service": "user_service",
  "request_type": "get_user",
  "request_id": "req_1",
  "args": { "user_id": "123" }
}
That's it — you have a working API gateway. See the Getting Started guide for the full 2-node walkthrough.
IEx Helpers
PhoenixGenApi.rl_status("user_123")     # Rate limit status
PhoenixGenApi.rl_global()               # Global rate limits
PhoenixGenApi.rl_config()               # Rate limiter config
PhoenixGenApi.cache_status()            # Config cache status
PhoenixGenApi.pool_status()             # Worker pool status
PhoenixGenApi.pushed_services_status()  # Pushed services status

# Diagnostics & Monitoring
PhoenixGenApi.health_check()              # Runtime health report
PhoenixGenApi.health_check(max_memory_bytes: 100_000_000)
PhoenixGenApi.statistics()               # VM & PhoenixGenApi statistics
PhoenixGenApi.debug_report(process_limit: 10)  # Top processes, ETS tables
PhoenixGenApi.call_flow("user_service", "get_user")  # Trace request flow
PhoenixGenApi.cluster_view()             # Cluster topology
PhoenixGenApi.list_call_flows()          # All registered call flows
IEx Print Helpers
For quick console output, use the *_print variants:
# Print formatted health check to console
PhoenixGenApi.health_print()

# Print formatted statistics to console
PhoenixGenApi.stats_print()

# Print formatted debug report to console
PhoenixGenApi.debug_print(process_limit: 10)

# Print formatted call flow trace to console
PhoenixGenApi.call_flow_print("user_service", "get_user")

# Print formatted cluster topology to console
PhoenixGenApi.cluster_print()

# Print formatted list of all call flows to console
PhoenixGenApi.flows_print()

# Print formatted request inspection to console
PhoenixGenApi.inspect_print(%{service: "user_service", request_type: "get_user"})

# Failed config tracking (24h TTL)
PhoenixGenApi.failed_configs()                    # List failed configs
PhoenixGenApi.failed_configs(source: :pull)       # Filter by source
PhoenixGenApi.failed_configs_print()               # Print formatted table
PhoenixGenApi.failed_configs_summary()             # Print summary
PhoenixGenApi.cleanup_failed_configs()             # Clean expired entries
Failed Config Tracking
PhoenixGenApi automatically tracks FunConfig entries that fail validation during
pull or push. Entries are stored in an ETS table with a 24-hour TTL and include
the config, failure reason, source (:pull or :push), and originating node.
# List all failed entries
PhoenixGenApi.failed_configs()

# Filter by source
PhoenixGenApi.failed_configs(source: :pull)
PhoenixGenApi.failed_configs(source: :push, limit: 20)

# Print formatted table to console
PhoenixGenApi.failed_configs_print()

# Print summary (counts by source, by service)
PhoenixGenApi.failed_configs_summary()

# Clean up expired entries (older than 24h)
PhoenixGenApi.cleanup_failed_configs()

# Clear all entries
PhoenixGenApi.clear_failed_configs()
Diagnostics & Tracing
For runtime debugging, PhoenixGenApi provides admin-gated tracing:
# Configure admin actions
config :phoenix_gen_api, :admin_actions, [
  :enable_tracing,
  :disable_tracing
]

# Trace processes
PhoenixGenApi.trace_processes(:all, flags: [:call, :procs])
PhoenixGenApi.stop_trace(:all)

# Trace specific functions
PhoenixGenApi.trace_functions({MyApp.Api, :get_user, 1})
PhoenixGenApi.stop_trace_functions(:all)
See the Diagnostics Guide for full documentation.
Related Packages
	Package	Description
	PhoenixGenApi	Core library — dynamic API gateway over Phoenix Channels
	EasyRpc	Wrap RPC calls from remote nodes so they can be used like local functions
	ClusterHelper	Dynamic cluster node discovery
	ToonEx	TOON encoder/decoder — compact binary protocol for Phoenix Channels
	AshPhoenixGenApi	Ash extension that auto-generates FunConfig from Ash resources

AI Agent Support
mix usage_rules.sync AGENTS.md --all --link-to-folder deps --inline usage_rules:all
mix tidewave

Connect at http://localhost:4114/tidewave/mcp. See Tidewave for details.
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PhoenixGenApi is a framework for building distributed API systems with Phoenix.
This library provides a comprehensive solution for handling API requests with support
for multiple execution modes (sync, async, streaming), distributed node selection,
permission checking, and automatic argument validation.
Features
	Multiple Execution Modes: Support for synchronous, asynchronous, streaming, and fire-and-forget requests
	Distributed Execution: Execute functions on remote nodes with automatic node selection
	Node Selection Strategies: Random, hash-based, round-robin, and custom selection strategies
	Automatic Argument Validation: Type checking and conversion for request arguments
	Permission Control: Built-in permission checking for requests
	Streaming Support: Handle long-running operations with streaming responses
	Configuration Caching: Efficient caching of function configurations with automatic updates
	Configuration Push: Remote nodes can actively push their service and function configs to the gateway
	Rate Limiting: Global and per-API rate limiting with sliding window algorithm
	Relay Messages: Group-based message relaying with public, private, and strict_private group types
	Diagnostics: Runtime health checks, statistics, debug reports, and admin-gated tracing utilities

Architecture
The library consists of several key components:
	PhoenixGenApi.Executor - Core execution engine for processing requests
	PhoenixGenApi.ConfigDb - Caches function configurations for fast lookup
	PhoenixGenApi.ConfigPuller - Pulls and updates configurations from remote services
	PhoenixGenApi.ConfigReceiver - Receives pushed configurations from remote nodes (server-side)
	PhoenixGenApi.ConfigPusher - Pushes configurations to the gateway node (client-side)
	PhoenixGenApi.NodeSelector - Selects target nodes based on configured strategies
	PhoenixGenApi.Permission - Handles permission checking for requests
	PhoenixGenApi.ArgumentHandler - Validates and converts request arguments
	PhoenixGenApi.StreamCall - Manages streaming function calls
	PhoenixGenApi.RateLimiter - Rate limiting for global and per-API requests
	PhoenixGenApi.Relay - Group-based message relaying (public, private, strict_private)
	PhoenixGenApi.Diagnostics - Runtime health, statistics, debug, and tracing utilities

Usage Example
Basic Setup
First, define your function configurations:
config = %PhoenixGenApi.Structs.FunConfig{
  request_type: "get_user",
  service: "user_service",
  nodes: ["user@node1", "user@node2"],
  choose_node_mode: :random,
  timeout: 5000,
  mfa: {UserService, :get_user, []},
  arg_types: %{"user_id" => :string},
  arg_orders: ["user_id"],
  response_type: :sync,
  check_permission: {:arg, "user_id"},
  request_info: false
}

# Add configuration to cache
PhoenixGenApi.ConfigDb.add(config)
Execute Requests
use PhoenixGenApi

# Create a request
request = %PhoenixGenApi.Structs.Request{
  request_id: "req_123",
  request_type: "get_user",
  user_id: "user_456",
  device_id: "device_789",
  args: %{"user_id" => "user_123"}
}

# Execute the request
response = PhoenixGenApi.Executor.execute!(request)
Streaming Requests
For long-running operations, use streaming mode:
stream_config = %PhoenixGenApi.Structs.FunConfig{
  request_type: "process_data",
  service: "processing_service",
  nodes: :local,
  choose_node_mode: :random,
  timeout: :infinity,
  mfa: {DataProcessor, :process_large_dataset, []},
  arg_types: %{"dataset_id" => :string},
  arg_orders: ["dataset_id"],
  response_type: :stream,
  check_permission: false,
  request_info: true
}

# The streaming function should send results using StreamHelper:
# StreamHelper.send_result(stream, chunk_data)
# StreamHelper.send_last_result(stream, final_data)
# Or: StreamHelper.send_complete(stream)
Channel Options
When using use PhoenixGenApi in a channel, the following options are available:
	:event (default: "phoenix_gen_api") — the event name to handle.

	:override_user_id (default: true) — when true, the user_id from
socket.assigns is injected into the request payload, but only when
socket.assigns.user_id is a verified non-empty binary. This prevents a
client-supplied user_id from overriding the server-side value. The
user_id in assigns must be set by a verified authentication step in
Phoenix.Socket.connect/3, never from client payload.

	:require_verified_user_id (default: true) — when true, requests are
rejected immediately with "Authentication required" if
socket.assigns.user_id is nil or empty. This prevents unauthenticated
requests from reaching permission checks or function execution. Set to
false for public endpoints that use check_permission: false.
Security note: Setting this to false disables the early rejection of
unauthenticated requests. Only do this for channels that serve public data.


Configuration
Add to your config.exs:
config :phoenix_gen_api, :gen_api,
  pull_timeout: 5_000,
  pull_interval: 30_000,
  detail_error: false,
  service_configs: [
    %{
      service: "user_service",
      nodes: ["user@node1", "user@node2"],
      module: "UserService",
      function: "get_config",
      args: []
    }
  ]
Rate Limiting Configuration
Configure rate limits in your config.exs:
config :phoenix_gen_api, :rate_limiter,
  enabled: true,
  fail_open: true,
  global_limits: [
    %{key: :user_id, max_requests: 2000, window_ms: 60_000},
    %{key: :device_id, max_requests: 10000, window_ms: 60_000}
  ],
  api_limits: [
    %{
      service: "data_service",
      request_type: "export_data",
      key: :user_id,
      max_requests: 10,
      window_ms: 60_000
    }
  ]
Learn More
For detailed information about specific components, see:
	PhoenixGenApi.Executor - Request execution
	PhoenixGenApi.Structs.FunConfig - Function configuration
	PhoenixGenApi.Structs.Request - Request structure
	PhoenixGenApi.Structs.Response - Response structure
	PhoenixGenApi.NodeSelector - Node selection strategies
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    Functions
  


    
      
        add_global_limit(limit)

      


        Adds a single global rate limit at runtime.



    


    
      
        attach_telemetry(handler_id, function, config \\ %{})

      


        Attaches a telemetry handler to all PhoenixGenApi events.



    


    
      
        cache_status()

      


        [Shell Helper] Quick view of ConfigDb cache status.



    


    
      
        call_flow(service, request_type, version \\ nil)

      


        [Shell Helper] Traces the call flow for a service/request_type from the
gateway to its target nodes.



    


    
      
        call_flow_print(service, request_type, version \\ nil)

      


        [Shell Helper] Print a formatted call flow trace to the console.



    


    
      
        check_rate_limit(request)

      


        Checks rate limit for a request.



    


    
      
        cleanup_failed_configs()

      


        Cleans up expired failed config entries (older than 24h).
Returns the number of entries removed.



    


    
      
        clear_failed_configs()

      


        Clears all failed config entries regardless of expiry.



    


    
      
        cluster_print()

      


        [Shell Helper] Print a formatted cluster topology view to the console.



    


    
      
        cluster_view()

      


        [Shell Helper] Returns the cluster topology view from this node.



    


    
      
        debug_print(opts \\ [])

      


        [Shell Helper] Print a formatted debug report to the console.



    


    
      
        debug_report(opts \\ [])

      


        Returns a debug-oriented runtime report.



    


    
      
        detach_telemetry(handler_id)

      


        Detaches all telemetry handlers with the given ID.



    


    
      
        failed_configs(opts \\ [])

      


        [Shell Helper] Quick view of failed FunConfig entries.



    


    
      
        failed_configs_print(opts \\ [])

      


        [Shell Helper] Print a formatted table of failed FunConfig entries to the console.



    


    
      
        failed_configs_summary()

      


        [Shell Helper] Print a summary of failed FunConfig entries to the console.



    


    
      
        flows_print(opts \\ [])

      


        [Shell Helper] Print a formatted list of all registered call flows.



    


    
      
        get_global_limits()

      


        Gets the current global rate limits (may differ from config.exs if changed at runtime).



    


    
      
        get_rate_limit_config()

      


        Gets all configured rate limits.



    


    
      
        get_rate_limit_status(key_value, scope, rate_limit_key)

      


        Gets current rate limit status for a key.



    


    
      
        health_check(opts \\ [])

      


        Returns a runtime health check for the VM, distribution, and PhoenixGenApi processes.



    


    
      
        health_print(opts \\ [])

      


        [Shell Helper] Print a formatted health check summary to the console.



    


    
      
        inspect_print(request)

      


        [Shell Helper] Print a formatted request inspection to the console.



    


    
      
        inspect_request(request)

      


        [Shell Helper] Inspects a request and returns its full execution plan.



    


    
      
        list_call_flows(opts \\ [])

      


        [Shell Helper] Lists all registered call flows across all services.



    


    
      
        pool_status()

      


        [Shell Helper] Quick view of Worker Pool status.



    


    
      
        push_config(push_config, opts \\ [])

      


        Pushes a PushConfig to this server node.



    


    
      
        pushed_services_status()

      


        [Shell Helper] Quick view of pushed services status.



    


    
      
        remove_global_limit(key)

      


        Removes a global rate limit by key at runtime.



    


    
      
        reset_rate_limit(key_value, scope, rate_limit_key)

      


        Resets rate limit counters for a specific key.



    


    
      
        rl_config()

      


        [Shell Helper] Quick view of current rate limit configuration.



    


    
      
        rl_global()

      


        [Shell Helper] Quick view and management of global rate limits.



    


    
      
        rl_global(limits)

      


    


    
      
        rl_global(atom, limit)

      


    


    
      
        rl_status(user_id)

      


        [Shell Helper] Quick view of rate limit status for a user.



    


    
      
        set_global_limits(limits)

      


        Sets (replaces) all global rate limits at runtime.



    


    
      
        statistics(opts \\ [])

      


        Returns runtime VM and PhoenixGenApi statistics.



    


    
      
        stats_print()

      


        [Shell Helper] Print formatted VM and PhoenixGenApi statistics to the console.



    


    
      
        stop_stream(request_id)

      


        Stops an active streaming call.



    


    
      
        stop_trace(targets \\ :all, opts \\ [])

      


        Disables legacy Erlang tracing for processes or ports.



    


    
      
        stop_trace_functions(mfas \\ :all)

      


        Disables call tracing for specific MFAs.



    


    
      
        trace_functions(mfas, opts \\ [])

      


        Enables call tracing for specific MFAs.



    


    
      
        trace_processes(targets, opts \\ [])

      


        Enables legacy Erlang tracing for processes or ports.



    


    
      
        trace_status()

      


        Returns a small trace status snapshot.



    


    
      
        update_rate_limit_config(config)

      


        Updates rate limit configuration at runtime.



    


    
      
        verify_config(service, config_version)

      


        Verifies that the server has the given service and config version.
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      add_global_limit(limit)



        
          
        

    

  


  

      

          @spec add_global_limit(map()) :: :ok


      


Adds a single global rate limit at runtime.
If a limit with the same :key already exists, it will be replaced.
Parameters
	limit - A map with :key, :max_requests, and :window_ms

Returns
	:ok - Limit was added

Examples
PhoenixGenApi.add_global_limit(%{
  key: :ip_address,
  max_requests: 100,
  window_ms: 60_000
})

  



    

  
    
      
    
    
      attach_telemetry(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_telemetry(String.t(), function(), map()) :: :ok


      


Attaches a telemetry handler to all PhoenixGenApi events.
This is a convenience function that attaches handlers to both executor and
rate limiter events with a single call.
Events
Executor Events
	[:phoenix_gen_api, :executor, :request, :start]
	[:phoenix_gen_api, :executor, :request, :stop]
	[:phoenix_gen_api, :executor, :request, :exception]

Rate Limiter Events
	[:phoenix_gen_api, :rate_limiter, :check]
	[:phoenix_gen_api, :rate_limiter, :exceeded]
	[:phoenix_gen_api, :rate_limiter, :reset]
	[:phoenix_gen_api, :rate_limiter, :cleanup]

Parameters
	handler_id - A unique string identifier for the handler
	function - A 4-arity function: fn(event, measurements, metadata, config) -> any end
	config - Optional configuration map passed to the handler (default: %{})

Examples
# Attach a simple logging handler
PhoenixGenApi.attach_telemetry("my-app", fn event, measurements, metadata, _config ->
  ...
end)

# Attach with custom config
PhoenixGenApi.attach_telemetry("metrics", &MyApp.Metrics.handle_event/4, %{prefix: "phoenix_gen_api"})

  



  
    
      
    
    
      cache_status()



        
          
        

    

  


  

[Shell Helper] Quick view of ConfigDb cache status.
Usage in IEx
iex> PhoenixGenApi.cache_status()

  



    

  
    
      
    
    
      call_flow(service, request_type, version \\ nil)



        
          
        

    

  


  

      

          @spec call_flow(String.t() | atom(), String.t(), String.t() | nil) :: map()


      


[Shell Helper] Traces the call flow for a service/request_type from the
gateway to its target nodes.
Usage in IEx
iex> PhoenixGenApi.call_flow("user_service", "get_user")

  



    

  
    
      
    
    
      call_flow_print(service, request_type, version \\ nil)



        
          
        

    

  


  

[Shell Helper] Print a formatted call flow trace to the console.
Usage in IEx
iex> PhoenixGenApi.call_flow_print("user_service", "get_user")
iex> PhoenixGenApi.call_flow_print("user_service", "get_user", "1.0.0")

  



  
    
      
    
    
      check_rate_limit(request)



        
          
        

    

  


  

      

          @spec check_rate_limit(PhoenixGenApi.Structs.Request.t()) ::
  :ok | {:error, :rate_limited, map()}


      


Checks rate limit for a request.
This function checks both global and per-API rate limits. It is automatically
called during request execution, but can also be called manually for custom
rate limiting logic.
Parameters
	request - The Request struct to check

Returns
	:ok - Request is within all rate limits
	{:error, :rate_limited, details} - Request exceeds a rate limit

Examples
request = %Request{user_id: "user_123", service: "my_service", request_type: "my_api"}

case PhoenixGenApi.check_rate_limit(request) do
  :ok ->
    # Proceed with execution

  {:error, :rate_limited, details} ->
    # Handle rate limit exceeded
end

  



  
    
      
    
    
      cleanup_failed_configs()



        
          
        

    

  


  

      

          @spec cleanup_failed_configs() :: non_neg_integer()


      


Cleans up expired failed config entries (older than 24h).
Returns the number of entries removed.

  



  
    
      
    
    
      clear_failed_configs()



        
          
        

    

  


  

      

          @spec clear_failed_configs() :: :ok


      


Clears all failed config entries regardless of expiry.

  



  
    
      
    
    
      cluster_print()



        
          
        

    

  


  

[Shell Helper] Print a formatted cluster topology view to the console.
Usage in IEx
iex> PhoenixGenApi.cluster_print()

  



  
    
      
    
    
      cluster_view()



        
          
        

    

  


  

      

          @spec cluster_view() :: map()


      


[Shell Helper] Returns the cluster topology view from this node.
Usage in IEx
iex> PhoenixGenApi.cluster_view()

  



    

  
    
      
    
    
      debug_print(opts \\ [])



        
          
        

    

  


  

[Shell Helper] Print a formatted debug report to the console.
Usage in IEx
iex> PhoenixGenApi.debug_print(process_limit: 10)

  



    

  
    
      
    
    
      debug_report(opts \\ [])



        
          
        

    

  


  

      

          @spec debug_report(keyword()) :: map()


      


Returns a debug-oriented runtime report.
Delegates to PhoenixGenApi.Diagnostics.debug_report/1.

  



  
    
      
    
    
      detach_telemetry(handler_id)



        
          
        

    

  


  

      

          @spec detach_telemetry(String.t()) :: :ok


      


Detaches all telemetry handlers with the given ID.
Parameters
	handler_id - The handler ID used when attaching

Examples
PhoenixGenApi.detach_telemetry("my-app")

  



    

  
    
      
    
    
      failed_configs(opts \\ [])



        
          
        

    

  


  

[Shell Helper] Quick view of failed FunConfig entries.
Shows configs that failed validation during pull or push, with their
service, request_type, version, source, node, and reason.
Usage in IEx
iex> PhoenixGenApi.failed_configs()
iex> PhoenixGenApi.failed_configs(source: :pull)
iex> PhoenixGenApi.failed_configs(source: :push, limit: 20)

  



    

  
    
      
    
    
      failed_configs_print(opts \\ [])



        
          
        

    

  


  

[Shell Helper] Print a formatted table of failed FunConfig entries to the console.
Usage in IEx
iex> PhoenixGenApi.failed_configs_print()
iex> PhoenixGenApi.failed_configs_print(source: :pull, limit: 10)

  



  
    
      
    
    
      failed_configs_summary()



        
          
        

    

  


  

[Shell Helper] Print a summary of failed FunConfig entries to the console.
Usage in IEx
iex> PhoenixGenApi.failed_configs_summary()

  



    

  
    
      
    
    
      flows_print(opts \\ [])



        
          
        

    

  


  

[Shell Helper] Print a formatted list of all registered call flows.
Usage in IEx
iex> PhoenixGenApi.flows_print()
iex> PhoenixGenApi.flows_print(include_disabled: true)

  



  
    
      
    
    
      get_global_limits()



        
          
        

    

  


  

      

          @spec get_global_limits() :: [map()]


      


Gets the current global rate limits (may differ from config.exs if changed at runtime).
Returns
  A list of global rate limit maps.
Examples
PhoenixGenApi.get_global_limits()
# => [%{key: :user_id, max_requests: 2000, window_ms: 60_000}]

  



  
    
      
    
    
      get_rate_limit_config()



        
          
        

    

  


  

      

          @spec get_rate_limit_config() :: %{global: list(), api: list()}


      


Gets all configured rate limits.
Returns
  A map with :global and :api keys containing the configured limits.

  



  
    
      
    
    
      get_rate_limit_status(key_value, scope, rate_limit_key)



        
          
        

    

  


  

      

          @spec get_rate_limit_status(
  String.t(),
  :global | {String.t() | atom(), String.t()},
  atom() | String.t()
) :: map()


      


Gets current rate limit status for a key.
Returns
  A list of maps with current usage information for all applicable rate limits.

  



    

  
    
      
    
    
      health_check(opts \\ [])



        
          
        

    

  


  

      

          @spec health_check(keyword()) :: map()


      


Returns a runtime health check for the VM, distribution, and PhoenixGenApi processes.
Delegates to PhoenixGenApi.Diagnostics.health_check/1.

  



    

  
    
      
    
    
      health_print(opts \\ [])



        
          
        

    

  


  

[Shell Helper] Print a formatted health check summary to the console.
Usage in IEx
iex> PhoenixGenApi.health_print()
iex> PhoenixGenApi.health_print(max_memory_bytes: 100_000_000)

  



  
    
      
    
    
      inspect_print(request)



        
          
        

    

  


  

[Shell Helper] Print a formatted request inspection to the console.
Usage in IEx
iex> PhoenixGenApi.inspect_print(%{service: "user_service", request_type: "get_user"})

  



  
    
      
    
    
      inspect_request(request)



        
          
        

    

  


  

      

          @spec inspect_request(map()) :: map()


      


[Shell Helper] Inspects a request and returns its full execution plan.
Usage in IEx
iex> PhoenixGenApi.inspect_request(%{service: "user_service", request_type: "get_user"})

  



    

  
    
      
    
    
      list_call_flows(opts \\ [])



        
          
        

    

  


  

      

          @spec list_call_flows(keyword()) :: [map()]


      


[Shell Helper] Lists all registered call flows across all services.
Usage in IEx
iex> PhoenixGenApi.list_call_flows()
iex> PhoenixGenApi.list_call_flows(include_disabled: true)

  



  
    
      
    
    
      pool_status()



        
          
        

    

  


  

[Shell Helper] Quick view of Worker Pool status.
Usage in IEx
iex> PhoenixGenApi.pool_status()

  



    

  
    
      
    
    
      push_config(push_config, opts \\ [])



        
          
        

    

  


  

      

          @spec push_config(
  PhoenixGenApi.Structs.PushConfig.t() | map(),
  keyword()
) :: {:ok, :accepted} | {:ok, :skipped, term()} | {:error, term()}


      


Pushes a PushConfig to this server node.
This is the server-side API for receiving pushed configs from remote nodes.
Remote nodes should use ConfigPusher.push/2 or ConfigPusher.push_on_startup/3
instead, which make RPC calls to this function.
Parameters
	push_config - A %PushConfig{} struct or map that can be decoded into one
	opts - Options keyword list:	:force - Force push even if version matches (default: false)



Returns
	{:ok, :accepted} - New configs were stored successfully
	{:ok, :skipped, reason} - Push was skipped (e.g., version matches)
	{:error, reason} - Push failed (validation error, etc.)

Examples
alias PhoenixGenApi.Structs.PushConfig

push_config = %PushConfig{
  service: "my_service",
  nodes: [:"node1@host"],
  config_version: "1.0.0",
  fun_configs: [%FunConfig{...}]
}

{:ok, :accepted} = PhoenixGenApi.push_config(push_config)
{:ok, :skipped, :version_matches} = PhoenixGenApi.push_config(push_config)
{:ok, :accepted} = PhoenixGenApi.push_config(push_config, force: true)

  



  
    
      
    
    
      pushed_services_status()



        
          
        

    

  


  

[Shell Helper] Quick view of pushed services status.
Shows all services that have been registered via push, along with their
config versions and auto-pull registration status.
Usage in IEx
iex> PhoenixGenApi.pushed_services_status()

  



  
    
      
    
    
      remove_global_limit(key)



        
          
        

    

  


  

      

          @spec remove_global_limit(atom() | String.t()) :: :ok


      


Removes a global rate limit by key at runtime.
Parameters
	key - The rate limit key to remove (:user_id, :device_id, etc.)

Returns
	:ok - Limit was removed (or didn't exist)

Examples
PhoenixGenApi.remove_global_limit(:ip_address)

  



  
    
      
    
    
      reset_rate_limit(key_value, scope, rate_limit_key)



        
          
        

    

  


  

      

          @spec reset_rate_limit(
  String.t(),
  :global | {String.t() | atom(), String.t()},
  atom() | String.t()
) :: :ok


      


Resets rate limit counters for a specific key.
Parameters
	key_value - The key value to reset (e.g., user ID)
	scope - Either :global or {service, request_type} tuple
	rate_limit_key - The type of key (:user_id, :device_id, etc.)

Returns
	:ok - Counters were reset

Examples
# Reset all rate limits for a user
PhoenixGenApi.reset_rate_limit("user_123", :global, :user_id)

# Reset API-specific rate limit
PhoenixGenApi.reset_rate_limit("user_123", {"my_service", "my_api"}, :user_id)

  



  
    
      
    
    
      rl_config()



        
          
        

    

  


  

[Shell Helper] Quick view of current rate limit configuration.
Usage in IEx
iex> PhoenixGenApi.rl_config()

  



  
    
      
    
    
      rl_global()



        
          
        

    

  


  

[Shell Helper] Quick view and management of global rate limits.
Usage in IEx
# View current global limits
iex> PhoenixGenApi.rl_global()

# Set new global limits
iex> PhoenixGenApi.rl_global([%{key: :user_id, max_requests: 2000, window_ms: 60_000}])

# Add a single limit
iex> PhoenixGenApi.rl_global(:add, %{key: :ip_address, max_requests: 100, window_ms: 60_000})

# Remove a limit by key
iex> PhoenixGenApi.rl_global(:remove, :ip_address)

  



  
    
      
    
    
      rl_global(limits)



        
          
        

    

  


  


  



  
    
      
    
    
      rl_global(atom, limit)



        
          
        

    

  


  


  



  
    
      
    
    
      rl_status(user_id)



        
          
        

    

  


  

[Shell Helper] Quick view of rate limit status for a user.
Usage in IEx
iex> PhoenixGenApi.rl_status("user_123")

  



  
    
      
    
    
      set_global_limits(limits)



        
          
        

    

  


  

      

          @spec set_global_limits([map()]) :: :ok


      


Sets (replaces) all global rate limits at runtime.
Parameters
	limits - A list of global rate limit maps, each with:	:key - The rate limit key (:user_id, :device_id, :ip_address, or custom string)
	:max_requests - Maximum requests allowed in the window
	:window_ms - Window duration in milliseconds



Returns
	:ok - Limits were updated

Examples
PhoenixGenApi.set_global_limits([
  %{key: :user_id, max_requests: 2000, window_ms: 60_000},
  %{key: :device_id, max_requests: 10000, window_ms: 60_000}
])

  



    

  
    
      
    
    
      statistics(opts \\ [])



        
          
        

    

  


  

      

          @spec statistics(keyword()) :: map()


      


Returns runtime VM and PhoenixGenApi statistics.
Delegates to PhoenixGenApi.Diagnostics.statistics/1.

  



  
    
      
    
    
      stats_print()



        
          
        

    

  


  

[Shell Helper] Print formatted VM and PhoenixGenApi statistics to the console.
Usage in IEx
iex> PhoenixGenApi.stats_print()

  



  
    
      
    
    
      stop_stream(request_id)



        
          
        

    

  


  

      

          @spec stop_stream(pid()) :: :ok


      


Stops an active streaming call.
This function gracefully terminates a streaming call process and sends a completion
message to the receiver. The stream call process is identified by its PID.
Parameters
	stream_pid - The PID of the streaming call process to stop

Returns
	:ok - The stop signal was sent successfully

Examples
# Start a stream
{:ok, stream_pid} = StreamCall.start_link(%{
  request: request,
  fun_config: config,
  receiver: self()
})

# Later, stop the stream
PhoenixGenApi.stop_stream(stream_pid)

# Receive the completion message
receive do
  {:stream_response, response} ->
    assert response.has_more == false
end
Notes
	The stream call will send a completion response to its receiver before terminating
	This does not notify the data generator process; it only stops the stream relay
	If you need to stop the data generation itself, handle that in your generator function


  



    

    

  
    
      
    
    
      stop_trace(targets \\ :all, opts \\ [])



        
          
        

    

  


  

      

          @spec stop_trace(
  term(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Disables legacy Erlang tracing for processes or ports.
Requires the :disable_tracing admin action.

  



    

  
    
      
    
    
      stop_trace_functions(mfas \\ :all)



        
          
        

    

  


  

      

          @spec stop_trace_functions(term()) :: {:ok, map()} | {:error, term()}


      


Disables call tracing for specific MFAs.
Requires the :disable_tracing admin action.

  



    

  
    
      
    
    
      trace_functions(mfas, opts \\ [])



        
          
        

    

  


  

      

          @spec trace_functions(
  term(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Enables call tracing for specific MFAs.
Requires the :enable_tracing admin action.

  



    

  
    
      
    
    
      trace_processes(targets, opts \\ [])



        
          
        

    

  


  

      

          @spec trace_processes(
  term(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Enables legacy Erlang tracing for processes or ports.
Requires the :enable_tracing admin action.

  



  
    
      
    
    
      trace_status()



        
          
        

    

  


  

      

          @spec trace_status() :: map()


      


Returns a small trace status snapshot.

  



  
    
      
    
    
      update_rate_limit_config(config)



        
          
        

    

  


  

      

          @spec update_rate_limit_config(map()) :: :ok


      


Updates rate limit configuration at runtime.
Parameters
	config - A map with :global_limits and/or :api_limits keys

Returns
	:ok - Configuration was updated

Examples
PhoenixGenApi.update_rate_limit_config(%{
  global_limits: [
    %{key: :user_id, max_requests: 2000, window_ms: 60_000}
  ]
})

  



  
    
      
    
    
      verify_config(service, config_version)



        
          
        

    

  


  

      

          @spec verify_config(String.t() | atom(), String.t()) ::
  {:ok, :matched} | {:ok, :mismatch, String.t()} | {:error, :not_found}


      


Verifies that the server has the given service and config version.
Useful for checking whether a push is necessary before sending the full
configuration. Remote nodes should use ConfigPusher.verify/3 instead.
Parameters
	service - The service name (string or atom)
	config_version - The config version string to verify

Returns
	{:ok, :matched} - Version matches what is stored
	{:ok, :mismatch, stored_version} - Version differs from what is stored
	{:error, :not_found} - Service is not known

Examples
{:ok, :matched} = PhoenixGenApi.verify_config("my_service", "1.0.0")
{:ok, :mismatch, "0.9.0"} = PhoenixGenApi.verify_config("my_service", "1.0.0")
{:error, :not_found} = PhoenixGenApi.verify_config("unknown_service", "1.0.0")

  


        

      


  

    
PhoenixGenApi.ArgumentHandler 
    



      
Validates and converts request arguments according to configured type specifications.
This module provides comprehensive argument validation and type conversion for API requests.
It ensures that all request arguments match their expected types and sizes before function
execution, preventing type errors and potential security issues.
Argument Type Definitions
Simple Format (Backward Compatible)
The simple format uses just the type atom:
arg_types: %{
  "user_id" => :string,
  "age" => :num,
  "active" => :boolean
}
Extended Format (New)
The extended format uses a keyword list with :type and optional parameters:
arg_types: %{
  "user_id" => [type: :string, max_bytes: 255, allow_nil?: true],
  "age" => [type: :num, default_value: 18],
  "tags" => [type: :list_string, max_items: 10, max_item_bytes: 100],
  "scores" => [type: :list_num, max_items: 50],
  "gps_list" => [type: :list_map, max_items: 100],
  "metadata" => [type: :map, max_items: 200, required: ["name"], accept: ["name", "email", "age"]]
}
Extended Format Options
	type: - Required. The argument type (:string, :num, :boolean, etc.)
	allow_nil?: - Optional. When true, allows nil values (default: false)
	default_value: - Optional. Default value if argument is missing from request
	max_bytes: - For :string type, max byte size
	max_items: - For list/map types, max number of items
	max_item_bytes: - For :list_string, max bytes per item

Behavior
	If argument is missing from request and default_value is set -> uses default_value
	If argument is missing from request and no default_value -> error (unless allow_nil?)
	If argument is explicitly nil and allow_nil? is true -> uses nil
	If argument is explicitly nil and allow_nil? is false -> error
	If argument is present -> validates and converts the value

Type-Specific Parameters
	:string: max_bytes: (default 3000)
	:list: max_items: (default 1000)
	:list_string: max_items: (default 1000), max_item_bytes: (default 3000)
	:list_num: max_items: (default 1000)
	:list_map: max_items: (default 1000)
	:map: max_items: (default 1000), required: (list of required key names), accept: (list of accepted key names — any key not in this list causes an error)

Size Limits (Defaults)
	Strings: 3000 bytes (not characters, to prevent UTF-8 bypass attacks)
	Lists: 1000 items
	Maps: 1000 entries

These limits help prevent denial-of-service attacks through oversized payloads.
Security Considerations
	Uses byte_size/1 instead of String.length/1 to prevent UTF-8 bypass attacks
	Validates against oversized payloads that could cause memory exhaustion
	Rejects nested structures to prevent deep recursion attacks
	Strict type checking prevents type confusion vulnerabilities

Validation Rules
	Type Matching: Argument values must match their declared types
	Size Limits: Strings, lists, and maps must not exceed size limits
	Required Arguments: All declared arguments must be present
	No Extra Arguments: Requests cannot include undeclared arguments
	No Nil Values: Nil values are not accepted for any argument
	No Nesting: Nested lists and maps are not currently supported

Examples
# Configure argument types (simple format)
config = %FunConfig{
  arg_types: %{
    "username" => :string,
    "age" => :num,
    "email" => :string,
    "tags" => :list_string,
    "scores" => :list_num
  },
  arg_orders: ["username", "age", "email", "tags", "scores"]
}

# Configure argument types (extended format with nil and default support)
config = %FunConfig{
  arg_types: %{
    "username" => [type: :string, allow_nil?: false],
    "age" => [type: :num, default_value: 18],
    "email" => [type: :string, allow_nil?: true, max_bytes: 255],
    "tags" => [type: :list_string, default_value: [], max_items: 10, max_item_bytes: 100],
    "scores" => [type: :list_num, allow_nil?: true, max_items: 100]
  },
  arg_orders: ["username", "age", "email", "tags", "scores"]
}

# When allow_nil? is true, nil values are accepted
# When default_value is set and argument is missing, default is used
# If argument is missing and no default_value, and allow_nil? is false -> error
# Valid request
request = %Request{
  args: %{
    "username" => "alice",
    "age" => 30,
    "email" => "alice@example.com",
    "tags" => ["elixir", "phoenix"],
    "scores" => [95, 87, 92]
  }
}

args = ArgumentHandler.convert_args!(config, request)
# => ["alice", 30, "alice@example.com", ["elixir", "phoenix"], [95, 87, 92]]

# Invalid request - wrong type
request = %Request{
  args: %{
    "username" => "alice",
    "age" => "thirty",  # String instead of number
    "email" => "alice@example.com",
    "tags" => ["elixir"],
    "scores" => [95]
  }
}

ArgumentHandler.convert_args!(config, request)
# ** (ArgumentError) invalid argument type for "age": expected :num, got "thirty"
Error Handling
All validation functions raise ArgumentError on validation failures with descriptive
messages. The InvalidType exception is raised for type conversion errors.
Notes
	Argument order is preserved based on arg_orders configuration
	Functions with no arguments return an empty list
	Single-argument functions return a list with one element
	Validation happens before type conversion
	Nested structures (maps in maps, lists in lists) are not supported
	arg_types can be in simple format (%{"user_id" => :string}) or extended format
(%{"user_id" => [type: :string, allow_nil?: true, default_value: "hello"]}).
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        convert_args!(config, request)

      


        Validates and converts request arguments to the correct types and order.



    


    
      
        list_max_items()

      


        Returns the configured maximum number of items in a list.



    


    
      
        map_max_items()

      


        Returns the configured maximum number of items in a map.



    


    
      
        string_max_bytes()

      


        Returns the configured maximum string size in bytes.



    


    
      
        validate_args!(config, request)

      


        Validate request arguments.
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Validates and converts request arguments to the correct types and order.
This function performs both validation and conversion in one step. It first validates
that all required arguments are present with correct types and sizes, then converts
them to the order specified in the configuration.
Parameters
	config - A FunConfig struct containing:
	arg_types - Map of argument names to type specifications
	arg_orders - List of argument names in the expected order


	request - A Request struct containing the arguments to validate


Returns
A list of argument values in the order specified by arg_orders, or an empty list
if the function has no arguments.
Raises
	RuntimeError - If validation fails (wrong type, size, missing args, etc.)
	InvalidType - If type conversion fails

Examples
# Simple format
config = %FunConfig{
  arg_types: %{"name" => :string, "age" => :num},
  arg_orders: ["name", "age"]
}

request = %Request{
  args: %{"name" => "Alice", "age" => 30}
}

ArgumentHandler.convert_args!(config, request)
# => ["Alice", 30]

# Extended format with default values
config = %FunConfig{
  arg_types: %{
    "name" => [type: :string],
    "age" => [type: :num, default_value: 25],
    "email" => [type: :string, allow_nil?: true]
  },
  arg_orders: ["name", "age", "email"]
}

# Missing "age" and "email" - will use default for age, nil for email
request = %Request{
  args: %{"name" => "Bob"}
}

ArgumentHandler.convert_args!(config, request)
# => ["Bob", 25, nil]

  



  
    
      
    
    
      list_max_items()



        
          
        

    

  


  

Returns the configured maximum number of items in a list.
Configurable via config :phoenix_gen_api, :argument_handler, list_max_items: N.
Defaults to 1000.

  



  
    
      
    
    
      map_max_items()



        
          
        

    

  


  

Returns the configured maximum number of items in a map.
Configurable via config :phoenix_gen_api, :argument_handler, map_max_items: N.
Defaults to 1000.

  



  
    
      
    
    
      string_max_bytes()



        
          
        

    

  


  

Returns the configured maximum string size in bytes.
Configurable via config :phoenix_gen_api, :argument_handler, string_max_bytes: N.
Defaults to 3000.

  



  
    
      
    
    
      validate_args!(config, request)



        
          
        

    

  


  

Validate request arguments.

  


        

      


  

    
PhoenixGenApi.ChannelHelpers 
    



      
Shared push-handling logic for GenApi WebSocket channels.
Inject into a channel with use PhoenixGenApi.ChannelHelpers.
Provides common handle_info clauses for:
	synchronous push results
	streaming responses
	async RPC call results

Configuration
The event name used for pushing responses to the client can be configured
via the :event option. This should match the event name used in the
channel's handle_in/3 clause.
use PhoenixGenApi.ChannelHelpers, event: "my_custom_event"
By default, the event name is "phoenix_gen_api", consistent with the
main use PhoenixGenApi macro.
Migration from Previous Versions
Previously, this module hardcoded the event name as "gen_api_result".
If you relied on that behavior, configure it explicitly:
use PhoenixGenApi.ChannelHelpers, event: "gen_api_result"

      




  

    
PhoenixGenApi.ConfigDb 
    



      
A GenServer-based cache for storing FunConfig structs, using an ETS table as the
backing store.
This cache provides fast, in-memory access to function configurations, which are
used by the Executor to handle incoming requests.
The cache is populated and updated by the ConfigPuller module, which fetches
configurations from remote nodes.
Multi-Version Support
Configurations can have multiple versions identified by the version field.
The ETS key is {service, request_type, version} to support multiple versions
of the same function. When retrieving configs, you can specify a version or
get the latest version.
Fault Tolerance
	ETS table is automatically cleaned up on process termination
	Invalid configurations are rejected before insertion
	Atomic operations prevent race conditions
	Read concurrency is enabled for high-throughput scenarios

Security
	Configurations are validated before being added to the cache
	Service names and request types are sanitized
	Only valid FunConfig structs are accepted
	MFA tuples are validated against the configured :mfa_allowlist (if set)
via PhoenixGenApi.Security.validate_mfa/1, preventing registration of
dangerous modules (e.g. :os, :file, :code)
	A hardcoded denylist of dangerous modules (:os, :file, :code,
:erlang, :net, :rpc, :global, :inet) is always enforced


      


      
        Summary


  
    Functions
  


    
      
        add(config)

      


        Adds a new function configuration to the cache.



    


    
      
        batch_add(configs)

      


        Adds multiple function configurations to the cache in a single ETS call.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear()

      


        Clears all configurations from the cache.



    


    
      
        count()

      


        Returns the total number of configurations in the cache.



    


    
      
        delete(service, request_type, version \\ nil)

      


        Deletes a function configuration from the cache.



    


    
      
        disable(service, request_type, version \\ nil)

      


        Disables a function configuration by marking it as disabled.
Disabled configurations will not be returned by get/3 or executed.



    


    
      
        enable(service, request_type, version \\ nil)

      


        Enables a previously disabled function configuration.



    


    
      
        get(service, request_type, version \\ nil)

      


        Retrieves a function configuration from the cache.



    


    
      
        get_all_functions()

      


        Returns a map of all services and their request types in the cache.



    


    
      
        get_all_services()

      


        Returns a list of all service names in the cache.



    


    
      
        get_fast(service, request_type)

      


        Fast path lookup that returns a matching config for a service/request_type.



    


    
      
        get_functions_from_services(services)

      


        Returns a map of all functions from services and their request types in the cache.



    


    
      
        get_latest(service, request_type)

      


        Retrieves the latest version of a function configuration from the cache.



    


    
      
        start_link(opts \\ [])

      


        Starts the ConfigDb GenServer.



    


    
      
        status()

      


        Returns a status snapshot for the config database.



    


    
      
        update(config)

      


        Updates an existing function configuration in the cache.
If the configuration does not exist, it will be added.



    





      


      
        Functions


        


  
    
      
    
    
      add(config)



        
          
        

    

  


  

      

          @spec add(PhoenixGenApi.Structs.FunConfig.t()) ::
  :ok | {:error, :invalid_config} | {:error, {:mfa_not_allowed, term()}}


      


Adds a new function configuration to the cache.
Validation is performed on the calling process. The ETS write is then done
directly (safe because the table has write_concurrency: true) without
routing through the GenServer mailbox, keeping throughput high under load.
Returns
	:ok - Configuration was added successfully
	{:error, :invalid_config} - Configuration failed validation


  



  
    
      
    
    
      batch_add(configs)



        
          
        

    

  


  

      

          @spec batch_add([PhoenixGenApi.Structs.FunConfig.t()]) ::
  {:ok, non_neg_integer()} | {:error, :all_invalid}


      


Adds multiple function configurations to the cache in a single ETS call.
Each config is validated on the calling process. All valid configs are then
inserted atomically in one :ets.insert/2 call, which is significantly faster
than calling add/1 in a loop (avoids N GenServer round-trips and N ETS calls).
Invalid configs are logged and skipped; they do not abort the batch.
Returns
	{:ok, count} - Number of configs successfully inserted
	{:error, :all_invalid} - Every config in the batch failed validation


  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear()



        
          
        

    

  


  

      

          @spec clear() :: :ok


      


Clears all configurations from the cache.
Returns
	:ok - Cache was cleared successfully


  



  
    
      
    
    
      count()



        
          
        

    

  


  

      

          @spec count() :: non_neg_integer()


      


Returns the total number of configurations in the cache.
Returns
  The count of cached configurations.

  



    

  
    
      
    
    
      delete(service, request_type, version \\ nil)



        
          
        

    

  


  

      

          @spec delete(String.t() | atom(), String.t(), String.t() | nil) :: :ok


      


Deletes a function configuration from the cache.
Parameters
	service - The service name (string or atom)
	request_type - The request type (string)
	version - The version to delete (string, defaults to nil)

Returns
	:ok - Configuration was deleted (or didn't exist)


  



    

  
    
      
    
    
      disable(service, request_type, version \\ nil)



        
          
        

    

  


  

      

          @spec disable(String.t() | atom(), String.t(), String.t() | nil) ::
  :ok | {:error, :not_found}


      


Disables a function configuration by marking it as disabled.
Disabled configurations will not be returned by get/3 or executed.
Parameters
	service - The service name (string or atom)
	request_type - The request type (string)
	version - The version to disable (string, defaults to nil)

Returns
	:ok - Configuration was disabled successfully
	{:error, :not_found} - Configuration does not exist


  



    

  
    
      
    
    
      enable(service, request_type, version \\ nil)



        
          
        

    

  


  

      

          @spec enable(String.t() | atom(), String.t(), String.t() | nil) ::
  :ok | {:error, :not_found}


      


Enables a previously disabled function configuration.
Parameters
	service - The service name (string or atom)
	request_type - The request type (string)
	version - The version to enable (string, defaults to nil)

Returns
	:ok - Configuration was enabled successfully
	{:error, :not_found} - Configuration does not exist


  



    

  
    
      
    
    
      get(service, request_type, version \\ nil)



        
          
        

    

  


  

      

          @spec get(String.t() | atom(), String.t(), String.t() | nil) ::
  {:ok, PhoenixGenApi.Structs.FunConfig.t()}
  | {:error, :not_found}
  | {:error, :disabled}


      


Retrieves a function configuration from the cache.
This operation is atomic and uses ETS read concurrency for optimal performance.
Parameters
	service - The service name (string or atom)
	request_type - The request type (string)
	version - The version to retrieve (string, defaults to nil)

Returns
	{:ok, config} - Configuration was found and is enabled
	{:error, :not_found} - Configuration does not exist
	{:error, :disabled} - Configuration exists but is disabled


  



  
    
      
    
    
      get_all_functions()



        
          
        

    

  


  

      

          @spec get_all_functions() :: %{
  required(String.t() | atom()) => %{required(String.t()) => [String.t()]}
}


      


Returns a map of all services and their request types in the cache.
Returns
  A map where keys are service names and values are maps of request types to lists of versions.

  



  
    
      
    
    
      get_all_services()



        
          
        

    

  


  

      

          @spec get_all_services() :: [String.t() | atom()]


      


Returns a list of all service names in the cache.
Returns
  A list of unique service names.

  



  
    
      
    
    
      get_fast(service, request_type)



        
          
        

    

  


  

      

          @spec get_fast(String.t() | atom(), String.t()) ::
  {:ok, PhoenixGenApi.Structs.FunConfig.t()} | {:error, :not_found}


      


Fast path lookup that returns a matching config for a service/request_type.
When only one version exists, returns it directly (fast path). When multiple
versions exist, returns the latest enabled one using Version.parse!/1 for
comparison. This is faster than get_latest/2 for the common single-version case.
Uses :ets.match_object for efficient pattern matching.
Parameters
	service - The service name (string or atom)
	request_type - The request type (string)

Returns
	{:ok, config} - An enabled configuration was found
	{:error, :not_found} - No configuration exists or all are disabled
	{:error, :disabled} - Configuration exists but is disabled

Raises
	Version.ParseError - If a stored version string is not valid semver


  



  
    
      
    
    
      get_functions_from_services(services)



        
          
        

    

  


  

      

          @spec get_functions_from_services([String.t()] | String.t()) :: %{
  required(String.t() | atom()) => %{required(String.t()) => [String.t()]}
}


      


Returns a map of all functions from services and their request types in the cache.
Returns
  A map where keys are service names and values are maps of request types to lists of versions.

  



  
    
      
    
    
      get_latest(service, request_type)



        
          
        

    

  


  

      

          @spec get_latest(String.t() | atom(), String.t()) ::
  {:ok, PhoenixGenApi.Structs.FunConfig.t()} | {:error, :not_found}


      


Retrieves the latest version of a function configuration from the cache.
This operation is atomic and uses ETS read concurrency for optimal performance.
Uses Version.compare/2 for proper semantic versioning (not lexicographic),
so "10.0.0" is correctly considered newer than "9.0.0".
Parameters
	service - The service name (string or atom)
	request_type - The request type (string)

Returns
	{:ok, config} - Latest enabled configuration was found
	{:error, :not_found} - No configuration exists


  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the ConfigDb GenServer.
Options
	:ets_options - Additional options for the ETS table (default: [])


  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: map()


      


Returns a status snapshot for the config database.

  



  
    
      
    
    
      update(config)



        
          
        

    

  


  

      

          @spec update(PhoenixGenApi.Structs.FunConfig.t()) :: :ok | {:error, :invalid_config}


      


Updates an existing function configuration in the cache.
If the configuration does not exist, it will be added.
Validation is performed on the calling process. The ETS write is then done
directly (safe because the table has write_concurrency: true) without
routing through the GenServer mailbox.
Returns
	:ok - Configuration was updated successfully
	{:error, :invalid_config} - Configuration failed validation


  


        

      


  

    
PhoenixGenApi.ConfigFailed 
    



      
Tracks FunConfig entries that failed validation during pull or push.
Stores the original config (as a map), the reason(s) for failure, the source
(pull or push), the node that provided the config, and a timestamp. Entries
auto-expire after 24 hours (TTL).
ETS table
	Named :phoenix_gen_api_config_failed
	{:set, :public, read_concurrency: true, write_concurrency: true}
	Key: {id} where id is a monotonically increasing integer
	Each entry is a map with :id, :service, :request_type, :version,
:source, :node, :reason, :config, :inserted_at_ms, :expires_at_ms

TTL
Entries expire after 24 hours. Call cleanup/0 periodically to purge expired
entries. Query functions (list/1, count/0) automatically filter out expired
entries.

      


      
        Summary


  
    Functions
  


    
      
        cleanup()

      


        Removes all expired entries from the table.
Returns the number of entries removed.



    


    
      
        clear()

      


        Clears all entries regardless of expiry.



    


    
      
        count()

      


        Returns the count of non-expired failed entries.



    


    
      
        init()

      


        Initializes the ETS table. Called by the application supervisor.



    


    
      
        list(opts \\ [])

      


        Returns all non-expired failed entries, optionally filtered by source.



    


    
      
        record(config, reason, source, node \\ nil)

      


        Records a failed FunConfig validation.



    


    
      
        start_link(opts)

      


        Starts the ConfigFailed table under the supervisor.



    


    
      
        summary()

      


        Returns a summary of failed entries grouped by source.



    





      


      
        Functions


        


  
    
      
    
    
      cleanup()



        
          
        

    

  


  

      

          @spec cleanup() :: non_neg_integer()


      


Removes all expired entries from the table.
Returns the number of entries removed.

  



  
    
      
    
    
      clear()



        
          
        

    

  


  

      

          @spec clear() :: :ok


      


Clears all entries regardless of expiry.

  



  
    
      
    
    
      count()



        
          
        

    

  


  

      

          @spec count() :: non_neg_integer()


      


Returns the count of non-expired failed entries.

  



  
    
      
    
    
      init()



        
          
        

    

  


  

      

          @spec init() :: :ok


      


Initializes the ETS table. Called by the application supervisor.

  



    

  
    
      
    
    
      list(opts \\ [])



        
          
        

    

  


  

      

          @spec list(keyword()) :: [map()]


      


Returns all non-expired failed entries, optionally filtered by source.
Options
	:source — filter by :pull or :push
	:service — filter by service name
	:limit — max number of entries to return (default: 100)
	:order — :newest_first (default) or :oldest_first


  



    

  
    
      
    
    
      record(config, reason, source, node \\ nil)



        
          
        

    

  


  

      

          @spec record(
  map() | PhoenixGenApi.Structs.FunConfig.t(),
  String.t() | [String.t()],
  atom(),
  atom() | nil
) :: map()


      


Records a failed FunConfig validation.
Parameters
	config — the %FunConfig{} struct (or map) that failed
	reason — a string or list of strings describing why it failed
	source — :pull or :push
	node — the node that provided the config (or :local / nil)

Returns
The inserted entry map.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: {:ok, pid()}


      


Starts the ConfigFailed table under the supervisor.

  



  
    
      
    
    
      summary()



        
          
        

    

  


  

      

          @spec summary() :: map()


      


Returns a summary of failed entries grouped by source.

  


        

      


  

    
PhoenixGenApi.ConfigPuller 
    



      
This module is responsible for periodically pulling function configurations (%FunConfig{})
from remote nodes and updating the ConfigDb.
Security
MFA safety validation is performed on remote modules before configs are stored.
When RPC verification fails (e.g., node unreachable), the config is rejected rather
than accepted — this is a more secure default than the previous behavior which allowed
configs when verification couldn't be completed.
The puller's behavior can be configured in your config.exs file:
config :phoenix_gen_api, :gen_api,
  pull_timeout: 5_000,
  pull_interval: 30_000
	pull_timeout: The timeout for each RPC call in milliseconds (default: 5000).
	pull_interval: The interval between each pull operation in milliseconds (default: 30000).

Version-Based Skip Mechanism
When a ServiceConfig has version_module and version_function configured, the puller
will first call the lightweight version check RPC before performing a full config pull.
If the returned version matches the locally stored version for that service, the full
pull is skipped — saving network bandwidth and reducing load on remote nodes.
The remote service should implement a version function that returns a value that changes
whenever the function configurations change. Good candidates include:
	A monotonically increasing integer (e.g., 1, 2, 3)
	A semantic version string (e.g., "1.2.3")
	A content hash of the config data (e.g., "a1b2c3d4")
	A timestamp of the last config change (e.g., "2024-01-15T10:30:00Z")

The version value is compared using strict equality (==), so any format that can be
compared this way will work.
If version_module or version_function is nil, version checking is disabled and
the full config pull will always be performed (backward compatible behavior).
Use force_pull/0 to force a full pull regardless of version matching, which clears
all stored versions and re-fetches every service's configuration.
Fault Tolerance
	Failed RPC calls are logged and do not crash the puller
	Node lists are validated before use
	Configuration validation prevents invalid configs from entering the cache
	Exponential backoff on repeated failures (up to a maximum)
	Version check failures fall back to full pull

Startup Behavior
On application start, the puller loads service configurations from the application
env and schedules an initial pull after 1 second. If the initial pull fails (e.g.,
service nodes are unreachable), the puller logs a warning and continues retrying
with exponential backoff (up to 300_000ms between attempts).
The puller does not block application startup — the gateway will start even if
service nodes are unreachable. APIs will be registered once the first successful
pull completes. A recovery log message is emitted when a pull succeeds after
previous failures.
Security
	Validates that remote configs match the expected service name
	Validates FunConfig structs before adding to cache
	Rejects configs with invalid MFAs or node configurations


      


      
        Summary


  
    Functions
  


    
      
        add(services)

      


        Adds a list of services to the puller.
The services argument must be a list of %ServiceConfig{} structs.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        delete(services)

      


        Deletes a list of services from the puller.
The services argument must be a list of %ServiceConfig{} structs.



    


    
      
        force_pull()

      


        Forces an immediate full pull of configurations from all registered services,
ignoring version checking. This clears all stored versions first, so every
service will be re-fetched regardless of whether its version has changed.



    


    
      
        get_all_versions()

      


        Returns a map of all stored service versions.



    


    
      
        get_api_list(service)

      


        Returns the list of APIs for a given service.



    


    
      
        get_service_version(service)

      


        Returns the stored config version for a given service.



    


    
      
        get_services()

      


        Returns the map of services currently being pulled from.



    


    
      
        pull()

      


        Triggers an immediate pull of configurations from the registered services.
Version checking is respected — if the stored version matches the remote version,
the full pull for that service is skipped.



    


    
      
        start_link(opts \\ [])

      


        Starts the ConfigPuller GenServer.



    


    
      
        status()

      


        Returns a status snapshot for the config puller.



    





      


      
        Functions


        


  
    
      
    
    
      add(services)



        
          
        

    

  


  

Adds a list of services to the puller.
The services argument must be a list of %ServiceConfig{} structs.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      delete(services)



        
          
        

    

  


  

Deletes a list of services from the puller.
The services argument must be a list of %ServiceConfig{} structs.
Deleting a service also removes its stored version and API list entry.

  



  
    
      
    
    
      force_pull()



        
          
        

    

  


  

Forces an immediate full pull of configurations from all registered services,
ignoring version checking. This clears all stored versions first, so every
service will be re-fetched regardless of whether its version has changed.
Use this when you want to guarantee a fresh configuration pull, for example
after a deployment or when you suspect the local cache is stale.

  



  
    
      
    
    
      get_all_versions()



        
          
        

    

  


  

      

          @spec get_all_versions() :: %{required(String.t() | atom()) => term()}


      


Returns a map of all stored service versions.
The map keys are service names and the values are the stored version terms.
Services that were pulled without version checking configured will have nil
as their version value.

  



  
    
      
    
    
      get_api_list(service)



        
          
        

    

  


  

Returns the list of APIs for a given service.

  



  
    
      
    
    
      get_service_version(service)



        
          
        

    

  


  

      

          @spec get_service_version(String.t() | atom()) :: term() | nil


      


Returns the stored config version for a given service.
Returns nil if no version has been stored for the service. This indicates
that either the service hasn't been pulled yet, or version checking is not
configured for the service and no version was captured from a previous pull.

  



  
    
      
    
    
      get_services()



        
          
        

    

  


  

Returns the map of services currently being pulled from.

  



  
    
      
    
    
      pull()



        
          
        

    

  


  

Triggers an immediate pull of configurations from the registered services.
Version checking is respected — if the stored version matches the remote version,
the full pull for that service is skipped.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the ConfigPuller GenServer.

  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: map()


      


Returns a status snapshot for the config puller.

  


        

      


  

    
PhoenixGenApi.ConfigPusher 
    



      
A client-side module used on remote/service nodes to push configurations
to the PhoenixGenApi gateway/server node.
Unlike ConfigReceiver (which is a GenServer running on the server), this
module is a simple collection of functions that make RPC calls to the server
node. It does not maintain any state of its own.
RPC Communication
All functions use :rpc.call/5 to communicate with the server node. If the
server is unreachable or the RPC call fails, the result is wrapped in
{:error, {:badrpc, reason}}.
Typical Usage
Remote nodes should call push_on_startup/3 during their application start
(e.g., in the start/2 callback or a GenServer's init/handle_continue)
to register their service configuration with the gateway.
Example
alias PhoenixGenApi.Structs.{FunConfig, PushConfig}
alias PhoenixGenApi.ConfigPusher

fun_configs = [
  %FunConfig{
    request_type: "get_data",
    service: :my_service,
    nodes: [Node.self()],
    choose_node_mode: :random,
    timeout: 5_000,
    mfa: {MyApp.Api, :get_data, []},
    arg_types: %{"id" => :string},
    response_type: :sync,
    version: "1.0.0"
  }
]

push_config = ConfigPusher.from_service_config(
  :my_service,
  [Node.self()],
  fun_configs,
  config_version: "1.0.0",
  module: MyApp.GenApi.Supporter,
  function: :get_config
)

# Push to gateway node
ConfigPusher.push_on_startup(:gateway@host, push_config)

# Or verify first
case ConfigPusher.verify(:gateway@host, :my_service, "1.0.0") do
  {:ok, :matched} -> :already_registered
  {:ok, :mismatch, _} -> ConfigPusher.push(:gateway@host, push_config)
  {:error, :not_found} -> ConfigPusher.push(:gateway@host, push_config)
end

      


      
        Summary


  
    Functions
  


    
      
        from_service_config(service, nodes, fun_configs, opts)

      


        Helper to create a PushConfig from existing service configuration data.



    


    
      
        push(server_node, push_config)

      


        Pushes configurations to the server node without options.



    


    
      
        push(server_node, push_config, opts)

      


        Pushes configurations to the server node.



    


    
      
        push_on_startup(server_node, push_config, opts)

      


        Pushes configs and handles the "push once on startup" pattern.



    


    
      
        verify(server_node, service, config_version)

      


        Verifies that the server has the given service and config version without options.



    


    
      
        verify(server_node, service, config_version, opts)

      


        Verifies that the server has the given service and config version.



    





      


      
        Functions


        


  
    
      
    
    
      from_service_config(service, nodes, fun_configs, opts)



        
          
        

    

  


  

      

          @spec from_service_config(
  String.t() | atom(),
  [atom() | String.t()],
  [PhoenixGenApi.Structs.FunConfig.t()],
  keyword()
) :: PhoenixGenApi.Structs.PushConfig.t()


      


Helper to create a PushConfig from existing service configuration data.
This is a convenience function that builds a %PushConfig{} struct from the
individual components, handling the optional fields for auto-pull and version
checking.
Parameters
	service - Service name (string or atom)
	nodes - List of node names (atoms or strings)
	fun_configs - List of FunConfig structs
	opts - Options keyword list:	:config_version - Config version string (required)
	:module - Module for auto-pull (optional)
	:function - Function for auto-pull (optional)
	:args - Args for auto-pull (default: [])
	:version_module - Version check module (optional)
	:version_function - Version check function (optional)
	:version_args - Version check args (default: [])



Returns
A %PushConfig{} struct.
Raises
Raises ArgumentError if :config_version is not provided in opts.
Example
push_config = ConfigPusher.from_service_config(
  :my_service,
  [Node.self()],
  fun_configs,
  config_version: "1.0.0",
  module: MyApp.GenApi.Supporter,
  function: :get_config,
  version_module: MyApp.GenApi.Supporter,
  version_function: :get_config_version
)

  



  
    
      
    
    
      push(server_node, push_config)



        
          
        

    

  


  

      

          @spec push(node(), PhoenixGenApi.Structs.PushConfig.t()) ::
  {:ok, :accepted} | {:ok, :skipped, term()} | {:error, term()}


      


Pushes configurations to the server node without options.
Convenience function that calls push/3 with default options.
Parameters
	server_node - The node name (atom) of the PhoenixGenApi gateway
	push_config - A %PushConfig{} struct

Returns
Same as push/3.

  



  
    
      
    
    
      push(server_node, push_config, opts)



        
          
        

    

  


  

      

          @spec push(node(), PhoenixGenApi.Structs.PushConfig.t(), keyword()) ::
  {:ok, :accepted} | {:ok, :skipped, term()} | {:error, term()}


      


Pushes configurations to the server node.
Makes an RPC call to PhoenixGenApi.ConfigReceiver.push/2 on the server node.
The server validates the PushConfig, checks the version, and stores the
configs if the version is new (or if :force is set).
Parameters
	server_node - The node name (atom) of the PhoenixGenApi gateway
	push_config - A %PushConfig{} struct
	opts - Options keyword list:	:timeout - RPC timeout in ms (default: 5000)
	:force - Force push even if version matches (default: false)



Returns
	{:ok, :accepted} - New configs were stored successfully
	{:ok, :skipped, reason} - Push was skipped (e.g., version matches)
	{:error, term()} - Push failed (includes :badrpc errors)

Example
{:ok, :accepted} = ConfigPusher.push(:gateway@host, push_config, timeout: 10_000)
{:ok, :skipped, :version_matches} = ConfigPusher.push(:gateway@host, push_config)
{:error, {:badrpc, :nodedown}} = ConfigPusher.push(:unreachable@host, push_config)

  



  
    
      
    
    
      push_on_startup(server_node, push_config, opts)



        
          
        

    

  


  

      

          @spec push_on_startup(node(), PhoenixGenApi.Structs.PushConfig.t(), keyword()) ::
  {:ok, :accepted} | {:ok, :skipped, term()} | {:error, term()}


      


Pushes configs and handles the "push once on startup" pattern.
This is the main entry point for remote nodes. It behaves the same as
push/3 but logs the result at info level with more prominent messaging,
making it easy to see in startup logs whether the configuration was
successfully registered.
Call this function in your application's start/2 callback or a GenServer's
handle_continue/2 to ensure your service is registered with the gateway
on startup.
Parameters
	server_node - The node name (atom) of the PhoenixGenApi gateway
	push_config - A %PushConfig{} struct
	opts - Options keyword list (same as push/3):	:timeout - RPC timeout in ms (default: 5000)
	:force - Force push even if version matches (default: false)



Returns
Same as push/3.
Example
# In your application.ex
def start(_type, _args) do
  # ... start your supervision tree, then:
  ConfigPusher.push_on_startup(:gateway@host, push_config)
  # ...
end

# Or in a GenServer
def init(opts) do
  {:ok, initial_state, {:continue, :register_config}}
end

def handle_continue(:register_config, state) do
  ConfigPusher.push_on_startup(:gateway@host, push_config)
  {:noreply, state}
end

  



  
    
      
    
    
      verify(server_node, service, config_version)



        
          
        

    

  


  

      

          @spec verify(node(), String.t() | atom(), String.t()) ::
  {:ok, :matched} | {:ok, :mismatch, String.t()} | {:error, term()}


      


Verifies that the server has the given service and config version without options.
Convenience function that calls verify/4 with default options.
Parameters
	server_node - The gateway node
	service - Service name (string or atom)
	config_version - Expected config version string

Returns
Same as verify/4.

  



  
    
      
    
    
      verify(server_node, service, config_version, opts)



        
          
        

    

  


  

      

          @spec verify(node(), String.t() | atom(), String.t(), keyword()) ::
  {:ok, :matched} | {:ok, :mismatch, String.t()} | {:error, term()}


      


Verifies that the server has the given service and config version.
Makes an RPC call to PhoenixGenApi.ConfigReceiver.verify/2 on the server
node. Useful for checking whether a push is necessary before sending the
full configuration.
Parameters
	server_node - The gateway node
	service - Service name (string or atom)
	config_version - Expected config version string
	opts - Options:	:timeout - RPC timeout in ms (default: 5000)



Returns
	{:ok, :matched} - Server has the same version
	{:ok, :mismatch, stored_version} - Server has a different version
	{:error, :not_found} - Service is not known on the server
	{:error, {:badrpc, reason}} - RPC call failed

Example
{:ok, :matched} = ConfigPusher.verify(:gateway@host, :my_service, "1.0.0")
{:ok, :mismatch, "0.9.0"} = ConfigPusher.verify(:gateway@host, :my_service, "1.0.0")
{:error, :not_found} = ConfigPusher.verify(:gateway@host, :unknown_service, "1.0.0")

  


        

      


  

    
PhoenixGenApi.ConfigReceiver 
    



      
A server-side GenServer that receives pushed configs from remote nodes.
Remote nodes can push their service configurations to the server/gateway node
using this module. The receiver validates the pushed data, stores it in
ConfigDb, and optionally registers the service with ConfigPuller for
auto-pull.
Push Mechanism
When a remote node pushes a PushConfig, the receiver:
	Validates the PushConfig struct
	Compares the config_version with the locally stored version
	If the version matches (and :force is not set), the push is skipped
	If new or forced:	Validates all FunConfig items
	Enforces the service name on each FunConfig
	Ensures each FunConfig has a version (defaults to nil)
	The value "0.0.0" is reserved as a sentinel and cannot be explicitly registered
	Stores them in ConfigDb via ConfigDb.batch_add/1
	Stores the PushConfig in state
	If the PushConfig has module/function for auto-pull, registers
it with ConfigPuller via ConfigPuller.add/1



Atomicity
The push operation is atomic — either all configs are stored or none. If
validation fails for the PushConfig or any FunConfig item, the entire
push is rejected.
Important Notes
	This module runs on the server/gateway node (not client_mode)
	It should NOT be started when client_mode: true


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        delete_pushed_service(service)

      


        Removes a pushed service from the receiver's state.



    


    
      
        get_all_pushed_services()

      


        Returns a map of all pushed services and their config versions.



    


    
      
        get_pushed_config(service)

      


        Returns the PushConfig for a given service name, or nil.



    


    
      
        push(config)

      


        Receives a PushConfig struct (or map that can be decoded into one).



    


    
      
        push(config, opts)

      


        Same as push/1 but with options.



    


    
      
        start_link(opts \\ [])

      


        Starts the ConfigReceiver GenServer.



    


    
      
        status()

      


        Returns a status snapshot for the config receiver.



    


    
      
        verify(service, config_version)

      


        Verifies that the server has the given service and config_version.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      delete_pushed_service(service)



        
          
        

    

  


  

      

          @spec delete_pushed_service(String.t() | atom()) :: :ok


      


Removes a pushed service from the receiver's state.
Also removes the service from ConfigPuller if it was registered for
auto-pull.

  



  
    
      
    
    
      get_all_pushed_services()



        
          
        

    

  


  

      

          @spec get_all_pushed_services() :: %{required(String.t() | atom()) => String.t()}


      


Returns a map of all pushed services and their config versions.

  



  
    
      
    
    
      get_pushed_config(service)



        
          
        

    

  


  

      

          @spec get_pushed_config(String.t() | atom()) ::
  PhoenixGenApi.Structs.PushConfig.t() | nil


      


Returns the PushConfig for a given service name, or nil.

  



  
    
      
    
    
      push(config)



        
          
        

    

  


  

      

          @spec push(PhoenixGenApi.Structs.PushConfig.t() | map()) ::
  {:ok, :accepted} | {:ok, :skipped, term()} | {:error, term()}


      


Receives a PushConfig struct (or map that can be decoded into one).
Validates the PushConfig, checks the version, and stores the configs
if the version is new. If the config_version matches what is already
stored, the push is skipped.
Returns
	{:ok, :accepted} - New configs were stored successfully
	{:ok, :skipped, reason} - Push was skipped (e.g., version matches)
	{:error, reason} - Validation failure


  



  
    
      
    
    
      push(config, opts)



        
          
        

    

  


  

      

          @spec push(
  PhoenixGenApi.Structs.PushConfig.t() | map(),
  keyword()
) :: {:ok, :accepted} | {:ok, :skipped, term()} | {:error, term()}


      


Same as push/1 but with options.
Options
	:force - Force push even if version matches (default: false)


  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the ConfigReceiver GenServer.

  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: map()


      


Returns a status snapshot for the config receiver.

  



  
    
      
    
    
      verify(service, config_version)



        
          
        

    

  


  

      

          @spec verify(String.t() | atom(), String.t()) ::
  {:ok, :matched} | {:ok, :mismatch, String.t()} | {:error, :not_found}


      


Verifies that the server has the given service and config_version.
Parameters
	service - The service name (string or atom)
	config_version - The config version string to verify

Returns
	{:ok, :matched} - Version matches what is stored
	{:ok, :mismatch, stored_version} - Version differs from what is stored
	{:error, :not_found} - Service is not known


  


        

      


  

    
PhoenixGenApi.Diagnostics 
    



      
Runtime diagnostics, monitoring, and debugging utilities for PhoenixGenApi.
These helpers are intended for sysadmins and developers who need a safe
runtime snapshot from IEx, remote shells, or custom admin tooling. They return
structured maps rather than printing directly, so callers can expose them in
dashboards or logs.
Health checks
PhoenixGenApi.Diagnostics.health_check()
#=> %{status: :ok | :degraded | :error, checks: %{...}}
Statistics
PhoenixGenApi.Diagnostics.statistics()
#=> %{vm: %{...}, phoenix_gen_api: %{...}}
Debug reports
PhoenixGenApi.Diagnostics.debug_report(process_limit: 10)
Call flow inspection
Trace how a request flows from the gateway to target nodes:
PhoenixGenApi.Diagnostics.call_flow("user_service", "get_user")
#=> %{config: %FunConfig{}, local?: true, nodes: [...], steps: [...]}
View the full cluster topology as seen by this node:
PhoenixGenApi.Diagnostics.cluster_view()
#=> %{self: :node@host, connected: [...], registered: [...]}
Inspect a specific request's execution path:
PhoenixGenApi.Diagnostics.inspect_request(%Request{...})
Tracing
Tracing is gated behind admin actions because it can add overhead and expose
runtime internals. Configure the actions before using it:
config :phoenix_gen_api, :admin_actions, [
  :enable_tracing,
  :disable_tracing
]

PhoenixGenApi.Diagnostics.trace_processes(:all,
  flags: [:call, :return_to, :procs],
  tracer: self()
)

PhoenixGenApi.Diagnostics.trace_functions({MyApp.Api, :get_user, 1},
  tracer: self()
)

PhoenixGenApi.Diagnostics.stop_trace(:all)

      


      
        Summary


  
    Types
  


    
      
        health_report()

      


    


    
      
        health_status()

      


    





  
    Functions
  


    
      
        call_flow(service, request_type, version \\ nil)

      


        Traces the call flow for a given service/request_type from the gateway node
to its target node(s).



    


    
      
        cluster_view()

      


        Returns a cluster topology view from the perspective of this node.



    


    
      
        debug_report(opts \\ [])

      


        Returns a debug-oriented snapshot for local runtime inspection.



    


    
      
        health_check(opts \\ [])

      


        Returns a runtime health report for the VM, Erlang distribution, and
PhoenixGenApi processes.



    


    
      
        inspect_request(request)

      


        Inspects a %Request{} struct and returns a detailed execution plan
showing exactly what will happen when the request is executed.



    


    
      
        list_call_flows(opts \\ [])

      


        Returns a summary of all registered call flows across all services.



    


    
      
        statistics(opts \\ [])

      


        Returns VM and PhoenixGenApi runtime statistics.



    


    
      
        stop_trace(targets \\ :all, opts \\ [])

      


        Disables legacy Erlang tracing for processes or ports.



    


    
      
        stop_trace_functions(mfas \\ :all)

      


        Disables call tracing for specific MFAs.



    


    
      
        trace_functions(mfas, opts \\ [])

      


        Enables call tracing for specific MFAs.



    


    
      
        trace_processes(targets, opts \\ [])

      


        Enables legacy Erlang tracing for processes or ports.



    


    
      
        trace_status()

      


        Returns a small trace status snapshot.



    





      


      
        Types


        


  
    
      
    
    
      health_report()



        
          
        

    

  


  

      

          @type health_report() :: %{
  status: health_status(),
  node: node(),
  checked_at_ms: integer(),
  checks: map()
}


      



  



  
    
      
    
    
      health_status()



        
          
        

    

  


  

      

          @type health_status() :: :ok | :degraded | :error


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call_flow(service, request_type, version \\ nil)



        
          
        

    

  


  

      

          @spec call_flow(String.t() | atom(), String.t(), String.t() | nil) :: map()


      


Traces the call flow for a given service/request_type from the gateway node
to its target node(s).
Returns a map describing every step a request goes through:
	:config — the resolved %FunConfig{} (or nil if not found)
	:local? — whether execution is local (:local) or remote
	:nodes — the list of target nodes after node selection
	:steps — an ordered list of execution phases with descriptions
	:rate_limit — which rate limiter scopes apply
	:permission — the permission check strategy
	:hooks — before/after hook configurations
	:retry — retry configuration (if any)
	:cluster — which of the target nodes are currently reachable

Examples
iex> PhoenixGenApi.Diagnostics.call_flow("user_service", "get_user")
%{
  config: %FunConfig{request_type: "get_user", ...},
  local?: false,
  nodes: [:"service@host"],
  steps: [
    %{phase: :channel, desc: "WebSocket handle_in receives payload"},
    %{phase: :decode, desc: "Payload decoded into %Request{}"},
    %{phase: :config_lookup, desc: "ConfigDb.get(service, type, version)"},
    %{phase: :hooks_before, desc: "before_execute hooks (none configured)"},
    %{phase: :permission, desc: "Permission.check_permission!/2"},
    %{phase: :rate_limit, desc: "RateLimiter.check_rate_limit/1"},
    %{phase: :argument_validation, desc: "ArgumentHandler.convert_args!/2"},
    %{phase: :node_selection, desc: "NodeSelector picks :random from [node@host]"},
    %{phase: :execution, desc: "RPC to service@host"},
    %{phase: :hooks_after, desc: "after_execute hooks (none configured)"},
    %{phase: :response, desc: "Result pushed back to client via WebSocket"}
  ],
  ...
}

  



  
    
      
    
    
      cluster_view()



        
          
        

    

  


  

      

          @spec cluster_view() :: map()


      


Returns a cluster topology view from the perspective of this node.
Shows connected nodes, registered processes, and which PhoenixGenApi
services are reachable.

  



    

  
    
      
    
    
      debug_report(opts \\ [])



        
          
        

    

  


  

      

          @spec debug_report(keyword()) :: map()


      


Returns a debug-oriented snapshot for local runtime inspection.
Options:
	:process_limit — Maximum number of processes to include, sorted by
memory usage. Defaults to 20.
	:include_current_stacktrace — Includes each process stacktrace when
true. Defaults to false.

The returned process summaries intentionally avoid full message queues and
dictionaries by default.

  



    

  
    
      
    
    
      health_check(opts \\ [])



        
          
        

    

  


  

      

          @spec health_check(keyword()) :: health_report()


      


Returns a runtime health report for the VM, Erlang distribution, and
PhoenixGenApi processes.
Options:
	:max_memory_bytes — if set and total memory exceeds it, the vm check
is marked :degraded.

The report is structured and non-destructive. It does not mutate the system.

  



  
    
      
    
    
      inspect_request(request)



        
          
        

    

  


  

      

          @spec inspect_request(map() | PhoenixGenApi.Structs.Request.t()) :: map()


      


Inspects a %Request{} struct and returns a detailed execution plan
showing exactly what will happen when the request is executed.
This is useful for debugging why a request succeeds, fails, or routes
to a particular node.

  



    

  
    
      
    
    
      list_call_flows(opts \\ [])



        
          
        

    

  


  

      

          @spec list_call_flows(keyword()) :: [map()]


      


Returns a summary of all registered call flows across all services.
Each entry shows the service, request_type, version, target nodes,
and execution mode (local vs remote).

  



    

  
    
      
    
    
      statistics(opts \\ [])



        
          
        

    

  


  

      

          @spec statistics(keyword()) :: map()


      


Returns VM and PhoenixGenApi runtime statistics.
The VM section contains process, memory, scheduler, reductions, runtime, and
garbage collection counters. The PhoenixGenApi section contains status for the
config cache, puller, receiver, rate limiter, worker pools, relay server, and
telemetry event coverage.

  



    

    

  
    
      
    
    
      stop_trace(targets \\ :all, opts \\ [])



        
          
        

    

  


  

      

          @spec stop_trace(
  term(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Disables legacy Erlang tracing for processes or ports.
This operation requires the :disable_tracing admin action.

  



    

  
    
      
    
    
      stop_trace_functions(mfas \\ :all)



        
          
        

    

  


  

      

          @spec stop_trace_functions(term()) :: {:ok, map()} | {:error, term()}


      


Disables call tracing for specific MFAs.
Passing :all disables all call trace patterns.

  



    

  
    
      
    
    
      trace_functions(mfas, opts \\ [])



        
          
        

    

  


  

      

          @spec trace_functions(
  term(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Enables call tracing for specific MFAs.
This operation requires the :enable_tracing admin action.
MFAs can be {Module, Function}, {Module, Function, Arity}, or :all.
Arity may be a non-negative integer or :_ for all arities.
Options:
	:flags — Process trace flags. Defaults to [:call, :return_to, :procs].
	:match_spec — Match specification passed to :erlang.trace_pattern/3.
Defaults to true.
	:tracer — PID that receives trace messages. Defaults to self().


  



    

  
    
      
    
    
      trace_processes(targets, opts \\ [])



        
          
        

    

  


  

      

          @spec trace_processes(
  term(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Enables legacy Erlang tracing for processes or ports.
This operation requires the :enable_tracing admin action.
Supported targets:
	:all
	:processes
	:ports
	:existing
	:existing_processes
	:existing_ports
	:new
	:new_processes
	:new_ports
	a PID or port
	a list of the above

Options:
	:flags — Trace flags. Defaults to [:call, :return_to, :procs].
	:tracer — PID that receives trace messages. Defaults to self().


  



  
    
      
    
    
      trace_status()



        
          
        

    

  


  

      

          @spec trace_status() :: map()


      


Returns a small trace status snapshot.

  


        

      


  

    
PhoenixGenApi.Executor 
    



      
The core execution engine of PhoenixGenApi.
This module is responsible for taking a Request struct, looking up its
corresponding FunConfig, and executing the function call according to the
configuration. It handles synchronous, asynchronous, and streaming responses.
Worker Pools
Async and stream calls now use dedicated worker pools instead of spawning
unlimited processes. This provides better resource management and prevents
system overload.
Error Handling
All execution paths catch errors, exits, and throws, converting them to
safe error responses. Internal error details are only exposed when
:detail_error is enabled in configuration.
Node Fallback
When executing on remote nodes, if the primary node fails, the executor
will attempt to fall back to another available node (if configured).
Retry
When a request execution fails (returns {:error, _} or {:error, _, _}),
the executor can retry according to the retry field in FunConfig.
	{:same_node, n}: Retries the request on the same node(s) that were
originally selected by the choose_node_mode strategy. Useful when the
failure might be transient (e.g., temporary network glitch).

	{:all_nodes, n}: On each retry, fetches the full list of available
nodes and tries all of them. Useful when a node might be down and you
want to try other nodes.

	Local execution: For nodes: :local, both :same_node and
:all_nodes retry on the same local machine since there's only one node.

	Shorthand: A plain number (e.g., 3) is equivalent to
{:all_nodes, 3}.

	nil: No retry (default, backward compatible).


Retry attempts emit telemetry events at [:phoenix_gen_api, :executor, :retry]
with measurements %{attempt: n} and metadata
%{mode: :same_node | :all_nodes, type: :local | :remote}.
When all retry attempts are exhausted, the executor returns a
%Response{success: false, error: "all retry attempts exhausted", can_retry: false}
to the client. A telemetry event at
[:phoenix_gen_api, :executor, :retry, :exhausted] is also emitted with
metadata containing the request_id, retry mode, and the last error result.

      


      
        Summary


  
    Functions
  


    
      
        attach_telemetry(handler_id, function, config \\ %{})

      


        Attaches a telemetry handler to executor events.



    


    
      
        detach_telemetry(handler_id)

      


        Detaches telemetry handlers by ID.



    


    
      
        execute!(request)

      


        Executes a request.



    


    
      
        execute_params!(params)

      


        Executes a request from a map of parameters.



    


    
      
        execute_with_config!(request, fun_config)

      


    


    
      
        execute_with_timeout!(request, timeout \\ 5000)

      


        Executes a request with a custom timeout.



    


    
      
        sync_call(request, fun_config)

      


    





      


      
        Functions


        


    

  
    
      
    
    
      attach_telemetry(handler_id, function, config \\ %{})



        
          
        

    

  


  

Attaches a telemetry handler to executor events.
Events
	[:phoenix_gen_api, :executor, :request, :start] - Emitted when request execution starts
	[:phoenix_gen_api, :executor, :request, :stop] - Emitted when request execution completes
	[:phoenix_gen_api, :executor, :request, :exception] - Emitted when request execution fails

Examples
:telemetry.attach(
  "my-executor-handler",
  [:phoenix_gen_api, :executor, :request, :stop],
  fn event, measurements, metadata, config ->
    ...
  end,
  %{}
)

  



  
    
      
    
    
      detach_telemetry(handler_id)



        
          
        

    

  


  

Detaches telemetry handlers by ID.

  



  
    
      
    
    
      execute!(request)



        
          
        

    

  


  

      

          @spec execute!(PhoenixGenApi.Structs.Request.t()) ::
  PhoenixGenApi.Structs.Response.t()


      


Executes a request.

  



  
    
      
    
    
      execute_params!(params)



        
          
        

    

  


  

      

          @spec execute_params!(map()) :: PhoenixGenApi.Structs.Response.t()


      


Executes a request from a map of parameters.
This is a convenience function that decodes the params into a Request struct
before calling execute!/1.

  



  
    
      
    
    
      execute_with_config!(request, fun_config)



        
          
        

    

  


  


  



    

  
    
      
    
    
      execute_with_timeout!(request, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec execute_with_timeout!(PhoenixGenApi.Structs.Request.t(), non_neg_integer()) ::
  PhoenixGenApi.Structs.Response.t()


      


Executes a request with a custom timeout.
This function wraps execute!/1 with a timeout to prevent long-running
requests from blocking the caller indefinitely.
Parameters
	request - The request to execute
	timeout - Timeout in milliseconds (default: 5000)

Returns
	Response.t() - The execution result or timeout error


  



  
    
      
    
    
      sync_call(request, fun_config)



        
          
        

    

  


  


  


        

      


  

    
PhoenixGenApi.Executor.RetryState 
    



      
Retry state for executor retry operations.
This struct groups parameters that were previously passed individually
to reduce function arity and improve code maintainability.
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        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PhoenixGenApi.Executor.RetryState{
  args: list(),
  fun: atom(),
  fun_config: PhoenixGenApi.Structs.FunConfig.t(),
  mod: module(),
  nodes: [node() | String.t()],
  request: PhoenixGenApi.Structs.Request.t(),
  result: term(),
  retry_config: term(),
  rpc_timeout: pos_integer()
}


      



  


        

      


  

    
PhoenixGenApi.Helpers.Shared 
    



      
Shared utility functions used across PhoenixGenApi modules.
This module centralizes common logic that was previously duplicated
across ConfigPuller, ConfigReceiver, PushConfig, FunConfig, and NodeSelector.

      


      
        Summary


  
    Functions
  


    
      
        enforce_service_name(config, service_name)

      


        Enforces that a FunConfig's service name matches the expected service.



    


    
      
        ensure_version(config)

      


        Ensures a FunConfig has a version string, defaulting to nil.



    


    
      
        same_service?(fun_service, push_service)

      


        Compares two service names for equality, handling atom↔string comparisons.



    


    
      
        valid_node?(node)

      


        Validates that a value is a valid node identifier.



    


    
      
        validate_nodes(nodes)

      


        Validates a list of nodes, filtering out invalid entries.



    





      


      
        Functions


        


  
    
      
    
    
      enforce_service_name(config, service_name)



        
          
        

    

  


  

      

          @spec enforce_service_name(PhoenixGenApi.Structs.FunConfig.t(), atom() | String.t()) ::
  PhoenixGenApi.Structs.FunConfig.t()


      


Enforces that a FunConfig's service name matches the expected service.
If the service names don't match, logs a warning and overwrites the
FunConfig's service with the expected service name.
Parameters
	config - A %FunConfig{} struct
	service_name - The expected service name (atom or string)

Returns
The FunConfig with the correct service name.
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          @spec ensure_version(PhoenixGenApi.Structs.FunConfig.t()) ::
  PhoenixGenApi.Structs.FunConfig.t()


      


Ensures a FunConfig has a version string, defaulting to nil.
If the FunConfig's version is nil, empty, or the reserved sentinel "0.0.0",
sets it to nil to indicate no version was specified.
Parameters
	config - A %FunConfig{} struct

Returns
The FunConfig with a valid version string or nil.
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          @spec same_service?(atom() | String.t(), atom() | String.t()) :: boolean()


      


Compares two service names for equality, handling atom↔string comparisons.
Service names can be atoms or strings throughout the system. This function
normalizes the comparison so that :my_service and "my_service" are
considered the same service.
Examples
iex> same_service?(:my_service, "my_service")
true

iex> same_service?("my_service", :my_service)
true

iex> same_service?(:my_service, :other_service)
false

  



  
    
      
    
    
      valid_node?(node)



        
          
        

    

  


  

      

          @spec valid_node?(any()) :: boolean()


      


Validates that a value is a valid node identifier.
A valid node is either an atom (e.g., :node1@host) or a binary string
(e.g., "node1@host").
Examples
iex> valid_node?(:node1@host)
true

iex> valid_node?("node1@host")
true

iex> valid_node?(123)
false

  



  
    
      
    
    
      validate_nodes(nodes)



        
          
        

    

  


  

      

          @spec validate_nodes(list()) :: list()


      


Validates a list of nodes, filtering out invalid entries.
Parameters
	nodes - A list of potential node identifiers

Returns
A list containing only valid node identifiers.

  


        

      


  

    
PhoenixGenApi.Hooks 
    



      
Provides before/after execution hooks for FunConfig.
Hooks allow users to run custom code before and/or after a function is executed
through the API. They are configured per-function via the before_execute and
after_execute fields in FunConfig.
Hook Signature
Hooks are specified as MFA tuples:
	{module, function} — Calls module.function(request, fun_config) for before,
or module.function(request, fun_config, result) for after.
	{module, function, extra_args} — Appends extra arguments after the standard ones.

Before execute
Must return one of:
	{:ok, request, fun_config} — Proceed with (possibly modified) request/config.
	{:error, reason} — Abort execution and return an error response.

After execute
Must return the (possibly modified) result. Any other return value is ignored and
the original result is preserved.
Telemetry
Hooks emit telemetry events at:
	[:phoenix_gen_api, :hook, :before, :start]
	[:phoenix_gen_api, :hook, :before, :stop]
	[:phoenix_gen_api, :hook, :before, :exception]
	[:phoenix_gen_api, :hook, :after, :start]
	[:phoenix_gen_api, :hook, :after, :stop]
	[:phoenix_gen_api, :hook, :after, :exception]

Timeout
Each hook execution is wrapped in a Task with a per-hook timeout
(default: 5 seconds). If a hook does not complete within the timeout,
the task is shut down and an error is returned. This prevents a
misbehaving hook from blocking the request indefinitely.
Hook crashes (exceptions) are also caught via Task.yield/2 returning
{:exit, reason}, and are reported the same way as before.
Examples
# In your FunConfig:
%FunConfig{
  before_execute: {MyApp.Hooks, :validate_quota},
  after_execute: {MyApp.Hooks, :log_response}
}

# Hook module:
defmodule MyApp.Hooks do
  alias PhoenixGenApi.Structs.{Request, FunConfig}

  def validate_quota(request, fun_config) do
    # Check rate quota, enrich request, etc.
    {:ok, request, fun_config}
  end

  def log_response(request, fun_config, result) do
    # Log metrics, audit trail, etc.
    result
  end
end
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        run_after(arg1, request, fun_config, result)

      


        Runs the after_execute hook if configured.



    


    
      
        run_before(arg1, request, fun_config)

      


        Runs the before_execute hook if configured.
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      run_after(arg1, request, fun_config, result)



        
          
        

    

  


  

      

          @spec run_after(
  nil | {module(), atom()} | {module(), atom(), list()},
  PhoenixGenApi.Structs.Request.t(),
  PhoenixGenApi.Structs.FunConfig.t(),
  any()
) :: any()


      


Runs the after_execute hook if configured.
Returns the (possibly modified) result. If the hook fails, the original result
is preserved.

  



  
    
      
    
    
      run_before(arg1, request, fun_config)



        
          
        

    

  


  

      

          @spec run_before(
  nil | {module(), atom()} | {module(), atom(), list()},
  PhoenixGenApi.Structs.Request.t(),
  PhoenixGenApi.Structs.FunConfig.t()
) ::
  {:ok, PhoenixGenApi.Structs.Request.t(), PhoenixGenApi.Structs.FunConfig.t()}
  | {:error, any()}


      


Runs the before_execute hook if configured.
Returns {:ok, request, fun_config} to proceed, or {:error, reason} to abort.

  


        

      


  

    
PhoenixGenApi.ImplHelper 
    



      
Macro to generate simple implementation of protocol.
Support for easy to use with general encoder.
Utility macro to generate implementation for struct.
The target struct must have encode!/2 function in module.
Usage:
use PhoenixGenApi.ImplHelper, encoder: JSON.Encoder, impl: [AModule1, AModule2, ...]
Using macro without option in use keyword.
Target module must have encode!/2 function
Generate implementation from struct for JSON.Encoder like this:
require PhoenixGenApi.ImplHelper

gen_impl JSON.Encoder, AModule
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        gen_impl(encoder, module)
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      gen_impl(encoder, module)
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PhoenixGenApi.JsonConfig 
    



      
Utility module for exporting %FunConfig{} to JSON format.
This module provides functions to generate JSON configuration lists from
PhoenixGenApi function configurations, supporting multiple output formats
and customization options.
JSON Config List Format
The map format produces a structure like:
%{
  "send_direct_message - Send direct message to other user" => %{
    "event" => "phoenix_gen_api",
    "data" => %{
      "user_id" => "user_1",
      "device_id" => "device_1",
      "request_type" => "send_direct_message",
      "request_id" => "request_1",
      "service" => "chat",
      "version" => "0.0.1",
      "args" => %{
        "to_user_id" => "",
        "content" => "",
        "reply_to_id" => ""
      }
    }
  }
}
Usage
# Default: returns FunConfig structs (Ash Resource type)
PhoenixGenApi.JsonConfig.generate(MyApp.Chat)
#=> [%PhoenixGenApi.Structs.FunConfig{...}, ...]

# As Elixir map (JSON config list format)
PhoenixGenApi.JsonConfig.generate(MyApp.Chat, format: :map)
#=> %{"send_direct_message - ..." => %{...}, ...}

# As JSON string
PhoenixGenApi.JsonConfig.generate(MyApp.Chat, format: :json)
#=> "{\"send_direct_message - ...\": {...}, ...}"

# Custom encoder MFA
PhoenixGenApi.JsonConfig.generate(MyApp.Chat, format: {MyEncoder, :encode, []})

# With custom descriptions
PhoenixGenApi.JsonConfig.generate(MyApp.Chat,
  format: :map,
  descriptions: %{"send_direct_message" => "Send direct message to other user"}
)

# With description function
PhoenixGenApi.JsonConfig.generate(MyApp.Chat,
  format: :map,
  descriptions: fn fun_config ->
    String.replace(fun_config.request_type, "_", " ")
  end
)

# With custom arg values
PhoenixGenApi.JsonConfig.generate(MyApp.Chat,
  format: :map,
  arg_values: %{
    "send_direct_message" => %{
      "to_user_id" => "user_2",
      "content" => "Hello, how are you?",
      "reply_to_id" => ""
    }
  }
)

# With arg values function
PhoenixGenApi.JsonConfig.generate(MyApp.Chat,
  format: :map,
  arg_values: fn fun_config ->
    # Generate example values based on arg types
    fun_config.arg_types
    |> Enum.map(fn {name, type} -> {name, example_value(type)} end)
    |> Map.new()
  end
)
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    Functions
  


    
      
        export_all(opts \\ [])

      


        Exports all functions from all services.



    


    
      
        export_service(service, opts \\ [])

      


        Exports functions from a specific service.



    


    
      
        export_single(fun_config, opts \\ [])

      


        Exports a single %FunConfig{} to JSON config map format.



    


    
      
        generate(service_or_services, opts \\ [])

      


        Generates JSON configuration from function configurations.
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          @type arg_values_source() ::
  %{required(String.t()) => map()}
  | (PhoenixGenApi.Structs.FunConfig.t() -> map())
  | nil


      



  



  
    
      
    
    
      description_source()



        
          
        

    

  


  

      

          @type description_source() ::
  %{required(String.t()) => String.t()}
  | (PhoenixGenApi.Structs.FunConfig.t() -> String.t())
  | nil
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          @type format() :: :structs | :map | :json | {module(), atom(), list()}
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          @spec export_all(keyword()) ::
  [PhoenixGenApi.Structs.FunConfig.t()] | map() | String.t() | any()


      


Exports all functions from all services.
Parameters
	opts: Options keyword list (same as generate/2)

Returns
  Same as generate/2 but for all services.

  



    

  
    
      
    
    
      export_service(service, opts \\ [])



        
          
        

    

  


  

      

          @spec export_service(
  String.t() | atom(),
  keyword()
) :: [PhoenixGenApi.Structs.FunConfig.t()] | map() | String.t() | any()


      


Exports functions from a specific service.
Parameters
	service: Service name (string or atom)
	opts: Options keyword list (same as generate/2)

Returns
  Same as generate/2 for a single service.

  



    

  
    
      
    
    
      export_single(fun_config, opts \\ [])



        
          
        

    

  


  

      

          @spec export_single(
  PhoenixGenApi.Structs.FunConfig.t(),
  keyword()
) :: {String.t(), map()}


      


Exports a single %FunConfig{} to JSON config map format.
Parameters
	fun_config: A %FunConfig{} struct
	opts: Options keyword list (same as generate/2)

Returns
  A map in the JSON config format for a single function.
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          @spec generate(
  String.t() | atom() | [String.t() | atom()],
  keyword()
) :: [PhoenixGenApi.Structs.FunConfig.t()] | map() | String.t() | any()


      


Generates JSON configuration from function configurations.
Parameters
	service_or_services: A service name (string/atom) or list of service names
	opts: Options keyword list

Options
	:format - Output format (:structs, :map, :json, or {module, function, args})
	:descriptions - Custom descriptions (map or function)
	:arg_values - Custom arg values (map or function)
	:user_id - User ID for the request (default: "user_1")
	:device_id - Device ID for the request (default: "device_1")
	:request_id - Request ID for the request (default: "request_1")
	:event - Event name (default: "phoenix_gen_api")

Returns
  Depends on the :format option:
	:structs - List of %FunConfig{} structs
	:map - Map in JSON config list format
	:json - JSON string
	{module, function, args} - Result of calling the custom encoder


  


        

      


  

    
PhoenixGenApi.NodeSelector 
    



      
Provides node selection strategies for distributed request execution.
This module implements various strategies for selecting target nodes from a list of
available nodes. The selection strategy determines how requests are distributed across
nodes in a cluster.
Supported Selection Strategies
:random
Selects a random node from the available nodes list. This provides simple load balancing
with no guarantees about distribution fairness.
:hash
Uses consistent hashing based on the request ID to select a node. The same request ID
will always map to the same node, which is useful for caching and stateful operations.
### {:hash, hash_key}
Uses consistent hashing based on a specific field from the request. The hash_key can
reference a field in request.args or a field directly on the request struct (like
user_id or device_id). This ensures requests with the same hash_key value always
go to the same node.
:round_robin
Distributes requests evenly across all nodes in a circular fashion. Uses an atomic
counter for true global round-robin distribution across all processes.
### {:sticky, hash_key}
Selects a node on the first request and "sticks" it to the given hash_key value
(e.g., user_id). Subsequent requests with the same value go to the same node.
The sticky mapping expires after 1 hour (configurable via @sticky_ttl_ms),
after which a new node is randomly selected. If the node is removed from the
available nodes list, a new node is selected immediately.
Dynamic Node Resolution
Instead of a static list of nodes, you can provide a module-function-args tuple that
will be called at runtime to get the current list of nodes:
nodes: {MyApp.NodeRegistry, :get_active_nodes, []}
This allows for dynamic node discovery and automatic adaptation to cluster changes.
Node Selection for Retry/Fallback
The get_nodes/2 function returns a list of nodes suitable for the retry strategy:
	:random and :hash return a single-node list (the selected node)
	:round_robin returns all nodes (for fallback to other nodes on failure)

Fault Tolerance
	Nodes are validated before selection
	Empty node lists return {:error, :no_nodes_available}
	Invalid node formats are filtered out
	Failed node resolution is logged with details

Examples
# Random selection
config = %FunConfig{
  nodes: ["node1@host", "node2@host", "node3@host"],
  choose_node_mode: :random
}
{:ok, node} = NodeSelector.get_node(config, request)

# Hash by request ID (consistent)
config = %FunConfig{
  nodes: ["node1@host", "node2@host"],
  choose_node_mode: :hash
}
{:ok, node} = NodeSelector.get_node(config, request)

# Hash by custom field
request = %Request{
  request_id: "req_123",
  user_id: "user_456",
  args: %{"session_id" => "sess_789"}
}

config = %FunConfig{
  nodes: ["node1@host", "node2@host"],
  choose_node_mode: {:hash, "user_id"}
}
{:ok, node} = NodeSelector.get_node(config, request)

# Round-robin (global, atomic counter)
config = %FunConfig{
  nodes: ["node1@host", "node2@host", "node3@host"],
  choose_node_mode: :round_robin
}
{:ok, node1} = NodeSelector.get_node(config, request)
{:ok, node2} = NodeSelector.get_node(config, request)
{:ok, node3} = NodeSelector.get_node(config, request)
{:ok, node1_again} = NodeSelector.get_node(config, request)  # wraps around

# Sticky node affinity
config = %FunConfig{
  nodes: ["node1@host", "node2@host"],
  choose_node_mode: {:sticky, "user_id"}
}
# First request from user_123 -> randomly selects node1
# Subsequent requests from user_123 -> always node1 (for up to 1 hour)
{:ok, node} = NodeSelector.get_node(config, request)
Notes
	Round-robin uses an atomic counter for true global distribution (no process dictionary)
	Hash functions use :erlang.phash2/2 for deterministic hashing
	Dynamic node resolution happens on every call, allowing real-time cluster updates
	If a hash_key is not found in the request, falls back to random selection
	Sticky mappings are stored in ETS and cleaned up periodically by ConfigPuller (every 1 hour)
	Use NodeSelector.cleanup_sticky_table/0 for manual cleanup
	Returns {:ok, node} on success or {:error, reason} on failure
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        calculate_backoff(attempt, opts \\ [])

      


        Calculates a retry backoff delay based on the attempt number.



    


    
      
        choose_node_valid?(fun_config)

      


        Validates that the choose_node_mode is a recognized strategy.



    


    
      
        cleanup_sticky_table()

      


        Cleans up expired sticky mappings.



    


    
      
        get_node(config, request)

      


        Selects a single target node based on the configuration and request.



    


    
      
        get_nodes(config, request)

      


        Selects a list of target nodes based on the configuration and request.



    


    
      
        reset_round_robin()

      


        Resets the round-robin counter.



    


    
      
        resolve_nodes(config)

      


        Resolves dynamic node configuration to a concrete node list.



    


    
      
        resolve_nodes_list(config)

      


        Resolves nodes and returns the raw node list regardless of configuration type.
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      calculate_backoff(attempt, opts \\ [])



        
          
        

    

  


  

      

          @spec calculate_backoff(
  pos_integer(),
  keyword()
) :: non_neg_integer()


      


Calculates a retry backoff delay based on the attempt number.
Uses exponential backoff with jitter to prevent thundering herd problems.
Parameters
	attempt - The current attempt number (1-based)
	opts - Options keyword list:	:base_ms - Base delay in milliseconds (default: 100)
	:max_ms - Maximum delay in milliseconds (default: 5000)
	:jitter - Whether to add random jitter (default: true)



Returns
	Delay in milliseconds before the next retry

Examples
iex> NodeSelector.calculate_backoff(1)
# Returns ~100ms (with jitter)

iex> NodeSelector.calculate_backoff(3)
# Returns ~400ms (with jitter)

iex> NodeSelector.calculate_backoff(5, max_ms: 2000)
# Returns capped at ~2000ms (with jitter)
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          @spec choose_node_valid?(PhoenixGenApi.Structs.FunConfig.t()) :: boolean()


      


Validates that the choose_node_mode is a recognized strategy.
Returns
	true if the mode is valid
	false otherwise
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Cleans up expired sticky mappings.
This function should be called periodically (e.g., every hour) to remove
stale sticky node assignments that have exceeded their TTL.
Returns
	:ok - Cleanup completed
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          @spec get_node(PhoenixGenApi.Structs.FunConfig.t(), PhoenixGenApi.Structs.Request.t()) ::
  {:ok, node :: atom() | String.t()} | {:error, term()}


      


Selects a single target node based on the configuration and request.
This function examines the choose_node_mode in the configuration and applies
the appropriate node selection strategy. If the nodes field is a tuple, it
will be called as a function to dynamically resolve the node list.
Parameters
	config - A FunConfig struct containing:
	nodes - Either a list of node names or a {module, function, args} tuple
	choose_node_mode - The selection strategy (:random, :hash, {:hash, key}, :round_robin)


	request - A Request struct containing the request details


Returns
	{:ok, node} - The selected node
	{:error, reason} - Selection failed

Examples
config = %FunConfig{
  nodes: ["node1@host", "node2@host"],
  choose_node_mode: :random
}

request = %Request{
  request_id: "req_123",
  request_type: "get_user",
  user_id: "user_456",
  args: %{"user_id" => "user_456"}
}

{:ok, node} = NodeSelector.get_node(config, request)
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          @spec get_nodes(
  PhoenixGenApi.Structs.FunConfig.t(),
  PhoenixGenApi.Structs.Request.t()
) ::
  {:ok, [atom() | String.t()]} | {:error, term()}


      


Selects a list of target nodes based on the configuration and request.
The returned list is ordered by preference for fallback/retry purposes:
	:random - Returns a shuffled list of all nodes (selected node first)
	:hash / {:hash, key} - Returns all nodes with the hashed node first
	:round_robin - Returns all nodes starting from the round-robin position

This is useful for the executor's fallback mechanism where if the primary
node fails, it tries the remaining nodes in order.
Parameters
	config - A FunConfig struct
	request - A Request struct

Returns
	{:ok, [node, ...]} - Ordered list of nodes (primary first)
	{:error, reason} - Selection failed

Examples
config = %FunConfig{
  nodes: ["node1@host", "node2@host", "node3@host"],
  choose_node_mode: :random
}

{:ok, [primary | fallbacks]} = NodeSelector.get_nodes(config, request)
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          @spec reset_round_robin() :: :ok


      


Resets the round-robin counter.
This is primarily useful for testing. In production, the counter
should be allowed to increment naturally.
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          @spec resolve_nodes(PhoenixGenApi.Structs.FunConfig.t()) ::
  {:ok, PhoenixGenApi.Structs.FunConfig.t()} | {:error, term()}


      


Resolves dynamic node configuration to a concrete node list.
If nodes is an MFA tuple {module, function, args}, calls the function
to get the node list at runtime. If nodes is already a list, returns
the config unchanged. If nodes is :local, returns the config unchanged.
Parameters
	config - A FunConfig struct

Returns
	{:ok, %FunConfig{}} - Config with resolved nodes
	{:error, reason} - Resolution failed
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          @spec resolve_nodes_list(PhoenixGenApi.Structs.FunConfig.t()) ::
  {:ok, [atom() | String.t()]} | {:error, term()}


      


Resolves nodes and returns the raw node list regardless of configuration type.
Unlike resolve_nodes/1 which returns the full config, this returns just
the list of nodes. Useful for getting all available nodes for retry strategies.
Parameters
	config - A FunConfig struct

Returns
	{:ok, [node]} - List of resolved nodes
	{:error, reason} - Resolution failed


  


        

      


  

    
PhoenixGenApi.Permission 
    



      
Provides permission checking functionality for API requests.
This module implements a flexible permission system that can verify whether a user
has the right to execute a specific request. Permissions can be disabled, or configured
to check that certain request arguments match the requesting user's identity.
Permission Modes
Disabled Permissions (false)
When check_permission: false is set in the FunConfig, all permission checks pass.
This is useful for public endpoints that don't require authentication or authorization.
Any Authenticated (:any_authenticated)
When check_permission: :any_authenticated is configured, the system verifies that
the request has a valid user_id. Any authenticated user is allowed access.
Argument-Based Permissions ({:arg, arg_name})
When check_permission: {:arg, arg_name} is configured, the system verifies that
the value of the specified argument matches the request's user_id. This ensures
users can only access their own data.
For example, with {:arg, "user_id"}, a request from user "123" will only be
allowed if request.args["user_id"] == "123".
When arg_orders: :map, the argument is first looked up at the top level of
request.args, then searched one level deep inside map values.
Role-Based Permissions ({:role, allowed_roles})
When check_permission: {:role, allowed_roles} is configured, the system verifies
that the user has one of the allowed roles. Roles are checked against the
request.user_roles field (must be a list of strings or atoms).
For example, with {:role, ["admin", "moderator"]}, only users with those roles
are allowed access.
Custom Callback (permission_callback)
When permission_callback: {module, function, args} is set,
the callback takes precedence over check_permission. Called as
apply(module, function, [request | args]). Must return true or false.
Any other return value is treated as false. Exceptions are caught and treated
as false for safety.
Examples
# Public endpoint - no permission check
config = %FunConfig{
  request_type: "get_public_data",
  check_permission: false
}

request = %Request{user_id: "any_user"}
Permission.check_permission(request, config)
# => true

# Any authenticated user
config = %FunConfig{
  request_type: "get_profile",
  check_permission: :any_authenticated
}

request = %Request{user_id: "user_123"}
Permission.check_permission(request, config)
# => true

request = %Request{user_id: nil}
Permission.check_permission(request, config)
# => false

# User-specific endpoint - must match user_id
config = %FunConfig{
  request_type: "get_user_profile",
  check_permission: {:arg, "user_id"}
}

# This passes - user accessing their own data
request = %Request{
  user_id: "user_123",
  args: %{"user_id" => "user_123"}
}
Permission.check_permission(request, config)
# => true

# This fails - user trying to access another user's data
request = %Request{
  user_id: "user_123",
  args: %{"user_id" => "user_999"}
}
Permission.check_permission(request, config)
# => false

# Role-based access
config = %FunConfig{
  request_type: "delete_user",
  check_permission: {:role, ["admin"]}
}

request = %Request{
  user_id: "user_123",
  user_roles: ["admin"]
}
Permission.check_permission(request, config)
# => true
Security Considerations
	Always use check_permission!/2 in the execution path to raise on failures
	The check_permission/2 function is non-raising and returns a boolean
	Missing arguments result in permission denial (returns false)
	Permission checks happen before argument validation and function execution
	All permission failures are logged for audit purposes
	Use specific permission modes rather than false when possible

Securing {:arg, arg_name} Against user_id Override
When using {:arg, arg_name}, the user_id in socket.assigns must be set
by a verified authentication step in Phoenix.Socket.connect/3 — never from
client payload. The override_user_id channel option (default true) only
applies when socket.assigns.user_id is a verified non-empty string; it will
NOT override with a client-supplied user_id.
Use require_verified_user_id: true (the default) in your channel to reject
unauthenticated requests before they reach permission checks. This prevents
requests with no verified user_id from ever entering the execution pipeline.
Set require_verified_user_id: false only for public endpoints that use
check_permission: false.

      


      
        Summary


  
    Functions
  


    
      
        check_permission(request, fun_config)

      


        Exception raised when a permission check fails.



    


    
      
        check_permission!(request, fun_config)

      


        Checks permission and raises an exception if the check fails.



    





      


      
        Functions


        


  
    
      
    
    
      check_permission(request, fun_config)



        
          
        

    

  


  

Exception raised when a permission check fails.
Contains details about the request and the permission mode that was denied.

  



  
    
      
    
    
      check_permission!(request, fun_config)



        
          
        

    

  


  

Checks permission and raises an exception if the check fails.
This is the raising version of check_permission/2. It should be used in the
request execution pipeline where permission failures should halt processing.
Parameters
	request - The Request struct containing user information and arguments
	fun_config - The FunConfig struct with permission settings

Returns
	nil - Permission check passed (function returns nothing on success)

Raises
	PermissionDenied - If the permission check fails

Examples
request = %Request{
  user_id: "user_123",
  args: %{"user_id" => "user_999"}
}

config = %FunConfig{check_permission: {:arg, "user_id"}}

# This will raise because user_ids don't match
Permission.check_permission!(request, config)
# ** (PhoenixGenApi.Permission.PermissionDenied) Permission denied...
Notes
	Logs a warning with request details when permission is denied
	Always called before request execution in the Executor module
	Returns nothing on success (only side effect is potential exception)


  


        

      


  

    
PhoenixGenApi.RateLimiter 
    



      
Provides rate limiting functionality for API requests.
This module implements a sliding window rate limiter using ETS for high-performance
tracking. It supports both global rate limiting (across all APIs) and per-API
rate limiting with configurable limits.
Architecture
The rate limiter uses a sliding window algorithm with ETS tables for storage:
	Global Table: Tracks request counts per key across all APIs
	API Table: Tracks request counts per key per API

Rate Limiting Strategies
Global Rate Limiting
Applies a single rate limit across all API requests for a given key.
Useful for preventing overall system abuse.
Per-API Rate Limiting
Applies specific rate limits to individual API endpoints.
Useful for protecting expensive or sensitive operations.
Configuration
Configure rate limits in your config.exs:
config :phoenix_gen_api, :rate_limiter,
  enabled: true,
  # Multi-instance configuration for better concurrency
  # Number of RateLimiter instances (default: number of online schedulers)
  instance_count: :auto,  # :auto or positive integer
  # Routing strategy for distributing requests across instances
  # - :hash - Consistent routing based on request_id (default, ensures same request goes to same instance)
  # - :random - Random distribution across instances
  routing_strategy: :hash,
  global_limits: [
    # Default: 2000 requests per minute per user
    %{key: :user_id, max_requests: 2000, window_ms: 60_000},
    # Device-level: 10000 requests per minute per device
    %{key: :device_id, max_requests: 10000, window_ms: 60_000}
  ],
  api_limits: [
    # Expensive operation: 10 requests per minute per user
    %{
      service: "data_service",
      request_type: "export_data",
      key: :user_id,
      max_requests: 10,
      window_ms: 60_000
    },
    # Public endpoint: 100 requests per minute per IP
    %{
      service: "public_service",
      request_type: "search",
      key: :ip_address,
      max_requests: 100,
      window_ms: 60_000
    }
  ]
Usage
Basic Usage
# Check rate limit before executing a request
case RateLimiter.check_rate_limit(request) do
  :ok ->
    # Execute the request
    Executor.execute!(request)

  {:error, :rate_limited, details} ->
    # Return rate limit error to client
    Response.error_response(request.request_id, "Rate limit exceeded")
end
Manual Rate Limiting
# Check global rate limit
RateLimiter.check_rate_limit("user_123", :global, :user_id)

# Check API-specific rate limit
RateLimiter.check_rate_limit("user_123", {"my_service", "my_api"}, :user_id)
Rate Limit Keys
The rate limiter supports various key types:
	:user_id - Rate limit by user
	:device_id - Rate limit by device
	:ip_address - Rate limit by IP address
	Custom keys - Any string value

Sliding Window Algorithm
The rate limiter uses a sliding window algorithm that:
	Tracks individual request timestamps
	Removes expired entries outside the window
	Counts remaining entries to determine current usage
	Provides accurate rate limiting without fixed window boundaries

Performance
	ETS tables provide O(1) average-case lookups
	Cleanup runs periodically to remove expired entries
	Memory usage is bounded by max_requests × number of keys
	Read/write concurrency is enabled for high-throughput scenarios

Fault Tolerance
	Rate limiter failures do not block request execution (fail-open by default)
	ETS tables are automatically cleaned up on process termination
	Configuration changes are applied without restart
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    Types
  


    
      
        api_identifier()

      


    


    
      
        check_result()

      


    


    
      
        rate_limit_details()

      


    


    
      
        rate_limit_key()

      


    





  
    Functions
  


    
      
        add_global_limit(limit)

      


        Updates rate limit configuration at runtime.
Adds a single global rate limit at runtime.



    


    
      
        attach_telemetry(handler_id, function, config \\ %{})

      


        Attaches a telemetry handler to rate limiter events.



    


    
      
        check_rate_limit(request)

      


        Checks if a request is within rate limits.



    


    
      
        check_rate_limit(key_value, scope, rate_limit_key)

      


        Checks rate limit for a specific key and scope.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear()

      


        Clears all rate limit data from ETS tables.



    


    
      
        detach_telemetry(handler_id)

      


        Detaches a telemetry handler by ID.



    


    
      
        get_configured_limits()

      


        Gets all configured rate limits.



    


    
      
        get_global_limits()

      


        Gets the current global rate limits (may differ from config.exs if changed at runtime).



    


    
      
        get_rate_limit_status(key_value, scope, rate_limit_key)

      


        Gets current rate limit status for a key.



    


    
      
        instance_count()

      


        Returns the number of active rate limiter instances.



    


    
      
        remove_global_limit(key)

      


        Removes a global rate limit by key at runtime.



    


    
      
        reset_rate_limit(key_value, scope, rate_limit_key)

      


        Resets rate limit counters for a specific key.



    


    
      
        routing_strategy()

      


        Returns the routing strategy being used.



    


    
      
        set_global_limits(limits)

      


        Sets (replaces) all global rate limits at runtime.



    


    
      
        start_link(opts \\ [])

      


        Starts the RateLimiter and its instances under a supervisor.



    


    
      
        status()

      


        Returns a status snapshot for all rate limiter instances.



    


    
      
        update_config(config)

      


        Updates rate limit configuration at runtime.



    





      


      
        Types


        


  
    
      
    
    
      api_identifier()



        
          
        

    

  


  

      

          @type api_identifier() :: {String.t() | atom(), String.t()}


      



  



  
    
      
    
    
      check_result()



        
          
        

    

  


  

      

          @type check_result() :: :ok | {:error, :rate_limited, rate_limit_details()}


      



  



  
    
      
    
    
      rate_limit_details()



        
          
        

    

  


  

      

          @type rate_limit_details() :: %{
  key: String.t(),
  max_requests: non_neg_integer(),
  current_requests: non_neg_integer(),
  window_ms: non_neg_integer(),
  retry_after_ms: non_neg_integer(),
  scope: :global | api_identifier()
}


      



  



  
    
      
    
    
      rate_limit_key()



        
          
        

    

  


  

      

          @type rate_limit_key() :: :user_id | :device_id | :ip_address | String.t()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_global_limit(limit)



        
          
        

    

  


  

      

          @spec add_global_limit(map()) :: :ok


      


Updates rate limit configuration at runtime.
Adds a single global rate limit at runtime.
If a limit with the same :key already exists, it will be replaced.
Parameters
	limit - A map with :key, :max_requests, and :window_ms

Returns
	:ok - Limit was added

Examples
PhoenixGenApi.RateLimiter.add_global_limit(%{
  key: :ip_address,
  max_requests: 100,
  window_ms: 60_000
})

  



    

  
    
      
    
    
      attach_telemetry(handler_id, function, config \\ %{})



        
          
        

    

  


  

Attaches a telemetry handler to rate limiter events.
Events
	[:phoenix_gen_api, :rate_limiter, :check] - Emitted on every rate limit check
	[:phoenix_gen_api, :rate_limiter, :exceeded] - Emitted when a rate limit is exceeded
	[:phoenix_gen_api, :rate_limiter, :reset] - Emitted when rate limits are reset
	[:phoenix_gen_api, :rate_limiter, :cleanup] - Emitted during periodic cleanup

Examples
# Attach a handler
:telemetry.attach(
  "my-rate-limiter-handler",
  [:phoenix_gen_api, :rate_limiter, :check],
  fn event, measurements, metadata, config ->
  ...
  end,
  %{}
)

# Or use the helper function
PhoenixGenApi.RateLimiter.attach_telemetry("my-handler", &my_handler/4)

  



  
    
      
    
    
      check_rate_limit(request)



        
          
        

    

  


  

Checks if a request is within rate limits.
This function checks both global and per-API rate limits configured for the
request. If any limit is exceeded, it returns an error with details.
Parameters
	request - The Request struct to check

Returns
	:ok - Request is within all rate limits
	{:error, :rate_limited, details} - Request exceeds a rate limit

Examples
request = %Request{
  user_id: "user_123",
  device_id: "device_456",
  service: "my_service",
  request_type: "my_api"
}

case RateLimiter.check_rate_limit(request) do
  :ok ->
    # Proceed with request execution

  {:error, :rate_limited, details} ->
    # Return rate limit error
    ...
end

  



  
    
      
    
    
      check_rate_limit(key_value, scope, rate_limit_key)



        
          
        

    

  


  

      

          @spec check_rate_limit(String.t(), :global | api_identifier(), rate_limit_key()) ::
  :ok | {:error, :rate_limited, rate_limit_details()}


      


Checks rate limit for a specific key and scope.
Parameters
	key_value - The value to rate limit against (e.g., user ID)
	scope - Either :global or {service, request_type} tuple
	rate_limit_key - The type of key (:user_id, :device_id, etc.)

Returns
	:ok - Within rate limit
	{:error, :rate_limited, details} - Exceeded rate limit

Examples
# Check global rate limit for a user
RateLimiter.check_rate_limit("user_123", :global, :user_id)

# Check API-specific rate limit
RateLimiter.check_rate_limit("user_123", {"service", "api"}, :user_id)

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear()



        
          
        

    

  


  

      

          @spec clear() :: :ok


      


Clears all rate limit data from ETS tables.
Useful for testing or resetting rate limit counters.

  



  
    
      
    
    
      detach_telemetry(handler_id)



        
          
        

    

  


  

Detaches a telemetry handler by ID.

  



  
    
      
    
    
      get_configured_limits()



        
          
        

    

  


  

      

          @spec get_configured_limits() :: %{global: list(), api: list()}


      


Gets all configured rate limits.

  



  
    
      
    
    
      get_global_limits()



        
          
        

    

  


  

      

          @spec get_global_limits() :: [map()]


      


Gets the current global rate limits (may differ from config.exs if changed at runtime).
Returns
  A list of global rate limit maps.
Examples
PhoenixGenApi.RateLimiter.get_global_limits()
# => [%{key: :user_id, max_requests: 2000, window_ms: 60_000}]

  



  
    
      
    
    
      get_rate_limit_status(key_value, scope, rate_limit_key)



        
          
        

    

  


  

      

          @spec get_rate_limit_status(String.t(), :global | api_identifier(), rate_limit_key()) ::
  map()


      


Gets current rate limit status for a key.
Returns
  A map with current usage information for all applicable rate limits.

  



  
    
      
    
    
      instance_count()



        
          
        

    

  


  

Returns the number of active rate limiter instances.

  



  
    
      
    
    
      remove_global_limit(key)



        
          
        

    

  


  

      

          @spec remove_global_limit(atom() | String.t()) :: :ok


      


Removes a global rate limit by key at runtime.
Parameters
	key - The rate limit key to remove (:user_id, :device_id, etc.)

Returns
	:ok - Limit was removed (or didn't exist)

Examples
PhoenixGenApi.RateLimiter.remove_global_limit(:ip_address)

  



  
    
      
    
    
      reset_rate_limit(key_value, scope, rate_limit_key)



        
          
        

    

  


  

      

          @spec reset_rate_limit(String.t(), :global | api_identifier(), rate_limit_key()) ::
  :ok


      


Resets rate limit counters for a specific key.
Parameters
	key_value - The key value to reset (e.g., user ID)
	scope - Either :global or {service, request_type} tuple
	rate_limit_key - The type of key

Returns
	:ok - Counters were reset

Examples
# Reset all rate limits for a user
RateLimiter.reset_rate_limit("user_123", :global, :user_id)

  



  
    
      
    
    
      routing_strategy()



        
          
        

    

  


  

Returns the routing strategy being used.

  



  
    
      
    
    
      set_global_limits(limits)



        
          
        

    

  


  

      

          @spec set_global_limits([map()]) :: :ok


      


Sets (replaces) all global rate limits at runtime.
Parameters
	limits - A list of global rate limit maps, each with:	:key - The rate limit key (:user_id, :device_id, :ip_address, or custom string)
	:max_requests - Maximum requests allowed in the window
	:window_ms - Window duration in milliseconds



Returns
	:ok - Limits were updated

Examples
PhoenixGenApi.RateLimiter.set_global_limits([
  %{key: :user_id, max_requests: 2000, window_ms: 60_000},
  %{key: :device_id, max_requests: 10000, window_ms: 60_000}
])

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the RateLimiter and its instances under a supervisor.

  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @spec status() :: map()


      


Returns a status snapshot for all rate limiter instances.

  



  
    
      
    
    
      update_config(config)



        
          
        

    

  


  

      

          @spec update_config(map()) :: :ok | {:error, :admin_action_denied}


      


Updates rate limit configuration at runtime.
Parameters
	config - A map with :global_limits and/or :api_limits keys

Returns
	:ok - Configuration was updated

Examples
RateLimiter.update_config(%{
  global_limits: [
    %{key: :user_id, max_requests: 2000, window_ms: 60_000}
  ]
})

  


        

      


  

    
PhoenixGenApi.Relay 
    



      
Relay message feature for PhoenixGenApi.
Provides group-based message relaying where a user sends a message to a group
and all members (including the sender) receive it.
Group Types
:public
	Anyone can join immediately as :active.
	All members can send and receive messages.

:private
	New members join with :pending status.
	Any existing active member can accept pending members.
	Only :active members can send and receive messages.

:strict_private
	New members join with :pending status.
	Only :admin members can accept pending members.
	Admins can :mute and :unmute members.
	Muted members can receive but cannot send messages.

Architecture
	RelayServer (PhoenixGenApi.RelayServer) is a GenServer that owns the
ETS table and serializes all group operations to prevent race conditions.
All public API functions in this module delegate to the GenServer.

	ETS table (:phoenix_gen_api_relay_groups) stores group metadata:
{group_id, group_type, members_map} where members_map is
%{user_id => %{roles: MapSet, status: atom, joined_at: DateTime}}.

	Registry (PhoenixGenApi.RelayRegistry) with :duplicate keys maps
group_id to {user_id, channel_pid} for dispatching messages to channel
processes via send/2.



      


      
        Summary


  
    Types
  


    
      
        group_type()

      


    


    
      
        member_info()

      


    


    
      
        member_status()

      


    





  
    Functions
  


    
      
        accept_member(group_id, actor_user_id, target_user_id)

      


        Accepts a pending member into a group.



    


    
      
        create_group(group_id, group_type, creator_user_id, channel_pid)

      


        Creates a new group. The creator becomes the admin with :active status.



    


    
      
        delete_group(group_id)

      


        Deletes a group from ETS. Registry entries are cleaned up when channel
processes terminate.



    


    
      
        get_group_info(group_id)

      


        Returns group info including type and members map.



    


    
      
        handle_relay(request, fun_config)

      


        Handles a relay message request. This is the MFA target configured in
FunConfig for request_type: "relay_msg".



    


    
      
        join_group(group_id, user_id, channel_pid)

      


        Joins a user to a group.



    


    
      
        leave_group(group_id, user_id)

      


        Removes a user from a group and unregisters them from the Registry.



    


    
      
        mute_member(group_id, actor_user_id, target_user_id)

      


        Mutes a member in a strict_private group. Only admins can mute.
Muted members can receive but cannot send messages.



    


    
      
        table()

      


        Returns the ETS table name for group metadata storage.



    


    
      
        unmute_member(group_id, actor_user_id, target_user_id)

      


        Unmutes a member in a strict_private group. Only admins can unmute.



    





      


      
        Types


        


  
    
      
    
    
      group_type()



        
          
        

    

  


  

      

          @type group_type() :: :public | :private | :strict_private


      



  



  
    
      
    
    
      member_info()



        
          
        

    

  


  

      

          @type member_info() :: %{
  roles: MapSet.t(atom()),
  status: member_status(),
  joined_at: DateTime.t()
}


      



  



  
    
      
    
    
      member_status()



        
          
        

    

  


  

      

          @type member_status() :: :active | :pending | :muted


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accept_member(group_id, actor_user_id, target_user_id)



        
          
        

    

  


  

      

          @spec accept_member(String.t(), String.t(), String.t()) ::
  :ok
  | {:error, :not_found | :user_not_in_group | :not_admin | :user_not_pending}


      


Accepts a pending member into a group.
	private: any active member can accept.
	strict_private: only admin can accept.

Returns :ok or {:error, reason}.

  



  
    
      
    
    
      create_group(group_id, group_type, creator_user_id, channel_pid)



        
          
        

    

  


  

      

          @spec create_group(String.t(), group_type(), String.t(), pid()) ::
  :ok | {:error, :already_exists}


      


Creates a new group. The creator becomes the admin with :active status.
Returns :ok or {:error, :already_exists}.

  



  
    
      
    
    
      delete_group(group_id)



        
          
        

    

  


  

      

          @spec delete_group(String.t()) :: :ok | {:error, :not_found}


      


Deletes a group from ETS. Registry entries are cleaned up when channel
processes terminate.
Returns :ok or {:error, :not_found}.

  



  
    
      
    
    
      get_group_info(group_id)



        
          
        

    

  


  

      

          @spec get_group_info(String.t()) :: {:ok, map()} | {:error, :not_found}


      


Returns group info including type and members map.

  



  
    
      
    
    
      handle_relay(request, fun_config)



        
          
        

    

  


  

      

          @spec handle_relay(
  PhoenixGenApi.Structs.Request.t(),
  PhoenixGenApi.Structs.FunConfig.t()
) ::
  PhoenixGenApi.Structs.Response.t()


      


Handles a relay message request. This is the MFA target configured in
FunConfig for request_type: "relay_msg".
Extracts group_id and message from request.args, validates the
sender's membership and permissions, then sends {:relay_message, response}
to all group members' channel pids via the Registry.
Returns a Response with relay status.

  



  
    
      
    
    
      join_group(group_id, user_id, channel_pid)



        
          
        

    

  


  

      

          @spec join_group(String.t(), String.t(), pid()) ::
  {:ok, :active | :pending} | {:error, :not_found | :already_member}


      


Joins a user to a group.
	public: user becomes :active immediately.
	private / strict_private: user becomes :pending, needs acceptance.

Returns {:ok, :active} or {:ok, :pending} depending on group type,
or {:error, reason}.

  



  
    
      
    
    
      leave_group(group_id, user_id)



        
          
        

    

  


  

      

          @spec leave_group(String.t(), String.t()) ::
  :ok | {:error, :not_found | :user_not_in_group}


      


Removes a user from a group and unregisters them from the Registry.
Returns :ok or {:error, reason}.

  



  
    
      
    
    
      mute_member(group_id, actor_user_id, target_user_id)



        
          
        

    

  


  

      

          @spec mute_member(String.t(), String.t(), String.t()) ::
  :ok
  | {:error,
     :not_found
     | :not_strict_private
     | :user_not_in_group
     | :not_admin
     | :cannot_mute}


      


Mutes a member in a strict_private group. Only admins can mute.
Muted members can receive but cannot send messages.
Returns :ok or {:error, reason}.

  



  
    
      
    
    
      table()



        
          
        

    

  


  

      

          @spec table() :: atom()


      


Returns the ETS table name for group metadata storage.

  



  
    
      
    
    
      unmute_member(group_id, actor_user_id, target_user_id)



        
          
        

    

  


  

      

          @spec unmute_member(String.t(), String.t(), String.t()) ::
  :ok
  | {:error,
     :not_found
     | :not_strict_private
     | :user_not_in_group
     | :not_admin
     | :not_muted}


      


Unmutes a member in a strict_private group. Only admins can unmute.
Returns :ok or {:error, reason}.

  


        

      


  

    
PhoenixGenApi.RelayServer 
    



      
Serializes all relay group ETS operations to prevent race conditions.
Owns the ETS table (:phoenix_gen_api_relay_groups) and processes all
group mutations sequentially via GenServer.call/3. Because a GenServer
handles one message at a time, the read-modify-write patterns in
PhoenixGenApi.Relay execute atomically with respect to each other.

      


      
        Summary


  
    Functions
  


    
      
        accept_member(group_id, actor_user_id, target_user_id)

      


    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        create_group(group_id, group_type, creator_user_id, channel_pid)

      


    


    
      
        delete_group(group_id)

      


    


    
      
        get_group_info(group_id)

      


    


    
      
        handle_relay(request, fun_config)

      


    


    
      
        join_group(group_id, user_id, channel_pid)

      


    


    
      
        leave_group(group_id, user_id)

      


    


    
      
        mute_member(group_id, actor_user_id, target_user_id)

      


    


    
      
        start_link(opts \\ [])

      


    


    
      
        status()

      


    


    
      
        table()

      


        Returns the ETS table name (for backward compatibility).



    


    
      
        unmute_member(group_id, actor_user_id, target_user_id)

      


    





      


      
        Functions


        


  
    
      
    
    
      accept_member(group_id, actor_user_id, target_user_id)



        
          
        

    

  


  


  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      create_group(group_id, group_type, creator_user_id, channel_pid)



        
          
        

    

  


  


  



  
    
      
    
    
      delete_group(group_id)



        
          
        

    

  


  


  



  
    
      
    
    
      get_group_info(group_id)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_relay(request, fun_config)



        
          
        

    

  


  


  



  
    
      
    
    
      join_group(group_id, user_id, channel_pid)



        
          
        

    

  


  


  



  
    
      
    
    
      leave_group(group_id, user_id)



        
          
        

    

  


  


  



  
    
      
    
    
      mute_member(group_id, actor_user_id, target_user_id)



        
          
        

    

  


  


  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  



  
    
      
    
    
      status()



        
          
        

    

  


  


  



  
    
      
    
    
      table()



        
          
        

    

  


  

      

          @spec table() :: atom()


      


Returns the ETS table name (for backward compatibility).

  



  
    
      
    
    
      unmute_member(group_id, actor_user_id, target_user_id)



        
          
        

    

  


  


  


        

      


  

    
PhoenixGenApi.Security 
    



      
Provides security utilities for PhoenixGenApi.
Features
	Admin gate — fail-closed authorization for dangerous runtime operations
(toggling detail_error, updating rate limit config, pushing configs).

	Push token validation — constant-time comparison to authenticate
push requests from remote nodes.

	MFA allowlist validation — restricts which {module, function, args}
tuples can be registered as function configurations, preventing a
compromised node from registering dangerous MFAs (e.g. :os.cmd).


Configuration
All checks are opt-in and backward compatible. If the relevant application
environment variables are not set, the checks are skipped:
config :phoenix_gen_api,
  # Admin actions allowlist (fail-closed: default denies everything)
  admin_actions: [:push_config],

  # Push token — when set, push requests must include a matching token
  push_token: "my-secret-token",

  # MFA allowlist — when set, only listed {module, function} pairs are allowed.
  # Module-level entries (just an atom) allow all functions in that module.
  mfa_allowlist: [
    MyApp.UserService,
    {MyApp.OrderService, :create_order}
  ]
Hardcoded Denylist
The following modules are always blocked unless explicitly allowed:
:os, :file, :code, :erlang, :net, :rpc, :global, :inet.
Environment Recommendations
	Development: You may enable all admin actions for convenience.
	Production: Enable only what's needed. Configure push_token and
mfa_allowlist to restrict push sources and allowed function targets.
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        admin_action()

      


    





  
    Functions
  


    
      
        admin_action_allowed?(action)

      


        Checks whether a given admin action is currently permitted.



    


    
      
        valid_push_token?(token)

      


        Validates a push token using constant-time comparison.



    


    
      
        validate_mfa(mfa)

      


        Validates that an MFA tuple is allowed by the configured allowlist and not
in the hardcoded denylist.



    





      


      
        Types


        


  
    
      
    
    
      admin_action()



        
          
        

    

  


  

      

          @type admin_action() ::
  :change_detail_error
  | :update_rate_limit_config
  | :push_config
  | :enable_tracing
  | :disable_tracing


      



  


        

      

      
        Functions


        


  
    
      
    
    
      admin_action_allowed?(action)



        
          
        

    

  


  

      

          @spec admin_action_allowed?(admin_action()) :: boolean()


      


Checks whether a given admin action is currently permitted.
Returns true if the action is in the configured allowlist, false otherwise.
When denied, a warning is logged.
Examples
iex> PhoenixGenApi.Security.admin_action_allowed?(:update_rate_limit_config)
false

iex> PhoenixGenApi.Security.admin_action_allowed?(:change_detail_error)
false

  



  
    
      
    
    
      valid_push_token?(token)



        
          
        

    

  


  

      

          @spec valid_push_token?(nil | String.t() | binary()) :: boolean()


      


Validates a push token using constant-time comparison.
Returns true if:
	No :push_token is configured (backward compatible — push allowed without token)
	The provided token matches the configured token

Returns false if a token is configured but the provided token doesn't match
or is missing.
Uses constant-time comparison to prevent timing attacks.

  



  
    
      
    
    
      validate_mfa(mfa)



        
          
        

    

  


  

      

          @spec validate_mfa({module(), atom(), list()}) ::
  :ok | {:error, {:mfa_not_allowed, term()}}


      


Validates that an MFA tuple is allowed by the configured allowlist and not
in the hardcoded denylist.
Parameters
	mfa - A {module, function, args} tuple

Returns
	:ok if the MFA is allowed
	{:error, {:mfa_not_allowed, mfa}} if the MFA is not allowed

Behavior
	If no :mfa_allowlist is configured, all MFAs pass the allowlist check
(backward compatible) — but the hardcoded denylist is still enforced.
	If :mfa_allowlist IS configured, the {module, function} pair must match
an entry. Entries can be:	A module atom (e.g. MyApp.UserService) — allows all functions in that module
	A {module, function} tuple (e.g. {MyApp.OrderService, :create_order})


	Modules in the hardcoded denylist (:os, :file, :code, :erlang,
:net, :rpc, :global, :inet) are ALWAYS blocked unless the
allowlist explicitly includes them.


  


        

      


  

    
PhoenixGenApi.StreamCall 
    



      
A GenServer that manages a streaming function call.
This process is responsible for executing a function that returns a stream of
results, and sending those results back to the client in chunks via
{:stream_response, response} messages.
Lifecycle
	Started via start_link/1 with a %FunConfig{}, %Request{}, and receiver pid.
	On init, immediately starts the stream via handle_continue(:start_stream, ...).
	The MFA is called through Executor.sync_call/2.
	If the result is an error, sends a single error response and stops.
	If successful, sends the initial chunk and waits for further messages.
	The data generator sends {:result, data} for intermediate chunks,
{:last_result, data} for the final chunk, or {:error, reason} on failure.
	On :complete or :stop, sends a stream-end response and stops.

Messages to Data Generator
The stream process expects these messages from the data generator:
	{:result, data} — Intermediate chunk (sets has_more: true)
	{:last_result, data} — Final chunk (sets has_more: false)
	{:error, reason} — Error (sends error response)
	:complete — Normal completion (sends stream-end response)

Stopping
Use stop/1 with either the stream PID or the request_id to gracefully
terminate a stream. This sends a completion response before stopping.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(args)

      


    


    
      
        stop(pid)
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(args)



        
          
        

    

  


  


  



  
    
      
    
    
      stop(pid)



        
          
        

    

  


  


  


        

      


  

    
PhoenixGenApi.Structs.FunConfig 
    



      
Defines the configuration for a function that can be called through the API.
This struct holds all the necessary information to route, validate, and execute
a function call based on an incoming request.
Version
The version field is a string (e.g., "1.0.0"). The value "0.0.0" is reserved
as a sentinel and cannot be explicitly registered — it is used internally to
mean "no version specified". If a config has no version set, version/1 returns
nil and the config is stored with a nil version key in the cache.
Argument Types (arg_types)
The arg_types field supports two formats:
Simple Format (Backward Compatible)
Uses just the type atom:
arg_types: %{"user_id" => :string, "age" => :num}
Extended Format (New)
Uses a keyword list with :type and optional parameters:
arg_types: %{
  "user_id" => [type: :string, max_bytes: 255, allow_nil?: true],
  "age" => [type: :num, default_value: 18],
  "tags" => [type: :list_string, max_items: 10, max_item_bytes: 100],
  "gps_list" => [type: :list_map, max_items: 100],
  "metadata" => [type: :map, max_items: 200, required: ["name"], accept: ["name", "email", "age"]]
}
Extended Format Options
	type: - Required. The argument type (:string, :num, :boolean, etc.)
	allow_nil?: - Optional. When true, allows nil values (default: false)
	default_value: - Optional. Default value if argument is missing from request
	max_bytes: - For :string type, max byte size
	max_items: - For list/map types, max number of items
	max_item_bytes: - For :list_string, max bytes per item
	required: - For :map type only, list of required key names (e.g., ["name", "email"])
	accept: - For :map type only, list of accepted key names — any key not in this list causes an error

Validation
	Default values are validated to match their declared type during config validation
	Invalid default values will cause FunConfig.validate_with_details/1 to return an error

Retry
The retry field configures retry behavior when request execution fails
(returns {:error, _} or {:error, _, _}).
Possible values:
	nil - No retry (default, backward compatible)
	A positive number (e.g., 3) - Equivalent to {:all_nodes, 3}.
Retry across all available nodes.
	{:same_node, positive_number} (e.g., {:same_node, 2}) - Retry on the
same node(s) that were originally selected by the choose_node_mode strategy.
Useful when the failure might be transient.
	{:all_nodes, positive_number} (e.g., {:all_nodes, 3}) - Retry across
all available nodes in the cluster. Useful when a node might be down.

For nodes: :local, both :same_node and :all_nodes retry on the same
local machine since there's only one node.
Use normalize_retry/1 to convert a raw config value to the standard tuple
format. Zero, negative numbers, strings, and other formats are invalid.
Hooks
The before_execute and after_execute fields allow you to run custom code
before and/or after a function is executed through the API. Hooks are specified
as MFA tuples:
	{module, function} — Called as module.function(request, fun_config) (before)
or module.function(request, fun_config, result) (after).
	{module, function, extra_args} — Extra arguments are appended.

Before execute
Must return one of:
	{:ok, request, fun_config} — Proceed with (possibly modified) request/config.
	{:error, reason} — Abort execution and return an error response.

After execute
Must return the (possibly modified) result. Any other return value is ignored and
the original result is preserved.
Hooks emit telemetry events at [:phoenix_gen_api, :hook, :before|:after, :start|:stop|:exception].
Permission Callback
The permission_callback field allows a custom MFA to override the built-in
check_permission modes. When set to {module, function, args} (or
{module, function}), it is called as apply(module, function, [request | args])
and must return true or false. Any other return, exception, or catch is
treated as false (denied). When permission_callback is set, check_permission
is ignored.
Security Considerations
	MFA tuples are validated to ensure modules are loaded and functions exist
	Node lists are validated to prevent routing to invalid destinations
	Permission modes are checked against available request fields
	Timeout values are bounded to prevent resource exhaustion
	Hook failures in before_execute abort the request; hook failures in after_execute
are silently ignored (the original result is preserved)
	Permission callbacks that raise exceptions are treated as denied (fail-closed)
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        t()

      


    





  
    Functions
  


    
      
        check_permission!(request, config)

      


        Checks if the request has the necessary permissions to be executed.



    


    
      
        convert_args!(config, request)

      


        Validates and converts the request arguments based on the arg_types and arg_orders configuration.



    


    
      
        get_node(config, request)

      


        Selects a target node for the request based on the choose_node_mode strategy.



    


    
      
        local_service?(config)

      


        Checks if the service is configured to run locally.



    


    
      
        normalize_retry(n)

      


        Normalizes the retry configuration into a standard tuple format.



    


    
      
        valid?(config)

      


        Validates the function configuration.



    


    
      
        validate_with_details(config)

      


        Validates the function configuration and returns detailed error information.



    


    
      
        version(config)

      


        Returns the version of the function configuration.
If the version is not set, is "0.0.0" (reserved sentinel), or is empty,
returns nil to indicate no version was specified.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PhoenixGenApi.Structs.FunConfig{
  after_execute: {module(), atom()} | {module(), atom(), args :: list()} | nil,
  arg_orders: [String.t()] | :map,
  arg_types: map() | nil,
  before_execute: {module(), atom()} | {module(), atom(), args :: list()} | nil,
  check_permission:
    false | :any_authenticated | {:arg, String.t()} | {:role, list()},
  choose_node_mode:
    :random | :hash | {:hash, String.t()} | :round_robin | {:sticky, String.t()},
  disabled: boolean(),
  hook_timeout: pos_integer(),
  mfa: {module(), function(), args :: list()},
  nodes: [atom()] | {module(), function(), args :: list()} | :local,
  permission_callback: {module(), atom(), args :: list()} | nil,
  request_info: boolean(),
  request_type: String.t(),
  response_type: :sync | :async | :stream | :none,
  retry: {:same_node, number()} | {:all_nodes, number()} | number() | nil,
  service: atom() | String.t(),
  timeout: integer() | :infinity,
  version: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      check_permission!(request, config)



        
          
        

    

  


  

Checks if the request has the necessary permissions to be executed.

  



  
    
      
    
    
      convert_args!(config, request)



        
          
        

    

  


  

Validates and converts the request arguments based on the arg_types and arg_orders configuration.

  



  
    
      
    
    
      get_node(config, request)



        
          
        

    

  


  

Selects a target node for the request based on the choose_node_mode strategy.

  



  
    
      
    
    
      local_service?(config)



        
          
        

    

  


  

Checks if the service is configured to run locally.

  



  
    
      
    
    
      normalize_retry(n)



        
          
        

    

  


  

      

          @spec normalize_retry(
  nil
  | number()
  | {:same_node, number()}
  | {:all_nodes, number()}
) ::
  nil | {:same_node, pos_integer()} | {:all_nodes, pos_integer()}


      


Normalizes the retry configuration into a standard tuple format.
	nil remains nil (no retry)
	A number n is converted to {:all_nodes, n}
	{:same_node, n} and {:all_nodes, n} are returned as-is

Examples
iex> FunConfig.normalize_retry(nil)
nil

iex> FunConfig.normalize_retry(3)
{:all_nodes, 3}

iex> FunConfig.normalize_retry({:same_node, 2})
{:same_node, 2}

iex> FunConfig.normalize_retry({:all_nodes, 5})
{:all_nodes, 5}

  



  
    
      
    
    
      valid?(config)



        
          
        

    

  


  

Validates the function configuration.
Returns true if all configuration fields are valid, false otherwise.
Logs detailed error messages for each invalid field.
Validation Checks
	request_type must be a non-empty string
	service must not be nil
	nodes must be a valid list, MFA tuple, or :local
	choose_node_mode must be a recognized strategy
	timeout must be a positive integer or :infinity
	mfa must be a valid {module, function, args} tuple
	arg_types and arg_orders must be consistent
	response_type must be one of :sync, :async, :stream, or :none
	check_permission must be a valid permission mode
	request_info must be a boolean


  



  
    
      
    
    
      validate_with_details(config)



        
          
        

    

  


  

Validates the function configuration and returns detailed error information.
Returns {:ok, config} if valid, or {:error, [error_messages]} if invalid.

  



  
    
      
    
    
      version(config)



        
          
        

    

  


  

      

          @spec version(t()) :: String.t() | nil


      


Returns the version of the function configuration.
If the version is not set, is "0.0.0" (reserved sentinel), or is empty,
returns nil to indicate no version was specified.

  


        

      


  

    
PhoenixGenApi.Structs.PushConfig 
    



      
Represents the data a remote node pushes to the PhoenixGenApi server node.
This struct is used when a remote node actively pushes its service configuration
to the server, as opposed to the server pulling it. It contains all the
necessary information to register the service, including function configurations
and optional pull-based registration details.
Version Checking
The config_version field represents the version of the entire service
configuration. When the server receives a push, it compares this version
with the locally stored version. If they match, the push can be skipped
since the server already has the current configuration.
Auto-Pull Registration
When module and function are provided, the to_service_config/1 function
can convert this PushConfig into a ServiceConfig for automatic pull-based
registration. This allows the server to periodically refresh the configuration
from the remote node after the initial push.
Validation
Use valid?/1 for a quick boolean check or validate_with_details/1 for
detailed error messages when validation fails.
Example
%PushConfig{
  service: "user_service",
  nodes: [:"node1@host", :"node2@host"],
  config_version: "1.2.3",
  fun_configs: [%FunConfig{...}],
  module: UserService.Api,
  function: :get_config,
  args: [],
  version_module: UserService.Api,
  version_function: :get_config_version,
  version_args: []
}

      


      
        Summary
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        t()

      


        Push configuration struct for remote node pushes.



    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a PushConfig struct from a map using Nestru for decoding.



    


    
      
        to_service_config(arg1)

      


        Converts the PushConfig to a ServiceConfig for auto-pull registration.



    


    
      
        valid?(config)

      


        Validates the push configuration.



    


    
      
        validate_with_details(config)

      


        Validates the push configuration and returns detailed error information.
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          @type t() :: %PhoenixGenApi.Structs.PushConfig{
  args: list(),
  config_version: String.t(),
  fun_configs: [PhoenixGenApi.Structs.FunConfig.t()],
  function: atom() | nil,
  module: module() | nil,
  nodes: [atom() | String.t()],
  push_token: String.t() | nil,
  service: atom() | String.t(),
  version_args: list(),
  version_function: atom() | nil,
  version_module: module() | nil
}


      


Push configuration struct for remote node pushes.
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      from_map(data)



        
          
        

    

  


  

Creates a PushConfig struct from a map using Nestru for decoding.

  



  
    
      
    
    
      to_service_config(arg1)



        
          
        

    

  


  

      

          @spec to_service_config(t()) :: PhoenixGenApi.Structs.ServiceConfig.t() | nil


      


Converts the PushConfig to a ServiceConfig for auto-pull registration.
Only creates a ServiceConfig if both module and function are provided.
Returns nil if either is missing.
The resulting ServiceConfig can be used by the ConfigPuller to periodically
refresh the configuration from the remote node.

  



  
    
      
    
    
      valid?(config)



        
          
        

    

  


  

      

          @spec valid?(t()) :: boolean()


      


Validates the push configuration.
Returns true if all configuration fields are valid, false otherwise.
Logs detailed error messages for each invalid field.
Validation Checks
	service must not be nil
	nodes must be a non-empty list of atoms or strings
	config_version must be a non-empty string
	fun_configs must be a non-empty list of FunConfig structs
	All fun_configs must have the same service name as the push config
	All fun_configs must have valid versions


  



  
    
      
    
    
      validate_with_details(config)



        
          
        

    

  


  

      

          @spec validate_with_details(t()) :: {:ok, t()} | {:error, [String.t()]}


      


Validates the push configuration and returns detailed error information.
Returns {:ok, config} if valid, or {:error, [error_messages]} if invalid.

  


        

      


  

    
PhoenixGenApi.Structs.Request 
    



      
Request struct for internal using, convert data map from websocket api.
Data from websocket api has payload like this:
%{
  "request_id" => "request_id",
  "request_type" => "request_type",
  "service" => "service",
  "user_id" => "user_id",
  "device_id" => "device_id",
  "args" => %{}
}
We need to convert it to struct for internal using.
Like this:
%PhoenixGenApi.Structs.Request{
  request_id: "request_id",
  request_type: "request_type",
  service: "service",
  user_id: "user_id",
  device_id: "device_id",
  args: %{}
}
Explain:
	user_id: string, user's id in system.
User's id in system. It need to check permission.

	device_id: string, device id of current connection.
Device id of current connection.

	request_type: string, request type.
Request type. Using for identify function to call in system.

	request_id: string, unique id for request. Make by client.
Unique id for request. Make by client. Using for identify response.

	service: string, service name.
Service name. Using for identify service to call in system.

	args: map, field -> value, arguments for request.
Arguments for request. Using for call function in system.


Payload Size Validation
decode!/1 validates the payload size before deserialization to prevent
memory exhaustion from oversized requests. The limit is configurable via
application env:
config :phoenix_gen_api, :request,
  max_payload_bytes: 1_000_000  # default: 1MB
Use max_payload_bytes/0 to read the current configured limit at runtime.
Security Considerations
	Payload size is checked before deserialization to prevent memory
exhaustion attacks where a client sends an enormous map.
	The default limit is 1MB and can be configured per application needs
via config :phoenix_gen_api, :request, max_payload_bytes: N.
	The check uses :erlang.external_size/1 (when available) for accurate
measurement without allocating the full binary. Falls back to
byte_size(:erlang.term_to_binary(params)) on older Erlang/OTP releases.
	If the payload exceeds the limit, decode!/1 raises an error with the
configured maximum and the actual measured size.
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        Request struct for internal using, convert data map from websocket api.
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        decode!(params)

      


        Create Request from params for convert data map from websocket api.



    


    
      
        max_payload_bytes()

      


        Returns the configured maximum payload size in bytes.
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          @type t() :: %PhoenixGenApi.Structs.Request{
  args: map(),
  device_id: String.t() | nil,
  request_id: String.t(),
  request_type: String.t(),
  service: String.t(),
  user_id: String.t() | nil,
  user_roles: [String.t()] | nil,
  version: String.t() | nil
}


      


Request struct for internal using, convert data map from websocket api.
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Create Request from params for convert data map from websocket api.
Validates payload size before deserialization. Raises if the payload
exceeds the configured max_payload_bytes limit.

  



  
    
      
    
    
      max_payload_bytes()



        
          
        

    

  


  

Returns the configured maximum payload size in bytes.
Reads from config :phoenix_gen_api, :request, max_payload_bytes.
Defaults to 1MB (1000000 bytes).

  


        

      


  

    
PhoenixGenApi.Structs.Response 
    



      
Defines the structure of a response sent back to the client.
This module provides helper functions to create different types of responses,
such as synchronous, asynchronous, and error responses.
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    Functions
  


    
      
        async_response(request_id)

      


        Creates a response for an asynchronous request, indicating that the request
has been received and is being processed.



    


    
      
        encode(res, opts)

      


        Encodes a Response struct to a map, returning {:ok, map} or {:error, reason}.



    


    
      
        encode!(res)

      


        Encodes a Response struct to a map using Nestru.



    


    
      
        encode!(res, opts)

      


        Encodes a Response struct to a map. Opts is not supported yet.



    


    
      
        error?(response)

      


        Checks if the response represents an error.



    


    
      
        error_response(request_id, error, can_retry \\ false)

      


        Creates a response for a failed request.



    


    
      
        stream_end_response(request_id)

      


        Creates a response to indicate the end of a stream.



    


    
      
        stream_response(request_id, result, has_more \\ true)

      


        Creates a response for a streaming request.



    


    
      
        sync_response(request_id, result)

      


        Creates a response for a successful synchronous request.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PhoenixGenApi.Structs.Response{
  async: boolean(),
  can_retry: boolean(),
  error: String.t() | nil,
  has_more: boolean(),
  request_id: String.t(),
  result: any(),
  success: boolean()
}
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      async_response(request_id)



        
          
        

    

  


  

Creates a response for an asynchronous request, indicating that the request
has been received and is being processed.

  



  
    
      
    
    
      encode(res, opts)



        
          
        

    

  


  

Encodes a Response struct to a map, returning {:ok, map} or {:error, reason}.

  



  
    
      
    
    
      encode!(res)



        
          
        

    

  


  

Encodes a Response struct to a map using Nestru.

  



  
    
      
    
    
      encode!(res, opts)



        
          
        

    

  


  

Encodes a Response struct to a map. Opts is not supported yet.

  



  
    
      
    
    
      error?(response)



        
          
        

    

  


  

Checks if the response represents an error.

  



    

  
    
      
    
    
      error_response(request_id, error, can_retry \\ false)



        
          
        

    

  


  

Creates a response for a failed request.

  



  
    
      
    
    
      stream_end_response(request_id)



        
          
        

    

  


  

Creates a response to indicate the end of a stream.

  



    

  
    
      
    
    
      stream_response(request_id, result, has_more \\ true)



        
          
        

    

  


  

Creates a response for a streaming request.

  



  
    
      
    
    
      sync_response(request_id, result)



        
          
        

    

  


  

Creates a response for a successful synchronous request.

  


        

      


  

    
PhoenixGenApi.Structs.ServiceConfig 
    



      
Service configuration struct that defines how to connect to a remote service
and pull its function configurations.
Version Checking
When version_module and version_function are configured, the ConfigPuller
will first call the lightweight version check RPC before performing a full
config pull. If the returned version matches the locally stored version for
that service, the full pull is skipped — saving network bandwidth and
reducing load on remote nodes.
The remote service should implement a version function that returns a value
that changes whenever the function configurations change. Good candidates
include:
	A monotonically increasing integer (e.g., 1, 2, 3)
	A semantic version string (e.g., "1.2.3")
	A content hash of the config data (e.g., "a1b2c3d4")
	A timestamp of the last config change (e.g., "2024-01-15T10:30:00Z")

The version value is compared using strict equality (==), so any format
that can be compared this way will work.
Example Configuration
%ServiceConfig{
  service: "user_service",
  nodes: ["node1@host", "node2@host"],
  module: UserService.Api,
  function: :get_config,
  args: [],
  version_module: UserService.Api,
  version_function: :get_config_version,
  version_args: []
}
If version_module or version_function is nil, version checking is
disabled and the full config pull will always be performed (backward
compatible behavior).

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Service configuration struct.



    





  
    Functions
  


    
      
        from_map(config)

      


        Creates a ServiceConfig struct from a map (typically from application config).



    


    
      
        version_check_enabled?(arg1)

      


        Returns true if version checking is configured for this service.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PhoenixGenApi.Structs.ServiceConfig{
  args: list(),
  function: atom(),
  module: module(),
  nodes: [String.t()] | {module(), atom(), list()},
  service: String.t(),
  version_args: list(),
  version_function: atom() | nil,
  version_module: module() | nil
}


      


Service configuration struct.

  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(config)



        
          
        

    

  


  

Creates a ServiceConfig struct from a map (typically from application config).
Handles both atom and string keys, and converts string module/function names
to atoms when necessary.

  



  
    
      
    
    
      version_check_enabled?(arg1)



        
          
        

    

  


  

      

          @spec version_check_enabled?(t()) :: boolean()


      


Returns true if version checking is configured for this service.
A service is considered to have version checking enabled when both
version_module and version_function are non-nil.

  


        

      


  

    
PhoenixGenApi.Structs.StreamHelper 
    



      
Helper struct and functions for sending streaming data to a StreamCall process.
A %StreamHelper{} holds the PID of the stream process and the request ID.
Use the provided functions to send data chunks, completion signals, and errors
to the stream process, which forwards them to the client as {:stream_response, response}
messages.
Usage
stream = %StreamHelper{stream_pid: pid, request_id: "req_123"}
StreamHelper.send_result(stream, chunk_data)       # intermediate chunk
StreamHelper.send_last_result(stream, final_data)   # final chunk
StreamHelper.send_complete(stream)                   # normal completion
StreamHelper.send_error(stream, reason)              # error

      


      
        Summary


  
    Types
  


    
      
        t()

      


        Stream helper struct.



    





  
    Functions
  


    
      
        send_complete(stream)

      


        Wrap complete & send to stream.



    


    
      
        send_error(stream, error)

      


        Wrap error & send to stream.



    


    
      
        send_last_result(stream, result)

      


        Wrap last result & send to stream.



    


    
      
        send_result(stream, result)

      


        Wrap result & send to stream.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PhoenixGenApi.Structs.StreamHelper{
  request_id: String.t(),
  stream_pid: pid()
}


      


Stream helper struct.

  


        

      

      
        Functions


        


  
    
      
    
    
      send_complete(stream)



        
          
        

    

  


  

Wrap complete & send to stream.

  



  
    
      
    
    
      send_error(stream, error)



        
          
        

    

  


  

Wrap error & send to stream.

  



  
    
      
    
    
      send_last_result(stream, result)



        
          
        

    

  


  

Wrap last result & send to stream.

  



  
    
      
    
    
      send_result(stream, result)



        
          
        

    

  


  

Wrap result & send to stream.

  


        

      


  

    
PhoenixGenApi.Telemetry 
    



      
Telemetry integration for PhoenixGenApi.
This module provides a central place to discover, attach to, and
handle all telemetry events emitted by PhoenixGenApi.
Events
Executor
	Event	Measurements	Metadata
	[:phoenix_gen_api, :executor, :request, :start]	%{system_time: integer()}	%{request_id: String.t(), request_type: String.t(), service: String.t(), user_id: String.t()}
	[:phoenix_gen_api, :executor, :request, :stop]	%{duration_us: integer()}	%{request_id: String.t(), request_type: String.t(), service: String.t(), user_id: String.t(), success: boolean(), async: boolean()}
	[:phoenix_gen_api, :executor, :request, :exception]	%{duration_us: integer()}	%{request_id: String.t(), request_type: String.t(), service: String.t(), user_id: String.t(), kind: atom(), reason: String.t(), stacktrace: Exception.stacktrace()}
	[:phoenix_gen_api, :executor, :retry]	%{attempt: non_neg_integer()}	%{mode: :same_node or :all_nodes, type: :local or :remote} + optional nodes: list() for remote retries
	[:phoenix_gen_api, :executor, :retry, :exhausted]	%{}	%{request_id: String.t(), mode: term(), last_error: String.t()}

Rate Limiter
	Event	Measurements	Metadata
	[:phoenix_gen_api, :rate_limiter, :check]	%{duration_us: integer()}	%{request_id: String.t(), user_id: String.t(), service: String.t(), request_type: String.t(), result: :ok or {:error, :rate_limited, map()}}
	[:phoenix_gen_api, :rate_limiter, :exceeded]	%{retry_after_ms: non_neg_integer()}	%{key: String.t(), scope: :global or {String.t(), String.t()}, max_requests: non_neg_integer(), current_requests: non_neg_integer(), request_id: String.t(), user_id: String.t()}
	[:phoenix_gen_api, :rate_limiter, :reset]	%{}	%{key: String.t(), scope: atom(), rate_limit_key: atom()}
	[:phoenix_gen_api, :rate_limiter, :cleanup]	%{duration_us: integer(), cleaned_entries: non_neg_integer()}	%{global_limits_count: non_neg_integer(), api_limits_count: non_neg_integer()}

Hooks
	Event	Measurements	Metadata
	[:phoenix_gen_api, :hook, :before, :start]	%{system_time: integer()}	%{module: module(), function: atom(), type: :before}
	[:phoenix_gen_api, :hook, :before, :stop]	%{duration_us: integer()}	%{module: module(), function: atom(), type: :before}
	[:phoenix_gen_api, :hook, :before, :exception]	%{duration_us: integer()}	%{module: module(), function: atom(), type: :before, kind: atom(), reason: String.t(), stacktrace: Exception.stacktrace()}
	[:phoenix_gen_api, :hook, :after, :start]	%{system_time: integer()}	%{module: module(), function: atom(), type: :after}
	[:phoenix_gen_api, :hook, :after, :stop]	%{duration_us: integer()}	%{module: module(), function: atom(), type: :after}
	[:phoenix_gen_api, :hook, :after, :exception]	%{duration_us: integer()}	%{module: module(), function: atom(), type: :after, kind: atom(), reason: String.t(), stacktrace: Exception.stacktrace()}

Worker Pool
	Event	Measurements	Metadata
	[:phoenix_gen_api, :worker_pool, :task, :start]	%{system_time: integer()}	%{pool_name: atom()}
	[:phoenix_gen_api, :worker_pool, :task, :stop]	%{duration_us: integer()}	%{pool_name: atom()}
	[:phoenix_gen_api, :worker_pool, :task, :exception]	%{duration_us: integer()}	%{pool_name: atom(), kind: atom(), reason: term(), stacktrace: Exception.stacktrace()}
	[:phoenix_gen_api, :worker_pool, :task, :rejected]	%{system_time: integer()}	%{pool_name: atom(), reason: :circuit_open}
	[:phoenix_gen_api, :worker_pool, :circuit_breaker, :open]	%{}	%{pool_name: atom(), consecutive_failures: non_neg_integer()}
	[:phoenix_gen_api, :worker_pool, :circuit_breaker, :close]	%{}	%{pool_name: atom()}

Config Cache
	Event	Measurements	Metadata

| [:phoenix_gen_api, :config, :pull, :start] | %{system_time: integer()} | %{service: String.t() | atom()} |
| [:phoenix_gen_api, :config, :pull, :stop] | %{duration_us: integer(), count: non_neg_integer()} | %{service: String.t() | atom(), version: String.t() | nil} |
| [:phoenix_gen_api, :config, :push] | %{count: non_neg_integer()} | %{service: String.t() | atom(), version: String.t()} |
| [:phoenix_gen_api, :config, :add] | %{} | %{service: String.t() | atom(), request_type: String.t(), version: String.t()} |
| [:phoenix_gen_api, :config, :batch_add] | %{count: non_neg_integer()} | %{service: String.t() | atom()} |
| [:phoenix_gen_api, :config, :delete] | %{} | %{service: String.t() | atom(), request_type: String.t(), version: String.t()} |
| [:phoenix_gen_api, :config, :clear] | %{} | %{service: atom(), request_type: atom(), version: atom()} |
| [:phoenix_gen_api, :config, :disable] | %{} | %{service: String.t() | atom(), request_type: String.t(), version: String.t()} |
| [:phoenix_gen_api, :config, :enable] | %{} | %{service: String.t() | atom(), request_type: String.t(), version: String.t()} |
Usage
# Attach a handler to all events
PhoenixGenApi.Telemetry.attach_all("my-handler", &MyApp.handle_event/4)

# Attach only to executor events
PhoenixGenApi.Telemetry.attach_executor("my-handler", &MyApp.handle_event/4)

# Attach the built-in debug logger
PhoenixGenApi.Telemetry.attach_default_logger()

# Detach everything for a handler ID
PhoenixGenApi.Telemetry.detach_all("my-handler")

      


      
        Summary


  
    Functions
  


    
      
        attach_all(handler_id, function, config \\ %{})

      


        Attaches a handler function to all PhoenixGenApi telemetry events.



    


    
      
        attach_config(handler_id, function, config \\ %{})

      


        Attaches a handler to config cache events.



    


    
      
        attach_default_logger(handler_id \\ "phoenix-gen-api-default-logger")

      


        Attaches a default console logger that logs all telemetry events at debug level.



    


    
      
        attach_executor(handler_id, function, config \\ %{})

      


        Attaches a handler to executor events.



    


    
      
        attach_hooks(handler_id, function, config \\ %{})

      


        Attaches a handler to hook events.



    


    
      
        attach_many(handler_id, events, function, config \\ %{})

      


        Attaches a handler to a list of events.



    


    
      
        attach_rate_limiter(handler_id, function, config \\ %{})

      


        Attaches a handler to rate limiter events.



    


    
      
        attach_worker_pool(handler_id, function, config \\ %{})

      


        Attaches a handler to worker pool events.



    


    
      
        detach_all(handler_id)

      


        Detaches all handlers for the given handler ID.



    


    
      
        detach_default_logger(handler_id \\ "phoenix-gen-api-default-logger")

      


        Detaches the default console logger.



    


    
      
        execute(event, measurements, metadata)

      


        Emits a telemetry event. Thin wrapper around :telemetry.execute/3.



    


    
      
        list_events()

      


        Returns the full list of telemetry events emitted by PhoenixGenApi.



    


    
      
        span(event, metadata, fun)

      


        Wraps a function in a telemetry span. Thin wrapper around :telemetry.span/3.



    





      


      
        Functions


        


    

  
    
      
    
    
      attach_all(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_all(String.t(), function(), map()) :: :ok


      


Attaches a handler function to all PhoenixGenApi telemetry events.

  



    

  
    
      
    
    
      attach_config(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_config(String.t(), function(), map()) :: :ok


      


Attaches a handler to config cache events.

  



    

  
    
      
    
    
      attach_default_logger(handler_id \\ "phoenix-gen-api-default-logger")



        
          
        

    

  


  

      

          @spec attach_default_logger(String.t()) :: :ok


      


Attaches a default console logger that logs all telemetry events at debug level.

  



    

  
    
      
    
    
      attach_executor(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_executor(String.t(), function(), map()) :: :ok


      


Attaches a handler to executor events.

  



    

  
    
      
    
    
      attach_hooks(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_hooks(String.t(), function(), map()) :: :ok


      


Attaches a handler to hook events.

  



    

  
    
      
    
    
      attach_many(handler_id, events, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_many(String.t(), [[atom()]], function(), map()) :: :ok


      


Attaches a handler to a list of events.

  



    

  
    
      
    
    
      attach_rate_limiter(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_rate_limiter(String.t(), function(), map()) :: :ok


      


Attaches a handler to rate limiter events.

  



    

  
    
      
    
    
      attach_worker_pool(handler_id, function, config \\ %{})



        
          
        

    

  


  

      

          @spec attach_worker_pool(String.t(), function(), map()) :: :ok


      


Attaches a handler to worker pool events.

  



  
    
      
    
    
      detach_all(handler_id)



        
          
        

    

  


  

      

          @spec detach_all(String.t()) :: :ok


      


Detaches all handlers for the given handler ID.

  



    

  
    
      
    
    
      detach_default_logger(handler_id \\ "phoenix-gen-api-default-logger")



        
          
        

    

  


  

      

          @spec detach_default_logger(String.t()) :: :ok


      


Detaches the default console logger.

  



  
    
      
    
    
      execute(event, measurements, metadata)



        
          
        

    

  


  

      

          @spec execute([atom()], map(), map()) :: :ok


      


Emits a telemetry event. Thin wrapper around :telemetry.execute/3.

  



  
    
      
    
    
      list_events()



        
          
        

    

  


  

      

          @spec list_events() :: [[atom()]]


      


Returns the full list of telemetry events emitted by PhoenixGenApi.

  



  
    
      
    
    
      span(event, metadata, fun)



        
          
        

    

  


  

      

          @spec span([atom()], map(), function()) :: any()


      


Wraps a function in a telemetry span. Thin wrapper around :telemetry.span/3.

  


        

      


  

    
PhoenixGenApi.WorkerPool 
    



      
Generic worker pool for executing tasks asynchronously.
This module provides a pooling mechanism for executing async and stream tasks
without spawning unlimited processes. Workers are supervised and reused across
multiple requests.
Architecture
The worker pool consists of:
	A pool of worker processes (GenServers)
	A queue for pending tasks when all workers are busy
	A supervisor managing the worker processes
	Pool-level circuit breaker for fault tolerance

Configuration
Configure pool sizes in your config.exs:
config :phoenix_gen_api, :worker_pool,
  async_pool_size: 1000,
  stream_pool_size: 500,
  max_queue_size: 10_000,
  task_timeout: 30_000
Usage
# Execute a task asynchronously
WorkerPool.execute_async(:async_pool, fn ->
  # Your async work here
  result = process_data()
  send(caller_pid, {:result, result})
end)

# Execute a stream task
WorkerPool.execute_async(:stream_pool, fn ->
  # Your stream work here
  StreamCall.handle_stream(request, config)
end)
Worker States
Each worker can be in one of two states:
	:idle - Available to accept new work
	:busy - Currently executing a task

Queue Management
When all workers are busy, tasks are queued. If the queue exceeds the max size,
new tasks will be rejected to prevent memory exhaustion.
Circuit Breaker
The pool tracks consecutive failures across all workers. If the failure rate
exceeds the threshold, the pool enters a degraded state and rejects new tasks
for a cooldown period.
Circuit Breaker Configuration
Configure circuit breaker behavior in your config.exs:
config :phoenix_gen_api, :worker_pool,
  circuit_breaker_threshold: 10,
  circuit_breaker_cooldown: 60_000
	circuit_breaker_threshold - Number of consecutive failures before the circuit opens (default: 10 for pool, 5 for worker).
	circuit_breaker_cooldown - Cooldown period in milliseconds before the circuit closes (default: 60000).

Supervision
Workers are supervised and automatically restarted on failure. Failed tasks
are not retried automatically - the caller should handle failures.

      


      
        Summary


  
    Types
  


    
      
        pool_name()

      


    


    
      
        task()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        execute_async(pool_name, task)

      


        Executes a task asynchronously using the specified pool.



    


    
      
        start_link(opts)

      


        Starts the worker pool.



    


    
      
        status(pool_name)

      


        Gets the current status of the worker pool.



    





      


      
        Types


        


  
    
      
    
    
      pool_name()



        
          
        

    

  


  

      

          @type pool_name() :: :async_pool | :stream_pool


      



  



  
    
      
    
    
      task()



        
          
        

    

  


  

      

          @type task() :: (-> any())


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      execute_async(pool_name, task)



        
          
        

    

  


  

      

          @spec execute_async(pool_name(), task()) :: :ok | {:error, :queue_full}


      


Executes a task asynchronously using the specified pool.
Parameters
	pool_name - The name of the worker pool
	task - A zero-arity function to execute

Returns
	:ok - Task was accepted (either started or queued)
	{:error, :queue_full} - Queue is at maximum capacity

Examples
WorkerPool.execute_async(:async_pool, fn ->
  # Do async work
  process_data()
end)

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts the worker pool.
Parameters
	opts - Keyword list with:	:name - The pool name (required)
	:pool_size - Number of workers (default: depends on pool type)
	:max_queue_size - Maximum queued tasks (default: 10_000)




  



  
    
      
    
    
      status(pool_name)



        
          
        

    

  


  

      

          @spec status(pool_name()) :: map()


      


Gets the current status of the worker pool.
Returns
A map containing:
	:idle_workers - Number of idle workers
	:busy_workers - Number of busy workers
	:queued_tasks - Number of tasks in queue
	:circuit_open - Whether circuit breaker is open
	:total_tasks_executed - Total tasks executed since start
	:total_tasks_failed - Total tasks failed since start


  


        

      


  

    
PhoenixGenApi.WorkerPool.CircuitBreaker 
    



      
Shared circuit breaker functions for WorkerPool and Worker.
This module provides common circuit breaker logic to avoid
code duplication between the pool-level and worker-level
circuit breakers.

      


      
        Summary


  
    Functions
  


    
      
        circuit_open?(opened_at, cooldown_ms)

      


        Checks if the circuit breaker is open (in cooldown period).



    





      


      
        Functions


        


  
    
      
    
    
      circuit_open?(opened_at, cooldown_ms)



        
          
        

    

  


  

Checks if the circuit breaker is open (in cooldown period).
Returns true if the circuit breaker is open (rejecting requests),
false if requests should be allowed.
Parameters
	circuit_open_at: The monotonic time (in milliseconds) when the circuit
was opened, or nil if the circuit is closed.
	cooldown_ms: The cooldown period in milliseconds.

Examples
iex> CircuitBreaker.circuit_open?(nil, 5000)
false

iex> now = System.monotonic_time(:millisecond)
iex> CircuitBreaker.circuit_open?(now, 5000)
true

  


        

      


  

    
PhoenixGenApi.WorkerPool.Worker 
    



      
Individual worker process for executing tasks.
Workers are managed by the WorkerPool and execute tasks one at a time.
When a task completes, the worker notifies the pool that it's available
for more work.
Lifecycle
	Worker starts in idle state
	Pool assigns a task via execute/2
	Worker executes the task with timeout protection
	Worker notifies pool when done
	Returns to idle state

Error Handling
If a task raises an exception, the worker catches it, logs the error,
and continues running. The pool is notified that the worker is done
even if the task failed.
Circuit Breaker
Workers track consecutive failures. If failures exceed the threshold,
the worker enters a "circuit open" state and rejects new tasks for a
cooldown period. This prevents cascading failures when downstream
services are unhealthy.
Circuit Breaker Configuration
Configure circuit breaker behavior in your config.exs:
config :phoenix_gen_api, :worker_pool,
  circuit_breaker_threshold: 10,
  circuit_breaker_cooldown: 60_000
	circuit_breaker_threshold - Number of consecutive failures before the circuit opens (default: 10 for pool, 5 for worker).
	circuit_breaker_cooldown - Cooldown period in milliseconds before the circuit closes (default: 60000).


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        execute(worker_pid, task)

      


        Executes a task on this worker.



    


    
      
        start_link(opts)

      


        Starts a worker process.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      execute(worker_pid, task)



        
          
        

    

  


  

Executes a task on this worker.
Parameters
	worker_pid - The worker process PID
	task - A zero-arity function to execute


  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts a worker process.
Parameters
	opts - Keyword list with:	:pool_name - Name of the parent pool (required)
	:task_timeout - Task execution timeout in milliseconds (default: 30000)




  


        

      


  

    
PhoenixGenApi.WorkerPool.WorkerPoolSupervisor 
    



      
Supervisor for worker pools.
This supervisor manages the async and stream worker pools based on
application configuration. It ensures worker pools are restarted if
they crash.
Configuration
Configure in config.exs:
config :phoenix_gen_api, :worker_pool,
  async_pool_size: 100,
  stream_pool_size: 50,
  max_queue_size: 1000,
  circuit_breaker_threshold: 10,
  circuit_breaker_cooldown: 60_000
Circuit Breaker
The circuit_breaker_threshold and circuit_breaker_cooldown options
control the circuit breaker behavior for both the pool and individual
workers. See WorkerPool and Worker for details.
Pool Types
	Async Pool - For asynchronous request execution
	Stream Pool - For streaming request execution

Each pool can have different sizes based on your workload characteristics.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  


  


        

      


  

    
PhoenixGenApi.Errors.DecodeError exception
    



      
Error raised when request payload decoding fails.
This exception carries a structured error code so callers can
differentiate between client errors and internal errors.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        exception(code, message, details \\ nil)

      


        Creates a DecodeError with the given code, message, and optional details.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %PhoenixGenApi.Errors.DecodeError{
  __exception__: term(),
  code: :invalid_payload | :missing_field | :internal_error,
  details: term(),
  message: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      exception(code, message, details \\ nil)



        
          
        

    

  


  

      

          @spec exception(code :: atom(), message :: String.t(), details :: term()) ::
  %PhoenixGenApi.Errors.DecodeError{
    __exception__: term(),
    code: term(),
    details: term(),
    message: term()
  }


      


Creates a DecodeError with the given code, message, and optional details.

  


        

      


  

    
PhoenixGenApi.Errors.InvalidType exception
    



      
Error raised when an argument has an invalid type.

      


      
        Summary


  
    Functions
  


    
      
        exception(msg)

      


        Creates an InvalidType error for the given argument name.



    





      


      
        Functions


        


  
    
      
    
    
      exception(msg)



        
          
        

    

  


  

      

          @spec exception(String.t() | atom()) :: %PhoenixGenApi.Errors.InvalidType{
  __exception__: term(),
  message: term()
}


      


Creates an InvalidType error for the given argument name.
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